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1.1 HPE TCP

HFEE TCP B KB, T W55, A listen WG, ZIEH%
B PURIGTER, SRR LU HAR T . 4, ] socket.

// Server

socket(...,SOCK_STREAM,O0);

bind(...,%server_address, ...);

listen(...);

accept(..., &client_address, ...);

recv(..., &clientaddr, ...);
close(...);

KT 0, WA connect RS U, 2 S5 87T DA R ZdE . B2 )5 <] socket o

socket (...,SOCK_STREAM,0) ;
connect();
send(...,%server_address,...);

AR ZARIEFATRY R, AT EIRPUERE AT L QI ANE RO S R

1.2 #RF tcp_prot, HE get~

— R E AT, #SAE KRR . N THRE TCP, F1H A ETE
— ik H P, EERIEIZ A BABN R R EAKNIE IR S, fEtcep_ipv4.cH, tep_protiE
ST teplI R N

tep_protHIZEA Astruct proto, &IXDEMMAEN TG AR R B WL ) 2
SRR o A RIS R ATt 42 1 (Interface) MM X H, FRAUAREE A
KANES

struct proto tcp_prot = {

.name = "TCp",

.owner = THIS_MODULE,
.close = tcp_close,
.connect = tcp_v4_connect,
.disconnect = tcp_disconnect,
.accept = inet_csk_accept,
.destroy = tcp_v4_destroy_sock,
.shutdown = tcp_shutdown,
.setsockopt = tcp_setsockopt,
.getsockopt = tcp_getsockopt,
.recvmsg = tcp_recvmsg,
.sendmsg = tcp_sendmsg,
.sendpage = tcp_sendpage,

.backlog_rcv tcp_v4_do_rcv,

.get_port inet_csk_get_port,
.twsk_prot &tcp_timewait_sock_ops,
.rsk_prot = &tcp_request_sock_ops,

I8

WA, FOREURIE DR TIXLEpREL, W05 P £ s A0S 5L A 50 0 A T REAH
Ko AERIK HIE, WURTEMRRESN, $KH L2 1.
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CHAPTER 1.

A

1.3 RFC

ot TCP 2B FIIRE RFC, EXHE, NG ESHIEIN RFC 25
ik, FFHT—ERIE, TR

1.3.1 RFC793 : Transmission Control Protocol

% RFC IE&ENL T TCP Ml iHk RFC. f£i% RFC 1, AL S| TCP KR %

Ay, WSS

1.3.1.1 TCP KEHE

£ RFC793 W, 51T TCP thilWIRAKE, EH ) TCB /83 TCP &6, i

BT s -
Pommooooss P Somooome \ active OPEN
| CLOSED | N\ e
S PR \ \ create TCB
| - \  \ snd SYN
passive OPEN | | CLOSE ANEEERN
------------ | | === AN
create TCB | | delete TCB AR
\ | AN
Fmmm + CLOSE I \
| LISTEN | = —===—————- I I
e + delete TCB | |
rcv SYN | | SEND I I
----------- | | - | v
e + snd SYN,ACK / \ snd SYN e +
| [ e T >| |
|  syN | rcv SYN |  syN |
| R I I e e e T | SENT |
| I snd ACK I |
| i R I |
e + rcv ACK of SYN \ / rcv SYN,ACK e +
| | [ S
| X | | snd ACK
I v v
| CLOSE frmmmmeees +
| ====== | |
| snd FIN o +
I CLOSE | | rcv FIN
v s I I -
S + snd FIN / \ snd ACK e +
| FIN  |<—mmmmmmmmmmmmmmmm e >| CLOSE |
| WAIT-1  |-——=——=——=—————m———- | WAIT |
P + rcv FIN \ P +
| rcv ACK of FIN ------- | CLOSE |
| e snd ACK 5 o= |
V' b d v snd FIN V
e + fmmm + e +
|FINWAIT-2| | CLOSING | | LAST-ACK|
B + o + B +
| rcv ACK of FIN | rcv ACK of FIN |
| rcv FIN @ ———————m——o Timeout=2MSL --—---————————= |
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| o= X VAECS S S x v
\ snd ACK S +delete TCB Pomcoosoes +
- -—- >|TIME WAIT|----=--=---—--=--—= >| CLOSED |
Hommmmmm o + Fommmmmm - +

TCP Connection State Diagram

TX K T 5 T Y AT A R SR A i S S

TR 9N T BB 3 %éo TR AR UM CLOSED RZSE3)
KHIERARK, HEAN SYN-SENT IRZ, Z G EIRS5 34T SYN+ACK £, #F A\ ESTAB
WA (HEREVRS) , RIERE ACK 61, =R XA
1E5.1 AT T #EBERE M listen RASTFLG, WU . BEEIE] SYN £,
BEA SYN-RCVD JIR%, A SYN+ACK 1, fiz)m, WH| ACK J&, #EA ESTAB
WA, SEMEhEREN =R Fid i X0 MR AES 27 58 il

TR IR A N T R AT S B, EahZ b sh 2t . Fsh& kg b

M\ ESTAB RS FZhZ& 1R%E+Hz, Ki%k FIN GRS T LLES, Ezﬁé&tw\ﬂﬁ
FfEoL, —FE FIN & e, 8T &R FIN (RIEER07 R £ 350 E#)
N2 A\ CLOSING RA&FF &% ACK . #] ACK J5, #A TIME WAIT KA. %‘—
2] T ACK B2, ¥ A FINWAIT-2 RAS, f&/EWE] FIN J5&1% ACK, SERY iz
T, BEA TIME WAIT KA. oS8R A 0x s i, ik TCB, #A CLOSED
KA BEhZAENEELE] FIN (15, &% T ACK £, #A CLOSE WAIT K. 2
&, 2iX—ua Rt Z e RS, A% FIN 2, #EA LAST-ACK IRZA, k%] ACK
J&, #EA CLOSED k%S

1.3.1.2 TCP LERE=

RFC793 H1, XIT TCP k&= AR =~

0 1 2 3
01234567890123456789012345678901
s T S B s T L s S T S B et et ot SN Y
| Source Port | Destination Port |
tot—t—t—t—t—t—t—t—t—t—t—t—t—t—t—t bttt =ttt =ttt —t—t—t—t—+—+
| Sequence Number |
bt —t—t—t oottt bbbttt ottt bttt bttt bttt

| Acknowledgment Number
tot—t—t—t—t—t—t—t—t—t—t—t b=ttt =ttt -ttt —t—t—t—t—t—t—t—t—t—+
| Data | IUIAIPIRISIFI |
| Offset| Reserved |RICISISIYII| Window
I I IGIKIHITININ]| |
s e e St T Tt B S S s
| Checksum | Urgent Pointer |
s T S St T T S S S e S et s et
| Options | Padding |
s T S St T s T T B
|

.................................
---------------------------------

TCP Header Format
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Note that one tick mark represents one bit position.

XK AT AR (i A M5 20K, B LI AR PR+t RAE S, X
BEIATPHBATL AT Options FBORMESE. RINRZ TCP W9 & it Hriy
HEORSEILY o

WU AL TCP KRR, HACKZ 8 AL AYREEfS. il gt Al
FrF o ETTAT MEMT 7550 5T G IS A 2 FRiE L

1 B —A 5y, AR SR B an

End of Option List

B +
00000000 |
B +
Kind=0

to——— +
00000001 |
o +
Kind=1

2. AT IARFEA R, KHE I AESR IR, Ja R e Y
. Bl

Maximum Segment Size

domm e et e +

|00000010/00000100| max seg size |

P S + + -——+
Kind=2 Length=4

1.3.2 RFC1323 : TCP Extensions for High Performance
1.3.2.1 &

XA RFC EERH JE R 58 M IR 2% T A §e 7+ TCP M1ERE. 1% RFC EX T
By TCOP &I, LASCIRG 485K (window scaled) FHH[A]# (timestamp)o X B AT [A]
BT AR TS AL . RTTM(Round Trip Time Measurement) 1 PAWS(Protect
Against Wrapped Sequences)o
f£ RFC1323 Wi, FEIXSRR SE Ml M4s ~, A = EE AN TCP MERER]
ISES

BARSTRE £ TCP L, A 16 frpy— M T 1 A/N. tph 2,
T O RN R HREIRE] 216 = 64K T fRixX— Al Ay 2 Bahn—A v 1 45
WOET, FoA1eAE1.3.2. 29— 0118 .
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EZAENKRE FO4 T TCP EHIEAE GG, FEEGERKLWR. 15
SINTIRELFPIRE G, PTEMRREAT N — 0 O E— AT 1R
e ERIESIANTHE OGN, BT O K, Rt 8m. R
Sl TCP i ANEMZ IS ZPIRTS , sZ s R A T i — [l #5225 A SACK
B, (HAEXA RFEC H1, A8 SACK HK Y[Rl

iR EEE RTO(Retransmission timeout) & TCP M:EEMN — MR IEEMIIZ4L.
f£ RFC1323 H 4 7 —Fh428 RTTM BN, FIH—S8THY 440 Timestamps
H IR TR XS I (AL T BE— 2P A ST o

1.3.2.2 BHO%M (Window Scale)

X RIGFAR TCP & A RE 32 iz IMIRYE RFCT93 H1HIE L, TCP kB
R R/ NIEOUA 16 f2.  THHY RN 32 A, Iy e LT — PRI T
TR o XL BAE SYN B, W5, Prasidiziesnas, Hedn
RIS 52 BTX— LI 5 I o

IS N -
P + ——t —
| Kind=3 |Length=3 |shift.cnt]|
P ——— + —

kindB A 3, length® N 3, JFHIIRE 3 15 WHY shift.cnt, AFL4EMIA 1~ TCP
f Options ERATHEIRAIREAE 22 EATEM . X RTS8 Rl

FEJE T 7 AR LA , TCP SKERH RIICE H AV, sl T LSSl Aok
/INEF shift.cntff{He RFC HXS T2 A SEIL R SR A L s il b b, #5010 32
(B RORAAE TR B CE, B AEE O B AR IER H o

VENFRWT, AR — B (Br SYN Bobh), i ok i B /2R ok 153
IERHRYE.

SND.WND = SEG.WND << Snd.Wind.Scale
VE R RIETTMERRAE R IR, AR D BEAH, NG HEEEE .

SEG.WND = RCV.WND >> Rcv.Wind.Scale

1.3.2.3 PAWS(Protect Against Wrapped Sequence Numbers)

PAWS &/ TP IR IHREE R A AR R T TCP H Y Times-
tamps VEI. IZUEI A -

et + - R +

|Kind=8 | 10 TS Value (TSval) |TS Echo Reply (TSecr) |
N + -—- e L +
1 1 4 4

+ — +

TSval(Timestamp Value) f7 | %&i%X1% TCP B I #HEIE. Wk ACK (A&
THJIE, TSecr(Timestamp Echo Reply) it skl — U E] AR SCH TSval (B
PAWS HIRIEIREEN -
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1. RS HRIAR B SEG 4 Timestamps 1£3, H SEG.TSval < TS.Recent H.
1% TS.Recent /&A%, AN MATRAN 5 BURE AT LR, TRaisy
i,

2. WORBOEM T D RGER, WEFE (SIEWHR TCP ALHAR)

3. W 2 SEG.SEQ<Last. ACK.sent (FJi A& 1) ACK GRS [A)EL) , AB4,
SEG MHR]EIC A TS.Recento

4. WR SEG JEIEW LT EHAR), ARAIER HEICE
5. HAMEOUT, RZBA/EIE W BER A, (B A IERE TCP BO Ay .

1.3.3 RFC1337 : TIME-WAIT Assassination Hazards in TCP

£ TCP H#H, FAETIME_WAITIXAE— DB Bro %W Br % A5 2MSL i), LA
1S BT L ENER N AT A B ERIE At IXRE AT AR IR I AE Rl o SRR, AN
SABET L — R A A g A T

1.3.3.1 TIME-WAIT Assassination(TWA) Bl %

TCP HEHEZMIUITH (JF 1P #bhk, P, HEY IP Hohk, HAgsmo) ME—ik
SEMe (R, FAXKE—FMEN, H—A0 TCP ERCH, BEfE, &) o A H AR R Y
TP L -5 [ AR 53 A e, R Ak 7RI B A — i — R U oe . R, fndi
W2 R AR E— MG B TR, S I 28/ (Rl AT 1X— (A, RFC793
R ST I HIAILEIEA T R AT o

1. ZUHR T SIEAINA SYN B, LUd GRS @ik,
2. WIS FIWT e F-5 ] LUAROAE 26 | H R Bl B A Bl iR 1252
3. 1BRHIESE GG R ISN(Initial Sequence Number) FJ LA S0 [H A 3 FE R0 B 1B £2 1)
B G2 RR EEE.
4. TIME-WAIT RAS SRR A RIS R], LEIH B3 R e 2% L A B Rk e Az A
JERIATTIH 2K o
5. FERGRIBUR, FEARGEH ST AREBRIS [a] ] LLEE [H A B BT IR RTIH & -
SR, HA B TIME_WATTIRZARHYRH IR BLH A AN rTEE A o [0 28 it B B B AT RES A
fSHTIME_WAITIRZASH B AN R o 3X— IS Bl & TIME-WAIT Assassination 214 RFC1337
g TS

TCP A TCP B
1. ESTABLISHED ESTABLISHED
(Close)

2. FIN-WAIT-1 --> <SEQ=100><ACK=300><CTL=FIN,ACK> --> CLOSE-WAIT
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3. FIN-WAIT-2 <-- <SEQ=300><ACK=101><CTL=ACK> <-- CLOSE-WAIT

(Close)
4. TIME-WAIT <-- <SEQ=300><ACK=101><CTL=FIN,ACK> <-- LAST-ACK

5. TIME-WAIT --> <SEQ=101><ACK=301><CTL=ACK> --> CLOSED

5.1. TIME-WAIT <-- <SEQ=255><ACK=33> ... old duplicate

5.2 TIME-WAIT -—> <SEQ=101><ACK=301><CTL=ACK> -=> 7777

5.3 CLOSED <-- <SEQ=301><CTL=RST> <-— 7777
(prematurely)

ATLVER], TCP A WE] T —Mst B ACK &, ZJFMN X4 ACK. TCP B ILZEiX
NELHWIRN 5, 2% RST i, FABIA KA T %, WE RST )5, TCP
A ) TIME-WAIT JRESWEZ AT o SR, MHSIARAE] 2MSL ET[E]
1.3.3.2 TWA HEBKEEERNENBEFE

RFC1337 #1528 T =FF TWA B4 KA G

1. FEEEAE 2 _E A IH B BT RER IR M 37

2. BrEERTREF AR APIRAS o il ®)— AN HAT ACK S48 .

3. FAERE AT REME B AE N 25 P R IHE FIN A6 B & SYN-SENT R T H

T B AN ACK 155 HRAT RESECH IR L

MRS TWA [R)8U J7 BN R, BEAE TIME-WAIT Bt 2R A1 RST
BRIAT . AE7.2.6FF AL AT LLAE ], Linux (F2 %M T IR 7 5 MR AR

1.3.4 RFC2018 : TCP Selective Acknowledgement Options
1.3.4.1 EANE
% RFC HY5I N A BE N T 2 R o b R AR J7 5o 1l R IA

BT Al A AU TR BLE 2R T o IR, ik 7 A Ry B IR A R
FRMEBLT -

1.3.4.2 ETIFER

EAFPERIAE M TS TCP Bsmir B, Hb— 2234 SACK, Rl SACK-
Permitted, JX A REAEZEHE VAR P SYN BaddixtJr H 2 mr LASCRE, 7
SR AE I O 28 N7 Y TR A 7 A B T AR A BORAL IA R A 7B

Sack-Permitted Option 41~ Frns:
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fomm o Hmmmm e +
| Kind=4 | Length=2|
pomm o Hmmmm o +

Sack Option Format 1 fr7R:

: 5
: Variable

o fmmmm— +
| Kind=5 | Length |

o o o o +

| Left Edge of 1st Block |

o o o o +

| Right Edge of 1st Block |

o Fmmmm o Fmmmm +

I |

/ .. /

| |

o Fommm o o +

| Left Edge of nth Block |

o o o o +

| Right Edge of nth Block |

o o o o +

AEIXN I, BT 18 ROk T AR B A S B R R, ST E] 1R
AE S BRI T, A /BRI, [P R AR SIS A E] TCP E#B.
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sock [REHIELE

2.2.1 sock common

1 /*

2 Location:

3

4 include/net/sock.h

5

6 Description:

7

8 minimal network layer representation of sockets

9 This is the minimal network layer representation of sockets, the header
10 for struct sock and struct inet_timewait_sock.

11 Member:

12

13 * Oskc_daddr: Foreign IPv4 addr

14 * @skc_rcv_saddr: Bound local IPv4 addr

15 * @skc_hash: hash value used with various protocol lookup tables

16 * Oskc_ul6hashes: two ul6 hash values used by UDP lookup tables

17 * @skc_dport: placeholder for inet_dport/tw_dport

18 * @skc_num: placeholder for inet_num/tw_num

19 * Oskc_family: network address family

20 * @skc_state: Connection state

21 * @skc_reuse: }SO_REUSEADDR setting

22 * Oskc_reuseport: /SO_REUSEPORT setting

23 * Oskc_bound_dev_if: bound device index if != 0

24 * @skc_bind_node: bind hash linkage for various protocol lookup tables
25 * @skc_portaddr_node: second hash linkage for UDP/UDP-Lite protocol
26 * @skc_prot: protocol handlers inside a network family

27 * @skc_net: reference to the network namespace of this socket

28 * @skc_mnode: main hash linkage for wvarious protocol lookup tables
29 * @skc_nulls_node: main hash linkage for TCP/UDP/UDP-Lite protocol
30 * @skc_txz_queue_mapping: txz queue number for this connection

31 * Oskc_flags: place holder for sk_flags

32 * #SO_LINGER (1_onoff), %SO_BROADCAST, %SO_KEEPALIVE,

33 &3 %SO_OOBINLINE settings, 7S0_TIMESTAMPING settings

34 * @skc_incoming_cpu: record/match cpu processing incoming packets
35 * @Oskc_refcnt: reference count

36 */

37 struct sock_common {

38 /* skc_daddr and skc_rcv_saddr must be grouped on a 8 bytes aligned

13
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39 * address on 64bit arches : cf INET MATCH()

40 */

41 union {

42 __addrpair skc_addrpair;

43 struct {

44 __be32 skc_daddr;

45 __be32 skc_rcv_saddr;

46 };

a7 I8

48 union {

49 unsigned int skc_hash;

50 __uil6 skc_ul6hashes[2];

51 g

52 /* skc_dport & skc_num must be grouped as well */
53 union {

54 __portpair skc_portpair;

55 struct {

56 __bel6 skc_dport;

57 __ulé6 skc_num;

58 };

59 };

60

61 unsigned short skc_family;

62 volatile unsigned char skc_state;

63 unsigned char skc_reuse:4;

64 unsigned char skc_reuseport:1;

65 unsigned char skc_ipv6only:1;

66 unsigned char skc_net_refcnt:1;

67 int skc_bound_dev_if;

68 union {

69 struct hlist_node skc_bind_node;

70 struct hlist_nulls_node skc_portaddr_node;

71 Irg

72 struct proto *skc_prot;

73 possible_net_t skc_net;

74

75 #i1f IS_ENABLED(CONFIG_IPV6)

76 struct in6_addr skc_v6_daddr;

7 struct in6_addr skc_v6_rcv_saddr;

78 #endi f

79

80 atomic64_t skc_cookie;

81

82 /* following fields are padding to force

83 * offset(struct sock, sk_refcnt) == 128 on 64bit arches
84 * assuming IPV6 is enabled. We use this padding differently
85 * for different kind of 'sockets'

86 */

87 union {

88 unsigned long  skc_flags;

89 struct sock *skc_listener; /* request_sock */
90 struct inet_timewait_death_row *skc_tw_dr; /* inet timewait sock */
91 I8

92 /*

93 * fields between dontcopy_begin/dontcopy_end

94 * are not copied in sock_copy()

95 */

96 /¥ private: */

14
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97 int skc_dontcopy_begin[0];
98 /* public: */
99 union {
100 struct hlist_node skc_node;
101 struct hlist_nulls_node skc_nulls_node;
102 g
103 int skc_tx_queue_mapping;
104 union {
105 int skc_incoming_cpu;
106 u32 skc_rcv_wnd;
107 u32 skc_tw_rcv_nxt; /* struct tcp_timewait_sock */
108 B3
109
110 atomic_t skc_refcnt;
111 /* private: */
112 int skc_dontcopy_end[0] ;
113 union {
114 u32 skc_rxhash;
115 u32 skc_window_clamp;
116 u32 skc_tw_snd_nxt; /* struct tcp_timewait_sock */
117 };
118 /* public: */
119 };
2.2.2 sock
1 /*
2 Location:
3
4 include/net/sock.h
5
6 Description:
7
8 sock B LBCE M R4 B RSk, MRE RIS iy 2, 5§ AEKE I IURE XK.
9 CHR T A MR ARG R, Bl FREEEAEREBFHZRER. T RBIRS
10 EEEERZENN R EAL A ERTHRE, RESL B HERFE. i, inet_sock
11 BB sock ZMRECHMARK, WKT IPV4 HUUR S frds fl ki 2o,
12
13 Member:
14 * struct sock - network layer representation of sockets
15 * @__sk_common: shared layout with inet_timewatit_sock
16 * @sk_shutdown: SEND_SHUTDOWN #.# RCV_SHUTDOWN ¥4
17 * Osk_userlocks: }SO_SNDBUF and /,SO_RCVBUF settings
18 * ©@sk_lock:  synchronizer
19 |« osk_revbup: BERBRENAA GlEHFH)
20 * Osk_wq: sock watit queue and async head
21 * Osk_rz_dst: recetve input route used by early demuzx
22 * @sk_dst_cache: destination cache
23 * Osk_policy: flow policy
24 * @sk_receive_queue: incoming packets
25 * @sk_wmem_alloc: transmit queue bytes committed
26 * Osk_write_queue: Packet sending queue
27 * @sk_omem_alloc: "o" is "option" or "other"
28 * @sk_wmem_queued: persistent queue size
29 * @sk_forward_alloc: space allocated forward
30 * @sk_mapi_id: id of the last napi context to receive data for sk
31 * Osk_ll_usec: usecs to busypoll when there is no data
32 * Osk_allocation: allocation mode

15
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33
34
35
36
37
38
39
40
41
42
43
44
45
46
47
48
49
50
51
52
53
54
55
56
57
58
59
60
61
62
63
64
65
66
67
68
69
70
71
72
73
74
75
76
77
78
79
80
81
82
83
84
85
86
87
88
89
90
91

¥ OX X X X X X X X X X X X X X X X X ¥ ¥ ¥ X ¥ X X ¥ X ¥ X * X ¥ ¥ ¥ ¥ ¥ X ¥ X ¥ ¥ ¥ X X % X * % * * *x

*/

Osk_pacing_rate: Pacing rate (if supported by transport/packet scheduler)

O@sk_maz_pacing_rate: Mazimum pacing rate (7SO_MAX_PACING_ RATE)

O@sk_sndbuf: size of send buffer in bytes

O@sk_no_check_tz: 7S0_NO_CHECK setting, set checksum in TX packets

O@sk_no_check_rxz: allow zero checksum in RX packets

Osk_route_caps: route capabilities (e.g. JNETIF_F_TSO)

Osk_route_nocaps: forbidden route capabilities (e.g NETIF_F_GSO_MASK)

Osk_gso_type: GSO type (e.g. JSKB_GSO_TCPV4)

O@sk_gso_maxz_stze: Maxzimum GSO segment size to build

Osk_gso_maxz_segs: Maxzimum number of GSO segments

Osk_lingertime: JSO_LINGER 1_linger setting

Osk_backlog: always used with the per-socket spinlock held

O@sk_callback_lock: used with the callbacks in the end of this struct

O@sk_error_queue: rarely used

O@sk_prot_creator: sk_prot of original sock creator (see %ipv6_setsockopt,
IPV6_ADDRFORM for tinstance)

O@sk_err: last error

O@sk_err_soft: errors that don't cause fatlure but are the cause of a
persistent failure not just 'timed out'

O@sk_drops: raw/udp drops counter

O@sk_ack_backlog: current listen backlog

Osk_max_ack_backlog: listen backlog set in listen()

Osk_priority: /SO_PRIORITY setting

O@sk_cgrp_priotdzr: socket group's priority map index

Osk_type: socket type (}4SOCK_STREAM, etc)

O@sk_protocol: which protocol this socket belongs in this network family

Osk_peer_ptid: &struct pid for this socket's peer

Osk_peer_cred: /,SO_PEERCRED setting

Osk_rcvlowat: JSO_RCVLOWAT setting

O@sk_rcvtimeo: }SO_RCVTIMEO setting

@sk_sndtimeo: }SO_SNDTIMEO setting

O@sk_txzhash: computed flow hash for use on transmit

Osk_filter: socket filtering instructions

O@sk_timer: sock cleanup timer

O@sk_stamp: time stamp of last packet received

O@sk_tsflags: SO_TIMESTAMPING socket options

Osk_tskey: counter to disambiguate concurrent tstamp requests

@sk_socket: Identd and reporting I0 signals

Osk_user_data: RPC layer private data

O@sk_frag: cached page frag

Osk_peek_off: current peek_offset value

@sk_send_head: X ik[A 7| k454

Osk_security: used by security modules

@sk_mark: generic packet mark

O@sk_classid: this socket's cgroup classtid

O@sk_cgrp: this socket's cgroup-specific proto data

Osk_write_pending: a write to stream socket waits to start

Osk_state_change: callback to indicate change in the state of the sock

Osk_data_ready: callback to indicate there is data to be processed

O@sk_write_space: callback to indicate there is bf sending space available

Osk_error_report: callback to indicate errors (e.g. JMSG_ERRQUEUE)

O@sk_backlog_rcv: callback to process the backlog

O@sk_destruct: called at sock freeing time, t.e. when all refcnt ==

struct sock {

/*
* Now struct inet_timewait_sock also uses sock_common, so please just
* don't add nothing before this first member (__sk_common) --acme

*/

16



2.2. SOCK J&k & %4 4 #) CHAPTER 2. F%F R %A XA S HIELEM
92 struct sock_common __sk_common;
93 #define sk_node __sk_common. skc_node
94 #define sk_nulls_node __sk_common.skc_nulls_node
95 #define sk_refcnt __8k_common.skc_refcnt
96 #define sk_txz_queue_mapping __sk_common.skc_tx_queue_mapping
97
98 #define sk_dontcopy_begin  __sk_common.skc_dontcopy_begin
99 #define sk_dontcopy_end __sk_common. skc_dontcopy_end
100 #define sk_hash __8k_common. skc_hash
101 #define sk_portpair __sk_common. skc_portpair
102 #define sk_num __sk_common. skc_num
103 #define sk_dport __sk_common. skc_dport
104 #define sk_addrpair __sk_common. skc_addrpair
105 #define sk_daddr __8k_common. skc_daddr
106 #define sk_rcvu_saddr __sk_common. skc_rcu_saddr
107 #define sk_family __sk_common.skc_family
108 #define sk_state __sk_common. skc_state
109 #define sk_reuse __Sk_common. skc_reuse
110 #define sk_reuseport __sk_common. skc_reuseport
111 #define sk_ipuv6only __sk_common. skc_ipv6only
112 #define sk_net_refcnt __sk_common. skc_net_refcnt
113 #define sk_bound_dev_1if __sk_common.skc_bound_dev_1f
114 #define sk_bind_node __Sk_common.skc_bind_node
115 #define sk_prot __sk_common. skc_prot
116 #define sk_net __Sk_common. skc_net
117 #define sk_v6_daddr __sk_common. skc_v6_daddr
118 #define sk_v6_rcu_saddr __sk_common.skc_v6_rcvu_saddr
119 #define sk_cookie __sk_common. skc_cookie
120 #define sk_incoming_cpu __sk_common.skc_incoming_cpu
121 #define sk_flags __sk_common.skc_flags
122 #define sk_rxzhash __sk_common. skc_rzhash
123
124 socket_lock_t sk_lock;
125 struct sk_buff_head sk_receive_queue;
126 /*
127 * The backlog queue s special, it is always used with
128 * the per-socket spinlock held and requires low latency
129 * access. Therefore we special case it's implementation.
130 * Note : rmem_alloc is in this structure to fill a hole
131 * on 64bit arches, not because its logically part of
132 * backlog.
133 */
134 struct {
135 atomic_t rmem_alloc;
136 int len;
137 struct sk_buff =*head;
138 struct sk_buff *tail;
139 } sk_backlog;
140 #define sk_rmem_alloc sk_backlog.rmem_alloc
141 int sk_forward_alloc;
142
143 __u32 sk_txhash;
144 | #ifdef CONFIG_NET RX_BUSY_POLL
145 unsigned int sk_napi_id;
146 unsigned int sk_11_usec;
147 #endif
148 atomic_t sk_drops;
149 int sk_rcvbuf;
150

17
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struct sk_filter __rcu =*sk_filter;
union {
struct socket_wq __rcu *sk_wq;
struct socket_wq *sk_wq_raw;
g
#ifdef CONFIG_XFRM
struct xfrm_policy __rcu *sk_policy[2];
#endif
struct dst_entry *sk_rx_dst;
struct dst_entry __rcu *sk_dst_cache;
/* Note: 32bit hole on 64bit arches */

atomic_t sk_wmem_alloc;
atomic_t sk_omem_alloc;
int sk_sndbuf;

struct sk_buff_head sk_write_queue;
kmemcheck_bitfield_begin(flags);
unsigned int 3 2g

16;
#define SK_PROTOCOL_MAX US_MAX
kmemcheck_bitfield_end(flags);

int sk_wmem_queued;

gfp_t sk_allocation;

u32 sk_pacing_rate; /* bytes per second */
u32 sk_max_pacing_rate;

netdev_features_t sk_route_caps;
netdev_features_t sk_route_nocaps;

int sk_gso_type;

unsigned int sk_gso_max_size;
ulé sk_gso_max_segs;

int sk_rcvlowat;

unsigned long sk_lingertime;
struct sk_buff_head sk_error_queue;
struct proto *sk_prot_creator;
rwlock_t sk_callback_lock;

int sk_err,

sk_err_soft;

u32 sk_ack_backlog;
u32 sk_max_ack_backlog;
__u32 sk_priority;
#1f IS_ENABLED(CONFIG_CGROUP_NET_PRIO)
__u32 sk_cgrp_prioidx;
#endif
struct pid *sk_peer_pid;
const struct cred *sk_peer_cred;
long sk_rcvtimeo;
long sk_sndtimeo;
struct timer_list sk_timer;
ktime_t sk_stamp;
ulé sk_tsflags;
u32 sk_tskey;
struct socket *sk_socket;
void *sk_user_data;

struct page_frag sk_frag;
struct sk_buff *sk_send_head;

18
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209 __s32 sk_peek_off;
210 int sk_write_pending;
211 | #ifdef CONFIG_SECURITY
212 void *sk_security;
213 #endif
214 __u32 sk_mark;
215 #ifdef CONFIG_CGROUP_NET CLASSID
216 u32 sk_classid;
217 #endi f
218 struct cg_proto *sk_cgrp;
219 void (*sk_state_change) (struct sock *sk);
220 void (*sk_data_ready) (struct sock *sk);
221 void (*sk_write_space) (struct sock #*sk);
222 void (*sk_error_report) (struct sock *sk);
223 int (*sk_backlog_rcv) (struct sock *sk,
224 struct sk_buff *skb);
225 void (*sk_destruct) (struct sock *sk);
226 g
2.2.3 request_sock
1 /*
2 Location:
3
4 /include/net/request_sock.h
5
6 Description:
7
8 struct request_sock - mini sock to represent a connection request
9 BEMA TR —NMEEN ToP HEFER.
10 */
11 struct request_sock {
12 struct sock_common __Treq_common;
13 #define rsk_refcnt __req_common.skc_refcnt
14 #define rsk_hash __mreq_common. skc_hash
15 #define rsk_listener __req_common.skc_listener
16 #define rsk_window_clamp __mreq_common. skc_window_clamp
17 #define rsk_rcu_wnd __mreq_common.skc_rcu_wnd
18
19 struct request_sock *d1l_next;
20 ul6 mss;
21 u8 num_retrans; /* number of retransmits */
22 u8 cookie_ts:1; /* syncookie: encode tcpopts in timestamp */
23 u8 num_timeout:7; /* number of timeouts */
24 u32 ts_recent;
25 struct timer_list rsk_timer;
26 const struct request_sock_ops  *rsk_ops;
27 struct sock *sk;
28 u32 *saved_syn;
29 u32 secid;
30 u32 peer_secid;
31 g

2.2.4 sk buff

struct sk_buffiX —ZiAMAAE SR YIU P BT E] o IZETAMATE R T MZEEER
HETAE R . B ERISLELAR payload, LARAAEER) % B RHIE B
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AR E S, T — R m T SRR

union {
struct {
/* These two members must be first. */
struct sk_buff *next;
struct sk_buff *prev;
union {
ktime_t tstamp;
struct skb_mstamp skb_mstamp;
g
I8
struct rb_node rbnode; /* used in netem and tcp stack */
I8

VRS, sk_buf £ 1] DIBEZHSUR PR R RS54 R BERNIZLRR o H— 1 sk_buf £48
AAEN A EEL T, SEFEZLEM T, Ft, KA T union KT7ZY%5 M. next Fl prev W
AR TR BER ISR, T rbnode ELL A I HIL5H o

@E@?Uiﬁ/ﬁ%ﬁﬁ]\iﬂﬁﬁﬁ@union {ktime_t tstamp;struct skb_mstamp skb_mstamp;};EF',
Z T LA B PR [F] A B TR BZE AL, A A B ke ime_get O HIRA K S o
B, WRZTT & A B REREAE TCP PRl o S — MR A A IS 8] 8o struct skb_mstampil
KL G T local_clock O jiffies 7, MISLHIAY—MRmAHY TR, 498, RPN
BRSBTS AT LA Z T R fktine_get O HY. AL,
TEstruct sk_buffZ5MAAH | SR Hunionf 72U AT ARER TIX =54

FERE SLSERAR A AR — 230 e, SUE ST I N ik

/*x WHZ sk_buff WEETFWIRE +/

struct sock *sk;

/* H5ZAKRBKNMERE */

struct net_device *dev;

/x BRANEZHE, ATHEREEWAAEE ~/

char cb[48] __aligned(8);

/% AT B TE 5 At «/

unsigned long _skb_refdst;

/* MTEEK */

void (*destructor) (struct sk_buff #*skb);

#ifdef CONFIG_XFRM
/* xfrm MEEE */
struct sec_path *8p;
#endif
#1f IS_ENABLED(CONFIG_BRIDGE_NETFILTER)
/% RER bridge XN ERE */
struct nf_bridge_info *nf_bridge;
#endif

A fchar cbl48] WA TR, &EHMEMIED buffer RAFH S AA NI E .
X EER RS, RS EA s, WFHZMH skb_clone()o XFRM NIZ
Linux 7t 2.6 fRAH 5 AR — L2207 WY E.

ZJa, UESL T —EEREREMNTFE. 1enft buffer FIVEEEIREKE (&5
WHISKED) , AN K. TMidata_lenfCFR0 Y EHREIKE . mac_lensg MAC Z
SKIPHC L o hdr_lenfE— P 3aE ok AY AT 5 R LFRHTKE .
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unsigned int len,
data_len;

__ulé mac_len,
hdr_len;

kmemcheck &N HI—ERNFFMN T E. kmemcheck bitfield begin I kmem-
check_ bitfield _end A AT B —BE N A RIS IE RN LA E o HARRDE LA R

#define kmemcheck_bitfield_begin(name) \
int name##_begin[0];

#define kmemcheck_bitfield_end(name) \
int name##_end[0] ;

WL AE S, FATAMER H, XA 52 T AR 7 A2 PR X LT () A 4
HERIZE L HERIFF 51 o 249K, XA 75209 kmemcheck HITIREMSS #Yo AIRIATT
ZIRERIE, X ERE NS, RIS AT ER -

/* Following fields are _mnot_ copied in __copy_skb_header()

* Note that queue_mapping ts here mostly to fill a hole.

*/

kmemcheck_bitfield_begin(flagsl);

__ul6 queue_mapping; /% JE T % N FIR A A Bk R st */

__u8 cloned:1, /* BB IE */
nohdr:1, /x REIHT AR */
fclone:2, /* skbuff 6EH I */
peeked:1, /* peeked RPAZBEEMUAITT, TFHALAIT »/
head_frag:1,
xmit_more:1; /x BT FHE L SKB 74 */

/* one bit hole */
kmemcheck_bitfield_end(flagsl);

TERXBUE L, WA — RIV AR ENL A 40 1 flagsl, FIHARM AR ECT AR AR
BHRASHIE A flags1_beginflliflagsl_end W M F5 . IXHFE, A TFERMHE, ATLL

“ﬁﬁﬁ%ﬁﬂt—&%@%%mﬁ%%ﬂmo

REEATER S, X B TREL R, TR
H2H headers_startﬂ]headers_endﬂ@ﬁ%%%ﬁﬁ@@ﬁé%ﬂ?@ii&ﬁko

/* T __copy_skb_header() o R memepy () BN ¥ headers_start/end
* Z |6 Wy B 5a E— 1

*/

/* private: */

__u32 headers_start[0];

/* public: */

/* if you move pkt_type around you also must adapt those constants */
#ifdef __BIG ENDIAN BITFIELD
#define PKT_TYPE_MAX (7 << 5)

#else

#define PKT TYPE_MAX 7

#endif

#define PKT TYPE_OFFSET() offsetof(struct sk_buff, __pkt_type_offset)

__u8 __pkt_type_offset[0];
/% TR ER x/
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18 __u8 pkt_type:3;

19 __u8 pfmemalloc:1;

20 /% REREARMA R (local fragmentation) */

21 __u8 ignore_df:1;

22 /x RPIZ skb FEFEH KRR +/

23 __u8 nfctinfo:3;

24 /* netfilter HIBIFAFID +/

25 __u8 nf_trace:1;

26 /x Wz (FEE) %AW REy checksum */

27 __u8 ip_summed:2;

28 /* RVFIZ socket E|AFIM N X R K ERE +/

29 __u8 ooo_okay:1;

30 /* RPBFMEFE hash R—NHIAY 4 THARBTHERGINBH »/
31 __u8 14_hash:1;

32 /% RS FHMEFTH hash REIREARITELRE =/

33 __u8 sw_hash:1;

34 /% KW wifi_acked REWEKET */

35 __u8 wifi_acked_valid:1;

36 /% RUAMRESE wifi ERFANT +/

37 __u8 wifi_acked:1;

38

39 /* ER NIC WREH 4 NFTHENUKR FCs RIFE */

40 __u8 no_fcs:1;

41 /* Indicates the inner headers are wvalid in the skbuff. */

42 __u8 encapsulation:1;

43 __u8 encap_hdr_csum:1;

44 __u8 csum_valid:1;

45 __u8 csum_complete_sw:1;

46 __u8 csum_level:2;

47 __u8 csum_bad:1;

48

49 #ifdef CONFIG_IPV6_NDISC_NODETYPE

50 __u8 ndisc_nodetype:2; /* W HER CREHEKE) »/
51 #endi f

52 /x FRHIZ skbuff AT ipus WH »/

53 __u8 ipvs_property:1;

54 __u8 inner_protocol_type:1;

55 __u8 remcsum_offload:1;

56 /* 3 or 5 bit hole */

57

58 #ifdef CONFIG_NET_ SCHED

59 __ulé6 tc_index; /* traffic control index */
60 #ifdef CONFIG_NET_CLS_ACT

61 __uil6 tc_verd; /* traffic control wverdict */
62 #endif

63 #endi f

64

65 union {

66 __wsum csum; /* RIH %/

67 struct {

68 /% N skb->head FFIEE| N UITERIEHRECE N +/
69 __ulé csum_start;

70 /* )N csum_start FHEE|FHERBADEMLENREYE «/
71 __ulé6 csum_offset;

72 };

73 g

74 __u32 priority; /* B ZIMMHER »/

75 int skb_iif; /* B|HEHEENTFT */

76 __u32 hash; /* BHBFHE */
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77 __bel6 vlan_proto; /* vlan BN */
78 __ul6 vlan_tci; /* vlan tag EHIEE */
79 | #if defined(CONFIG_NET_RX_BUSY_POLL) || defined (CONFIG_XPS)
80 union {
81 unsigned int napi_id; /* KYZ skb KW NAPT ZMKRM id =/
82 unsigned int sender_cpu;
83 };
84 #endif
85 union {
86 #ifdef CONFIG_NETWORK_SECMARK
87 __u32 secmark; /+* WAL */
88 #endi f
89 #ifdef CONFIG_NET SWITCHDEV
90 __u32 offload_fwd_mark; /* fwding offload mark */
91 #endi f
92 };
93
94 union {
95 __u32 mark; /* HF W EWATIEA */
96 __u32 reserved_tailroom;
97 };
98
99 union {
100 __bels inner_protocol; /* Wil (GtZclfey) =/
101 __u8 inner_ipproto;
102 };
103
104 /x BEREAMEHE LT «/
105 __ulé inner_transport_header;
106 /x THEHNIHFLZ LI +/
107 __ulsé inner_network_header;
108 /* BEFEHABEEE LB »/
109 __uls6 inner_mac_header;
110
111 /* Wzl GEF) %R ER »/
112 __bel6 protocol;
113 /x EEERE +/
114 __uls6 transport_header;
115 /x WEEERE +/
116 __ulé network_header;
117 /x BAEEIEE L +/
118 __uls6 mac_header;
119
120 /* private: */
121 __u32 headers_end[0];

R —HEEHHXH T . H, neadfllend MMM ECHY A 7R AL LA AL E AN

ZPAIE . TMdatafltail NE SRR ﬁ}%ﬁ’]if_ﬂ%ﬂ 2SI A

~NOo s W N

/* These elements must be at the end, see alloc_skb() for details. */

sk_buff_data_t tail;
sk_buff_data_t end;
unsigned char *head,
*data;
unsigned int truesize;
atomic_t users;

users 25| 4L, FrELE N ETF B truesize AR I E LA/,
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2.2.5 msghdr

1 /* Location: include/linuxz/socket.h */

2 struct msghdr {

3 void *msg_name; /* 1810 socket HiHHZEMRE3E4T */

4 int msg_namelen; /* socket HIHZEMRIN KN x/

5 struct iov_iter msg_iter; /% BAE »/

6 void *msg_control;  /* FHENEAE »/

7 __kernel_size_t msg_controllen; /+ 4 B HdE % W [X K/ =/

8 unsigned int msg_flags; /*Wﬂ%ﬁ%%%%ﬁﬁ*/

9 struct kiocb *msg_iocb; /* 381 docb W4T (AFRFHEFRK) »/
10 I3

2.3 inet BHEXEIELEN

2.3.1 ip_options

1 /*

2 Location:

3

4 Description:

5 @faddr - Saved first hop address

6 Onexthop - Saved nexthop address in LSRR and SSRR
7 @is_strictroute — Strict source route

8 @srr_is_hit - Packet destination addr was our one
9 ©@ts_changed - IP checksum more not wvalid

10 @rr_needaddr - Need to record addr of outgoing dev
11 O@ts_needtime - Need to rTecord timestamp

12 0ts_needaddr - Need to record addr of outgoing dev
13 */

14 struct ip_options {

15 __be32 faddr;

16 /x T—8k #/

17 __be32 nexthop;

18 /% R IP EHFEIFEHFHH +/

19 unsigned char optlen;
20 /*
21 WR MK E R AR RETE IP EHFHRYE,
22 Bl TM & — N7 TR E 1P E W E — TR
23 */
24 unsigned char SIr;
25 unsigned char rr;
26 unsigned char ts;
27 unsigned char is_strictroute:1,
28 srr_is_hit:1,
29 is_changed:1,
30 rr_needaddr:1,
31 ts_needtime:1,
32 ts_needaddr:1;
33 unsigned char router_alert;
34 unsigned char cipso;
35 unsigned char __pad2;
36 unsigned char __datal[0];
37 };
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CHAPTER 2. R%F 2 %48 X450 R )

2.3.2 inet_request_sock

N

XA EER I TIREVE 2

struct inet_request_sock {

struct request_sock req;

#define
#define
#define
#define
#define
#define
#define
#define
#define
#define
#define

ir_loc_addr
ir_rmt_addr
i7T_num
tr_rmt_port
ir_v6_rmt_addr
ir_v6_loc_addr
ir_tif
ir_cookie
1req_net
ireq_state
ireq_family

req.

req._
req._

req.

req.

req._
req.._

req.

req._

12 25T /include/net/inet _sock.hHo

__mreq_common.skc_rcvu_saddr
_req_common. skc_daddr
_req_common. skc_num
__mreq_common.skc_dport
req.__req_common.skc_v6_daddr
req.__req_common.skc_v6_rcv_saddr
__req_common.skc_bound_dev_=tf
_req_common. skc_cookie
_req_common. skc_net
__req_common.skc_state
_req_common. skc_family

kmemcheck_bitfield_begin(flags);

ulé : 4,

. 4,

01,

01,

1,

01,

1,

:1;
kmemcheck_bitfield_end(flags);
u32 ir_mark;
union {

struct ip_options_rcu  *opt;
struct sk_buff *pktopts;
I8

I8

2.3.3 1inet_connection_sock_af_ops

ZEEMIALT /include/net/inet_connect_sock.hH', HJFTHIAY af 7/~ address of
function RJeR#iitl, ops 7~ operations, RP#5fE.
AR RS T S 2 A R R RS B4 10 W 48 J2 0k B 15 1 B4 /2 ) setsockopt 1%

H %

struct inet_connection_sock_af_ops {
(*queue_xmit) (struct sock *sk, struct sk_buff *skb, struct flowi *fl);
(*send_check) (struct sock *sk, struct sk_buff *skb);
(*rebuild_header) (struct sock *sk);
(*sk_rx_dst_set) (struct sock *sk, const struct sk_buff *skb);
(*conn_request) (struct sock *sk, struct sk_buff *skb);
struct sock *(*syn_recv_sock) (const struct sock *sk, struct sk_buff *skb,

int
void
int
void
int

ulé
ulé

struct request_sock *req,

struct dst_entry *dst,

struct request_sock *req_unhash,
bool *own_req);
net_header_len;

net_frag_header_len;
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14 ulé sockaddr_len;

15 int (*setsockopt) (struct sock *sk, int level, int optname,
16 char __user *optval, unsigned int optlen);

17 int (*getsockopt) (struct sock *sk, int level, int optname,
18 char __user *optval, int __user *optlen);

19 #ifdef CONFIG_COMPAT

20 int (*compat_setsockopt) (struct sock *sk,

21 int level, int optname,

22 char __user *optval, unsigned int optlen);

23 int (*compat_getsockopt) (struct sock *sk,

24 int level, int optname,

25 char __user *optval, int __user *optlen);

26 #endi f

27 void (*addr2sockaddr) (struct sock *sk, struct sockaddr *);
28 int (*bind_conflict) (const struct sock *sk,

29 const struct inet_bind_bucket *tb, bool relax);
30 void (*mtu_reduced) (struct sock *sk);

31 };

2.3.4 1inet_connect_sock

L5 T /include/net/inet_connect_sock.h ', B2 A H A& K42 6l B 1)
Forno HAffinet_sockZEAl L, N 7 AXRER:, A, EATEH .

1 /** 4net_connection_sock - INET connection oriented sock

2

3 * Q@icsk_accept_queue: FIFO of established children

4 * Q@icsk_bind_hash: Bind mnode

5 * @icsk_timeout: Timeout

6 * @icsk_retransmit_timer: Resend (mo ack)

7 * @icsk_rto: Retransmit timeout

8 * @icsk_pmtu_cookie Last pmtu seen by socket

9 * @icsk_ca_ops Pluggable congestion control hook

10 * Qicsk_af_ops Operations which are AF_INET{4,6} specific
11 * @icsk_ca_state: WEEH ]S

12 * Q@icsk_retransmits: Number of unrecovered [RTO] timeouts
13 * @icsk_pending: Scheduled timer event

14 * Q@icsk_backoff: Backoff

15 * Q@icsk_syn_retries: Number of allowed SYN (or equivalent) retries
16 * Q@icsk_probes_out: unanswered 0 window probes

17 * @icsk_ext_hdr_len: Network protocol overhead (IP/IPu6 options)
18 * @icsk_ack: Delayed ACK control data

19 * @icsk_mtup; MTU probing control data
20 */
21 struct inet_connection_sock {
22 /* inet_sock has to be the first member! */
23 struct inet_sock icsk_inet;
24 struct request_sock_queue icsk_accept_queue;
25 struct inet_bind_bucket *icsk_bind_hash;
26 unsigned long icsk_timeout;
27 struct timer_list icsk_retransmit_timer;
28 struct timer_list icsk_delack_timer;
29 __u32 icsk_rto;
30 __u32 icsk_pmtu_cookie;
31 const struct tcp_congestion_ops *icsk_ca_ops;
32 const struct inet_connection_sock_af_ops *icsk_af_ops;
33 unsigned int (*icsk_sync_mss) (struct sock *sk, u32 pmtu);
34 __u8 icsk_ca_state:6,
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35 icsk_ca_setsockopt:1,

36 icsk_ca_dst_locked:1;

37 __u8 icsk_retransmits;

38 __u8 icsk_pending;

39 __u8 icsk_backoff;

40 __u8 icsk_syn_retries;

41 __u8 icsk_probes_out;

42 __ulé icsk_ext_hdr_len;

43 struct {

44 __u8 pending;  /* ACK %s pending */

45 __u8 quick; /* Scheduled number of quick acks */

46 __u8 pingpong; /* The session is interactive */

47 __u8 blocked; /* Delayed ACK was blocked by socket lock */
48 __u32 ato; /* Predticted tick of soft clock */

49 unsigned long timeout; /* Currently scheduled timeout */
50 __u32 lrcvtime; /* timestamp of last received data packet */
51 __uil6 last_seg_size; /* Size of last incoming segment */
52 __ulé6 rcv_mss; /* MSS used for delayed ACK decisions */
53 } icsk_ack;

54 struct {

55 int enabled;

56

57 /* Range of MIUs to search */

58 int search_high;

59 int search_low;

60

61 /* Information on the current probe. */

62 int probe_size;

63

64 u32 probe_timestamp;

65 } icsk_mtup;

66 u32 icsk_user_timeout;

67

68 u64 icsk_ca_priv[64 / sizeof(u64)]; /+ #ZEL G HiEAA R *»/
69 #define ICSK_CA_PRIV_SIZE (8 * sizeof (u64))

70 g

2.3.5 1inet_timewait_sock

FEREABISERFR A BPRASET, EAAHECBAEARTEHI T Linux o 784 AE
AN O T AR, E ST RIS

1 /* include/net/inet_timewait_sock.h

2 *

3 * BNEMEHFAEERA T HRE RRFILT A F R,

4 */

5 struct inet_timewait_sock {

6 /* WAL T sock_ common #EHIA,

7 * Now struct sock also uses sock_common, so please just

8 * don't add nothing before this first member (__tw_common) --acme
9 */

10

11 struct sock_common __tw_common;

12 /% B FEE XN sock_common FHILEMMAEAE —A tw WAL, */
13 #define tw_family __tw_common. skc_family

14 #define tw_state __tw_common.skc_state

15 #define tw_reuse __tw_common.skc_reuse

16 #define tw_ipv6only __tw_common.skc_ipv6only
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17 #define tw_bound_dev_if __tw_common.skc_bound_dev_if
18 #define tw_node __tw_common.skc_nulls_node
19 #define tw_bind_node __tw_common.skc_bind_node

20 #define tw_refecnt __tw_common. skc_refcnt

21 #define tw_hash __tw_common.skc_hash

22 #define tw_prot __tw_common.skc_prot

23 #define tw_net __tw_common.skc_net

24 #define tw_daddr __tw_common.skc_daddr

25 #define tw_v6_daddr __tw_common.skc_v6_daddr

26 #define tw_rcvu_saddr __tw_common.skc_rcu_saddr

27 #define tw_v6_rcv_saddr __tw_common.skc_v6_rcv_saddr
28 #define tw_dport __tw_common.skc_dport

29 #define tw_num __tw_common. skc_num

30 #define tw_cookie __tw_common.skc_cookie

31 #define tw_dr __tw_common.skc_tw_dr

32

33 /* BERE */

34 int tw_timeout;

35 /% FRE, HTRA FIN WAIT2 F2 TIMEWAIT */

36 volatile unsigned char tw_substate;

37 /x BOYEHR */

38 unsigned char tw_rcv_wscale;

39

40 /* T inet_sock FHIRRAAI, =/

41 __bel6 tw_sport;

42 kmemcheck_bitfield_begin(flags);

43 /* And these are ours. */

44 unsigned int tw_kill : 1,

45 tw_transparent : 1,

46 tw_flowlabel : 20,

47 tw_pad s Ay /* 2 bits hole */
48 tw_tos . 8;

49 kmemcheck_bitfield_end(flags);

50 /% FEHTHE +/

51 struct timer_list tw_timer;

52 struct inet_bind_bucket *tw_tb;

53 };

2.3.6 sockaddr & sockaddr_in

s W N =

N o o w N

sockaddr H A —~Huhtk .

/* include/linuz/socket.h */
struct sockaddr {
sa_family_t sa_family;
char sa_datal[14];
1

A LU Hisockaddr it — MM IE I BURIA T ¥ o AT LASCRHMERN M8 = Pl e 20
BHARZIFRATAE AL, S0 IP 4%, NHEE IP MZ T, RS E Lo

/* include/uapi/linuz/in.h
* ZEMEATHRE —A Internet (IP) EHF WU
*/

struct sockaddr_in {
__kernel_sa_family_t sin_family;
__bel6 sin_port;

sin_addr;

/e WO B
/* Internet Hiik

struct in_addr

28
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W 45 R %A X s I LM

/* BAAL, JTH sockaddr_in HETE|F sockaddr —FEK */

unsigned char

I8

__pad[__SOCK_SIZE__ - sizeof(short int) -
sizeof (unsigned short int) - sizeof(struct in_addr)];

sockaddr [l FH 75 ¥ AR T BN 5 BB R A e T AR I O B S A TR, 75
LT H R RN sockaddr_in BN AL Ao

2.3.7

ip_ options

/** struct ip_options - IP Options

*

* %X % X X % x %

*/

@faddr - PRAFHF —Bktidt
Onexzthop - ¥R LSRR 7 SSRR ¥ T — Bk ik
@is_strictroute - JE R0 IR B
@srr_is_hit - AT HAE

@is_changed - IP R A%
orr_needaddr - TEILF W 0% & Mt
Ots_needtime - T BT3Bt |E] B
Ots_needaddr - TEILF W 0% & Hat

struct ip_options {

Ig

struct ip_options_rcu {

I8

__be32

__be32

unsigned
unsigned
unsigned
unsigned
unsigned

unsigned
unsigned
unsigned
unsigned

char
char
char
char
char

char
char
char
char

faddr;
nexthop;
optlen;
SIT;
rr;
ts;
01,
01,
:1,
01,
:1;
router_alert;
cipso;
__pad2;
__datal0];

struct rcu_head rcu;
struct ip_options opt;

2.4 HEHEXHEEN

24.1

dst_entry

ZEERISET /include/net /dst . h o
AR TP R BB PR H B (dst_entry), HHBIA LS 7 AHEBHY
AN AR EHLNEBH —Fr “Bhg” . B2 5T H AYES 22 7 A8 5 8

ZERE, DRAPT S R AT AR R B EE FA K

29
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JRIURSC R 5L R AL AR DA B /4t R B LU T rh i el 2247 B0 L
PRl T IR SR B AL B SE o

— =
_H O O 00 ~NO O WN -

ag oo oo s bbb DD DSDESEDEDE D OOWWWWWWWWWNNDNDNDDNDNDNDNMNDNMNDMNNNODMDNRFERERFRRERRERFRF
GO WNNHFHF OOWONOODOD,WNHFOOUONOOPRWNFEFOOWONOOUREWNREREOWOODONOOOPRWDN

/* Each dst_entry has reference count and sits in some parent list(s).
* When it is removed from parent list, it is "freed" (dst_free).
After this it enters dead state (dst->obsolete > 0) and if its refent
* 45 zero, it can be destroyed immediately, otherwise it is added
* to gc list and garbage collector periodically checks the refcnt.
*/
struct dst_entry {

*

struct rcu_head rcu_head;
struct dst_entry *child;
struct net_device *dev;
struct dst_ops *0ps ;
unsigned long _metrics;
unsigned long expires;
struct dst_entry *path;
struct dst_entry *from;

#ifdef CONFIG_XFRM
struct xfrm_state *xfrm;

#else
void *__padl;

#endif
int (*input) (struct sk_buff *);
int (*output) (struct net *net, struct sock *sk, struct sk_buff *skb);
unsigned short flags;

#define DST_HOST 0x0001

#define DST_NOXFRM 0z0002

#define DST NOPOLICY 0x0004

#define DST_NOHASH 0z0008

#define DST NOCACHE 0z0010

#define DST_NOCOUNT 0z0020

#define DST FAKE_RTABLE 0x0040

#define DST_XFRM_TUNNEL 020080

#define DST_XFRM_QUEUE 020100

#define DST METADATA 020200
unsigned short pending_confirm;
short error;

/* A non-zero wvalue of dst->obsolete forces by-hand wvalidation

* of the route entry. Positive wvalues are set by the generic
* dst layer to indicate that the entry has been forcefully
* destroyed.
*
* Negative values are used by the implementation layer code to
* force invocation of the dst_ops->check() method.
*/
short obsolete;

#define DST_OBSOLETE_NONE 0
#define DST_OBSOLETE_DEAD 2
#define DST_OBSOLETE_FORCE_CHK -1
#define DST_OBSOLETE_KILL -2
unsigned short header_len; /* more space at head required */
unsigned short trailer_len; /* space to reserve at tail */
#ifdef CONFIG_IP_ROUTE_CLASSID
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__u32 tclassid;
#else

__u32 __pad2;
#endif

#ifdef CONFIG_64BIT
struct lwtunnel_state *lwtstate;
/*
* Align __refcnt to a 64 bytes alignment
* (L1_CACHE_SIZE would be too much)
*/
long __pad_to_align_refcnt[1];
#endif
/*
* __refcnt wants to be on a different cache line from
* input/output/ops or performance tanks badly

*/
atomic_t __refcnt; /* client references */
int __use;
unsigned long lastuse;

#ifndef CONFIG_64BIT
struct lwtunnel_state *lwtstate;

#endif
union {
struct dst_entry *next;
struct rtable __rcu *rt_next;
struct rt6_info *rt6_next;
struct dn_route __rcu *dn_next;
Irg
};

2.4.2 rtable

LA T /include/net /route . hHo

XA ipvd B LA AR, PRAPT T % AP AR VEFC 451, Bllstruct £lowiZk
B HEY ips I ips T —#kR b BEHSEASE. MR, A REEN,
BT — P ITIC K M dst_entryde i, BEMSIR I HISEIMdst_entry'S rtable HYH:H,
Mdst_entryH XA EHHRAIE R, LB T HEAES SR T RER KK,

struct rtable {

/* FREERFHE TR TN RELE
struct dst_entry dst;

int rt_genid;

/* RTHERIUG — WAFREFATE +/
unsigned int rt_flags;
__ulé rt_type;

__u8 rt_is_input;

__u8 rt_uses_gateway;
int rt_iif;

/* Info on meighbour */
__be32 rt_gateway;

/* Miscellaneous cached information */
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u32 rt_pmtu;

u32 rt_table_id;

struct list_head rt_uncached;

struct uncached_list *rt_uncached_list;
};

2.4.3 flowi
EAREEFINI T /include/net /flow. b, BAESH A AL AR o

struct flowi {
union {
struct flowi_common __f1_common;

struct flowid ip4;
struct flowi6 ip6;
struct flowidn dn;

}ou
#define flowi_oif
#define flowi_<if
#define flowi_mark
#define flowi_tos
#define flowi_scope

.__fl_common. flowic_oif
.__fl_common. flowic_i1f
.__fl_common. flowic_mark
.__fl_common. flowic_tos
.__fl_common. flowic_scope
#define flowi_proto wu.__fl_common. flowic_proto
#define flowi_flags w.__fl_common. flowic_flags
#define flowi_secid w.__fl_common. flowic_secid

€ & 8 8 & & g

#define flowi_tun_key U.__fl_common. flowic_tun_key
} __attribute__((__aligned__(BITS_PER_LONG/8)));

2.5 TCP BtHXEUREWN

2.5.1 tcphdr

ZEARES AT /include /uapi/linux /tep.h H1 o IX—Z5H 12 TCP H #BAE M Z5H Y
=T

struct tcphdr {

__bel6 source;

__bel6 dest;

__be32 seq;

__be32 ack_seq;
#if defined(__LITTLE_ENDIAN_BITFIELD)
ulé resl:4,

doff:4,

fin:1
syn:1
rst:1
psh:1,
ack:1
urg:1
ece:1
cwr:1;
#elif defined(__BIG_ENDIAN_BITFIELD)
_ulé doff:4,
resl:4,
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20 cur:1,

21 ece:1,

22 urg:1,

23 ack:1,

24 psh:1,

25 rst:1,

26 syn:1,

27 fin:1;

28 #else

29 #error "Adjust your <asm/byteorder.h> defines”
30 #endi f

31 __bel6 window;
32 __suml6 check;
33 __bel6 urg_ptr;
34 Irg

2.5.2 tcp_options_received

ZEEMIALT /include/1inux/tep. ht, HAEEERA TCP SLHBHTIEIF B

1 struct tcp_options_received {

2 /* PAWS/RTTM data */

3 long ts_recent_stamp; /* Time we stored ts_recent (for aging)

4 TR B B R B B R R E B ts_recent HYRT[H
5 FI TN ts_recent AN I R AENZEHZFELE
6 23T it 24 REEHE, WK ts_recent BT

7 */

8 u32 ts_recent; /* Time stamp to echo next

9 T—MMERZEYW TP B W ERERE, I—1NeHRE
10 Kk ACK FHIAF T BB, FECF B R A
11 ts_recent ¥, W F—MFRZEM Tcp BLHy i B (2 b
12 SKB H TCP #HH|FE R R when BN, when FEAHZ E M
13 BB AGHELE jiffies WK 32 L,

14 */

15 u32 rcv_tsval; /* Time stamp value

16 PRAF R — KRB B A S by Top By B 8] B 2 T e AR R AL
17 */

18 u32 rcv_tsecr; /* Time stamp echo reply

19 R R — RBWE X3 0 ToP B il B I8 3% 4 T B B )
20 I Y-,

21 */

22 ul6 saw_tstamp : 1,  /* Saw TIMESTAMP on last packet

23 FRFIE— KRB TP BREHA TP HEBER, 1 A,
24 0 HFo

25 */

26 tstamp_ok : 1, /* TIMESTAMP seen on SYN packet

27 IR TCP HEER T B 5 A E BT

28 */

29 dsack : 1, /* D-SACK is scheduled */

30 wscale_ok : 1, /% Wscale seen on SYN packet

31 HEERTZEXHEIY ABT, REINAE s &F,

32 */

33 sack_ok : 4, /* SACK seen on SYN packet

34 FIRREX T R B sack %

35 */

36 snd_wscale : 4, /* Window scaling recetved from sender */

37 rcv_wscale : 4; /* Window scaling to send to Teceiver */

38 u8 num_sacks; /* Number of SACK blocks */
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39
40
41

ul6 user_mss; /* mss requested by user in toctl */
ul6 mss_clamp; /* Mazimal mss, negotiated at connection setup */

g

2.5.3 tcp_sacktag_state

— =
= O O o0 ~NO O WN -

el e i
[o) 62 BN GV \O)

/*

Location

net/ipv4/tep_input.c
*/
struct tcp_sacktag_state {
int reord;
int fack_count;
/* Timestamps for earliest and latest never-retransmitted segment
* that was SACKed. RTO needs the earliest RTT to stay conservative,
* but congestion control should still get an accurate delay signal.
*/
struct skb_mstamp first_sackt;
struct skb_mstamp last_sackt;
int flag;
3

2.5.4 tcp_sock

EAREEAIAI T /include/linux/tecp. hH o
ZAHELE AN, TCP WD&E’H%%H@%, E@inet_connection_sockéﬁﬂ‘@ﬁ"]%ﬁfﬂi?ﬁ%

TiEsEOWN. REEFEES L TCP AR,

1 struct tcp_sock {

2 /* inet_connection_sock has to be the first member of tcp_sock */
3 struct inet_connection_sock inet_conn;

4 ul6 tcp_header_len; /* & & A iAH] TCP k#[ih 7 4L */
5 ul6é gso_segs; /* Maz number of segs per GSO packet */
6

7 /*

8 Header prediction flags

9 05210 << 16 + snd_wnd in net byte order

10 B EH MR,

11 */

12 __be32 pred_flags;

13

14 /*

15 * RFC793 wvariables by their proper names. This means you can
16 read the code and the spec side by side (and laugh ...)

17 * See RFC793 and RFC1122. The RFC writes these in capitals.
18 */

19 ub4 bytes_received; /* RFC/898 tcpEStatsAppHCThrulOctetsReceived
20 * sum(delta(rcv_nzt)), or how many bytes
21 * were acked.
22 */
23 u32 segs_in; /* RFC4898 tcpEStatsPerfSegsIn
24 * total number of segments in.
25 */
26 u32 rcv_nxt; /* T MRERWTH S */
27 u32 copied_seq; /* Head of yet unread data
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28
29
30
31
32
33
34
35
36
37
38
39
40
41
42
43
44
45
46
47
48
49
50
51
52
53
54
55
56
57
58
59
60
61
62
63
64
65
66
67
68
69
70
71
72
73
74
75
76
77
78
79
80
81
82
83
84
85

) R e B HE Y Sk
*/
u32 rcv_wup; /* rcu_nzt on last window update sent

REREE LA FOEHNHE, Kk bRilE
BHEL—ANTOEHLE, BERRNE A FH
1%,

*/

u32 snd_nxt; /*x T— B RE T 7 */
u32 segs_out; /* RFC4898 tcpEStatsPerfSegsOut
* The total number of segments sent.
*/
u64 bytes_acked; /* RFC4898 tcpEStatsAppHCThrulctetsAcked
* sum(delta(snd_una)), or how many bytes
* were acked.
*/
struct u64_stats_sync syncp; /* protects 64bit vars (cf tcp_get_info()) */

u32 snd_una; /x B ACK W& —NFHHFE */

u32 snd_sml; /* Last byte of the most recently transmitted small packet */

u32 rcv_tstamp; /* timestamp of last received ACK (for keepalives) */

u32 lsndtime; /* timestamp of last sent data packet (for restart window) */

u32 last_oow_ack_time; /* timestamp of last out-of-window ACK */
u32 tsoffset; /* timestamp offset */

struct list_head tsq_node; /* anchor in tsq_tasklet.head list */
unsigned long tsq_flags;

/* Data for direct copy to user */
struct {
struct sk_buff_head prequeue;
struct task_struct x*task;

struct msghdr *msg;
int memory;
int len;
} ucopy;
u32 snd_wll; /* Sequence for window update */

u32 snd_wnd; /x REHFED */
u32 max_window; /* Mazimal window ever seen from peer  */
u32 mss_cache; /* Cached effective mss, not including SACKS */

u32 window_clamp; /* Mazimal window to advertise
HEE O RAME
*/
u32 rcv_ssthresh; /* Current window clamp */

/% Information of the most recently (s)acked skb */

struct tcp_rack {
struct skb_mstamp mstamp; /* (Re)sent time of the skb */
u8 advanced; /* mstamp advanced since last lost marking */

u8 reord; /* reordering detected */
} rack;
ul6é advmss; /* Advertised MSS
AR Mss LR, ERIMARBEEXN T,
*/

u8 unused;
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86 u8 nonagle : 4,/% Disable Nagle algorithm? */

87 thin_1lto : 1,/* Use linear timeouts for thin streams */

88 thin_dupack : 1,/* Fast retransmit on first dupack */

89 repair : 1,

90 frto : 1;/* F-RTO (RFC5682) activated in CA_Loss */

91 u8 repair_queue;

92 u8 do_early_retrans:1,/* Enable RFC5827 early-retransmit */

93 syn_data:1, /* SYN includes data */

94 syn_fastopen:1, /* SYN includes Fast Open option */

95 syn_fastopen_exp:1,/* SYN 4ncludes Fast Open exp. option */

96 syn_data_acked:1,/* data in SYN is acked by SYN-ACK */

97 save_syn:1, /* Save headers of SYN packet */

98 is_cwnd_limited:1;/* forward progress limited by snd_cwnd? */
99 u32 tlp_high_seq; /* snd_nzt at the time of TLP retransmit. */
100

101 /% RTT measurement */

102 u32 srtt_us; /* smoothed round trip time << 3 in usecs */

103 u32 mdev_us; /* medium deviation */

104 u32 mdev_max_us; /* mazimal mdev for the last rtt period */

105 u32 rttvar_us; /* smoothed mdev_mazx */

106 u32 rtt_seq; /* sequence number to update rttvar */

107 struct rtt_meas {

108 u32 rtt, ts; /* RTT in usec and sampling time in jiffies. */
109 } rtt_min[3];

110

111 u32 packets_out; /* Packets which are "in flight"

112 REF Rix R ERARGEHAN TCP B4 H
113 packets_out=SND.NXT-SND. UNA

114 */

115 u32 retrans_out; /* Retransmitted packets out

116 BRI HAKRGEHAN TCP By %k H

117 */

118 u32 max_packets_out; /* maz packets_out in last window */

119 u32 max_packets_seq; /* right edge of maz_packets_out flight */
120

121 ulé urg_data; /* Saved octet of OOB data and control flags */

122 u8 ecn_flags; /* ECN status bits. */

123 u8 keepalive_probes; /* num of allowed keep alive probes  */

124 u32 reordering; /* Packet reordering metric. */

125 u32 snd_up; /* Urgent pointer */

126

127 /*

128 * Options received (usually on last packet, some only on SYN packets).
129 */

130 struct tcp_options_received rx_opt;

131

132 /*

133 * Slow start and congestion control (see also Nagle, and Karn & Partridge)
134 */

135 u32 snd_ssthresh; /* Slow start size threshold */

136 u32 snd_cwnd; /* Sending congestion window

137 REWEE O

138 */

139 u32 snd_cwnd_cnt; /* Linear increase counter

140 BEAEROREREST O B EEREWE Ack B
141 WRIZFEAE, WHACZRETHEFD, HE B
142 AT RHERE ack B, RAEREFOZE, HHKE
143 —/N ACK, ACK BAME snd_cwnd_cnt 0 1o
144 */
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145
146
147
148
149
150
151
152
153
154
155
156
157
158
159
160
161
162
163
164
165
166
167
168
169
170
171
172
173
174
175
176
177
178
179
180
181
182
183
184
185
186
187
188
189
190
191
192
193
194
195
196
197
198
199
200
201
202
203

u32
u32
u32

u32

u32

u32

u32
u32

u32
u32
u32

u32

u32

snd_cwnd_clamp;
snd_cwnd_used;
snd_cwnd_stamp;

prior_cwnd;

prr_delivered;

prr_out;

rcv_wnd; /*
write_seq; /*

*/
notsent_lowat;
pushed_seq; /*
lost_out; /*

*/

sacked_out; /*

*/

fackets_out;

/* Do not allow snd_cwnd to grow above this */

/% RFRE— KBTI EEF O 8 i 1A
AEHNE, BKE Ack FRH#AT
WEFOWLRE, MAFRENE, FTHEETER
BRI TERAEG D REK, HERDKERSE,
WRALEARRREEST D,

*/

/* Congestion window at start of Recovery.
TN Recovery MAHWIHEH D

*/

/* Number of newly delivered packets to

* receiver in Recovery.

EREN B B E FR R AN EKE

*/

/* Total number of pkts sent during Recovery.
ERENE—FREN AN K E

*/

Current recetver window */
Tail(+1) of data held in tcp send buffer
EmANKERT PR E—NFTF T,

/% TCP_NOTSENT_LOWAT */
Last pushed seq, required to talk to windows */
Lost packets

&KW B AR

SACK'd packets
B sack W, Wit SAck B TeP W TATIR TR B R K&,
TR sack B, AR BN EEFOAR KRS, %E A Y B A HT B B R ROE R

/* FACK'd packets
LXK SND.UNA 5 (sAck #TUF Hulgk KB BH mm 7 5 ) Xy Bk, FAck
R sAck HITURITE E KA W % Loy B3
lost_out=fackets_out-sacked_out
left_out=fackets_out

*/

/* from STCP, retrans queue hinting */
struct sk_buff* lost_skb_hint;
struct sk_buff *retransmit_skb_hint;

/% 000 segments go in this list. Note that socket lock must be held,
* as we do not use sk_buff_head lock.

*/

struct sk_buff_head out_of_order_queue;

/* SACKs data, these 2 need to be together (see tcp_options_write) */
struct tcp_sack_block duplicate_sack[1]; /* D-SACK block */
struct tcp_sack_block selective_acks[4]; /* The SACKS themselves#*/

struct tcp_sack_block recv_sack_cache[4];

struct sk_buff *highest_sack;

*
*

*

/* skb just after the highest
skb with SACKed bit set

(validity guaranteed only if

sacked_out > 0)
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204 */
205
206 int lost_cnt_hint;
207 u32 retransmit_high; /* L-bits may be on up to this seqno */
208
209 u32 prior_ssthresh; /* ssthresh saved at recovery start */
210 u32 high_seq; /* snd_nzt at onset of congestion
211 FHMENHET N ERRHFETT
212 */
213
214 u32 retrans_stamp; /* Timestamp of the last retransmit,
215 * also used in SYN-SENT to remember stamp of
216 * the first SYN.
217 */
218 u32 undo_marker; /* snd_una upon a new recovery episode.
219 T F-RTO Hikd#tAT R A M, BN\ Recovery HATELE,
220 FH#N Loss BB A, BT UM SWD.UNA, FILEELHE K.
221 CARIMEE T UHATHEEF BN R —, —RETR
222 WERMHRERINFELEN Loss REF2EE.
223 */
224 int undo_retrans; /* number of undoable retransmissions.
225 ERAPFEER AT HRATRB N EEEE. EH*N FTRO B
226 WERS Loss M, FE, AEMHITH, ERIEZESTUHTHE
227 B 2 —,
228 */
229 u32 total_retrans; /* Total retransmits for entire connection */
230
231 u32 urg_seq; /* Seq of received urgent pointer */
232 unsigned int keepalive_time; /* time before keep alive takes place */
233 unsigned int keepalive_intvl; /* time interval between keep alive probes */
234
235 int linger2;
236
237 /* Receiver side RIT estimation */
238 struct {
239 u32 rtt;
240 u32 seq;
241 u32 time;
242 } rcv_rtt_est;
243
244 /* Recetiver queue space */
245 struct {
246 int space;
247 u32 seq;
248 u32 time;
249 } rcvq_space;
250
251 /* TCP-specific MTU probe information. */
252 struct {
253 u32 probe_seq_start;
254 u32 probe_seq_end;
255 } mtu_probe;
256 u32 mtu_info; /* We received an ICMP_FRAG NEEDED / ICMPV6_PKT_ TOOBIG
257 * while socket was owned by user.
258 */
259
260 #ifdef CONFIG_TCP_MD5SIG
261 /% TCP AF-Specific parts; only used by MD5 Signature support so far */
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const struct tcp_sock_af_ops +*af_specific;

/% TCP MD5 Signature Option information */
struct tcp_mdbSsig_info __rcu *md5sig_info;
#endif

/* 5 TCP Fast Open #XMfEE */

struct tcp_fastopen_request *fastopen_req;

/* fastopen_rsk points to request_sock that resulted in this big
* socket. Used to retransmit SYNACKs etc.
*/

struct request_sock *fastopen_rsk;

u32 *saved_syn;

I8

2.5.5 tcp_fastopen_cookie

X HL ) len A val 23 BIX M T1.3.8. 2F A IS 2 H HY len 1 cookieo 1R len
0, MHEETTEIER—1 Cookieo

/* Location: include/linuxz/tcp.h
*

* TCP Fast Open Cookie as stored im memory

*/
struct tcp_fastopen_cookie {
s8 len;
u8 val [TCP_FASTOPEN_COOKIE_MAX] ;
bool exp; /* In RFC699/ experimental option format */
};

2.5.6 tcp_fastopen_request
ZEEFRHTFIC R AE fast open B FEH A& I HHRITIE R

struct tcp_fastopen_request {
/* Fast Open cookie. */

struct tcp_fastopen_cookie cookie;

struct msghdr xdata; /* 7£ fast open WA THEKFENHIE »/
size_t size;

int copied; /* queued in tcp_connect() */

I8

2.5.7 tcp_request_sock

struct tcp_request_sock {

struct inet_request_sock req;

const struct tcp_request_sock_ops *af_specific;

struct skb_mstamp snt_synack; /* first SYNACK sent time */
bool tfo_listener;

u32 txhash;

u32 rcv_isn;

u32 snt_isn;

u32 last_oow_ack_time; /* last SYNACK */

u32 rcv_nxt; /* the ack # by SYNACK. For

* FastOpen it's the seq#
* after data-in-SYN.
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*/
I3

2.5.8 tcp_skb_cb

1E2.2.4% ) Tt cb. ZE5HE TCP J21E SKB X MALAfF B dilH. XX
FAA (5 B R B A — R AE A B B B el A S B Z AT T o AR 10, RATTSE
#| TCP JZ2 B FH X M HIZ2 1 X (Control Buffer) HYo

2.5.8.1 TCP_SKB_CB

f£ TCP =, FZZEVTIR4 E R sk_buf £ HIEHl Zerh XA AL . fEJF ST, Al
DAERZ R BZIC R o 2R HESLINT

#define TCP_SKB_CB(__skb) ((struct tcp_skb_cb *)&((__skb)->cb[0]))

ALV R, %225 br bR cofe 5 s Hl 4 2 it cp_skb_cb SRR Fa5.
UL, TCP X THEHIZE M X IER, 7T AM tcp_skb_cb HIE AT H K
2.5.8.2 tcp_skb_cb &K

tcp_skb_cbZ5 TR T TCP GrAYTEHIE SE L Ao B R, 1245
FAYPACH) 3 SR

struct tcp_skb_cb {

__u32 seq; /* R TF T */
__u32 end_seq; /* SE + FIN + SYN + datalen */
union {
/* Note : tcp_tw_isn is used in input path only
* (isn chosen by tcp_timewait_state_process())
*
* tep_gso_segs/size are used in write queue only,
* cf tep_skb_pcount()/tep_skb_mss ()
*/
__u32 tcp_tw_isn;
struct {
ulé tcp_gso_segs;
ulé tcp_gso_size;
};
s
__u8 tcp_flags; /* TCP kWA ELL +/
u8 sacked; /% SACK/FACK FF’&fiL . */

REE, LT EEENRE

#define TCPCB_SACKED ACKED 0201 /* SKB WHAT */
#define TCPCB_SACKED RETRANS  0z02  /* SKB &tk T */
#define TCPCB_LOST 0z04  /* SKB B &% */
#define TCPCB_TAGBITS 0z07  /* HEAE */
#define TCPCB_REPAIRED 0z10 /* SKB W4T (no skb_mstamp) */
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6 | #define TCPCB_EVER_RETRANS 0z80  /* SKB Y Z & fhit */
7 | #define TCPCB_RETRANS (TCPCB_SACKED_RETRANS | TCPCB_EVER_RETRANS/ '\
8 TCPCB_REPAIRED)

BN OR N4k E L TCP KB

1 __u8 ip_dsfield; /* IPu4 tos or IPv6 dsfield */
2 /* 1 byte hole */

3 __u32 ack_seq; /* ACK W75 */
4 union {

5 struct inet_skb_parm h4;

6 #if IS_ENABLED(CONFIG_IPV6)

7 struct inet6_skb_parm h6;

8 | #endif

9 } header; /* For incoming frames */

10 };

2.5.8.3 tcp_out_options

tcp_out_options H Tk ix TCP titf, TCP Gl Ak,

1 /* Location: net/ipu4/tcp_output.c */

2 #define OPTION_SACK_ADVERTISE (1 << 0)

3 #define OPTION_TS (1 << 1)

4 #define OPTION_MD5 (1 << 2)

5 #define OPTION_WSCALE (1 << 3)

6 | #define OPTION FAST_ OPEN_COOKIE (1 << 8)

7

8 struct tcp_out_options {

9 ul6é options; /* OPTION_* WL */

10 ul6 mss; /x WRK 0, MFRFKRZLEI +/

11 u8 ws; /% BUHHK, 0 FZnKHAZER */

12 u8 num_sack_blocks; /* number of SACK blocks to include */
13 u8 hash_size; /* bytes in hash_location */

14 __u8 xhash_location; /* temporary pointer, overloaded */

15 __u32 tsval, tsecr; /* need to include OPTION_TS */

16 struct tcp_fastopen_cookie *fastopen_cookie; /* Fast open cookie */
17 };
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3.1 HE&EERO
3.1.1 tcp_sendmsg
S/ TCP KIFEHRE K ER 7> TAEH & fEtcp_sendmsg R AL T 5L LAY
/% Location: net/ipv4/tcp.c
* Parameter:
* sk TRAERANERT
* msg BEMW R P EHEHEED
* size JA P B AR ol A0 KN

*/

int tcp_sendmsg(struct sock *sk, struct msghdr *msg, size_t size)
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struct tcp_sock *tp = tcp_sk(sk);

struct sk_buff *skb;

int flags, err, copied = 0;

int mss_now = 0, size_goal, copied_syn = 0;
bool sg;

long timeo;

o BRI </
lock_sock(sk) ;

flags = msg->msg_flags;
if (flags & MSG_FASTOPEN) {
err = tcp_sendmsg_fastopen(sk, msg, &copied_syn, size);
if (err == -EINPROGRESS && copied_syn > 0)
goto out;
else if (err)
goto out_err;

}

R E L AR EAL, HIWE SR THPGEF S (Fast Open)o X1 Fast Open HJ
e, I 1.3.8. WEREH T Fast Open, W< H tcp_sendmsg_fasopenPR &G THH

FRALEL

timeo = sock_sndtimeo(sk, flags & MSG_DONTWAIT);

/x FRHEEETK. BT TP REMEEY, WRALRZFELFERENE, LK
* REEMATN, Fd, XEH-MOASER, WRELAT Fast Open W 33 H &,
* R WA ZREZHAR P EHAEH,
*/
if (((1 << sk->sk_state) & ~(TCPF_ESTABLISHED | TCPF_CLOSE_WAIT)) &&
!tcp_passive_fastopen(sk)) {
err = sk_stream_wait_connect(sk, &timeo);
if (err '= 0)
goto do_error;

}

/* TCP repasir & Linuz3.5 FINWHAT, ¢ LIAEBAETENMEZAETH,
» CRUEIBZE, ¥ ToP HEHEEFREINZMWRA.
*/
if (unlikely(tp->repair)) {
if (tp->repair_queue == TCP_RECV_QUEUE) {
copied = tcp_send_rcvq(sk, msg, size);
goto out_nopush;

err = -EINVAL;
if (tp->repair_queue == TCP_NO_QUEUE)
goto out_err;

/* 'common' sending to sendq */

/* This should be in poll */
sk_clear_bit (SOCKWQ_ASYNC_NOSPACE, sk);

/% RIL MSS K/, size_goal = HIEM F| ik W 4% &0 AT R iF 8 2 KK E.
* T AXFRH N, size_goal £ MSS WA/, TN, & MSS Wy EfEHK,
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if (sk->sk_err ||
goto out_err;

new_segment:

mss_now = tcp_send_mss(sk, &size_goal, flags);

/* Ok commence sending.

* copied A& &N P HIEHEF H KR T

sg = !!(sk->sk_route_caps & NETIF_F_SG);

/x AW, KHPEERENABLBLAEE £,
while (msg_data_left(msg)) {
/% copy REARKFENA P HAEsd &5 0254 &,

int copy = 0;

= size_goal;

/% REIRE SkB, IFHM SKB Rl R 1% H N EE &,
skb = tcp_write_queue_tail(sk);

if (tcp_send_head(sk)) {
if (skb->ip_summed == CHECKSUM_NONE)

max = mMSS_NOW;
copy = max - skb->len;

/x MRBFEEH RGBT, BLREH L —A SKB,
if (copy <= 0) {

/* Allocate new segment. If the interface is SG,
* allocate skb fitting to single page.

*/

if (!sk_stream_memory_free(sk))
goto wait_for_sndbuf;

skb = sk_stream_alloc_skb(sk,
select_size(sk, sg),
sk->sk_allocation,
skb_queue_empty (&sk->sk_write_queue));

if (!skb)

goto wait_for_memory;

/%

* Check whether we can use HW checksum.

*/

if (sk->sk_route_caps & NETIF_F_ALL_CSUM)
skb->ip_summed = CHECKSUM_PARTIAL;

/+ ¥e# W SkB KE|NR, HWE copy F1 maz HYTE,

skb_entail (sk, skb);
copy = size_goal;
max = size_goal;

/* All packets are restored as if they have
* already been sent. skb_mstamp isn't set to
* agvoid wrong rtt estimation.

*/

44

CHAPTER 3. TCP %

(sk->sk_shutdown & SEND_SHUTDOWN))



3.1.

S

CHAPTER 3. TCP #%r#

if (tp->repair)
TCP_SKB_CB(skb)->sacked |= TCPCB_REPAIRED;

/* Try to append data to the end of skb. */
if (copy > msg_data_left(msg))
copy = msg_data_left(msg);

/% THEWIOETRDELA ST UKEIE »/
if (skb_availroom(skb) > 0) {
/15 SKB RMEA—BEE, EFHE copy WH, UEAXZE, =/
copy = min_t(int, copy, skb_availroom(skb));
err = skb_add_data_nocache(sk, skb, &msg->msg_iter, copy);
if (err)
goto do_fault;
} else {
bool merge = true;
int i = skb_shinfo(skb)->nr_frags;
struct page_frag *pfrag = sk_page_frag(sk);

if (!sk_page_frag refill(sk, pfrag))
goto wait_for_memory;

/x AWk S ERE — Mo g3, »/
if (!skb_can_coalesce(skb, i, pfrag->page,
pfrag->offset)) {
if (i == sysctl_max_skb_frags || !sg) {
/* REREQR, BLREFSBEL—A SKB, */
tcp_mark_push(tp, skb);
goto new_segment;
}

merge = false;

copy = min_t(int, copy, pfrag->size - pfrag->offset);

if (!sk_wmem_schedule(sk, copy))
goto wait_for_memory;

/x B P AEREF 2| SkB . »/
err = skb_copy_to_page_nocache(sk, &msg->msg_iter, skb,
pfrag->page,
pfrag->offset,
copy) ;
if (err)
goto do_error;

/* BT SKB, */
if (merge) {

skb_frag_size_add(&skb_shinfo(skb)->frags[i - 1], copy);
} else {

skb_fill_page_desc(skb, i, pfrag->page,

pfrag->offset, copy);

get_page (pfrag->page) ;
}
pfrag->offset += copy;
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if (!copied)
TCP_SKB_CB(skb)->tcp_flags &= ~TCPHDR_PSH;

/x BH TCP WFE x/
tp->write_seq += copy;
TCP_SKB_CB(skb)->end_seq += copy;
tcp_skb_pcount_set(skb, 0);

copied += copy;

if (!msg_data_left(msg)) {
tcp_tx_timestamp(sk, skb);
goto out;

if (skb->len < max || (flags & MSG_00B) || unlikely(tp->repair))
continue;

/* BEZFEZELF L RE. */
if (forced_push(tp)) {
/* WMRFESLHRE, WEAMER BT 2N BEMRER £ +/
tcp_mark_push(tp, skb);
__tcp_push_pending_frames(sk, mss_now, TCP_NAGLE_PUSH) ;
} else if (skb == tcp_send_head(sk))
tcp_push_one(sk, mss_now);
continue;

set_bit (SOCK_NOSPACE, &sk->sk_socket->flags);
/r RELWERANRZERE, FLEBAHEE, +/

/x WMREEERT —EWHET, W2aRBEFEELEE. »/
if (copied)
tcp_push(sk, flags & ~MSG_MORE, mss_now,
TCP_NAGLE_PUSH, size_goal);

err = sk_stream_wait_memory(sk, &timeo);
if (err !'= 0)
goto do_error;

mss_now = tcp_send_mss(sk, &size_goal, flags);

}

ZIa, & RV RIS IRAEHR o (F 55 L, IEF IR 20X B i out T out_nopushfi
Bo)

/ REETHENSIFEZEFRYE, HEEHENT HE, HL2XEZEBELE +/
if (copied)
tcp_push(sk, flags, mss_now, tp->nonagle, size_goal);

/x ¥ sk Bk, HRECLERLHEEE, +/
release_sock(sk);
return copied + copied_syn;

/x DENHFEREFFERE, 2HENEZ IS, WRLWH SkB ZH BN,
* A4, ¥Z skB MRZEIF|F £k, HBHKIZ SKB

*/

if (!skb->len) {
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tcp_unlink_write_queue(skb, sk);

/* It is the one place in all of TCP, ezcept connection
* reset, where we can be unlinking the send_head.
*/

tcp_check_send_head(sk, skb);

sk_wmem_free_skb(sk, skb);

/x WREEHEINT KA, M2, gELhkd. »/
if (copied + copied_syn)
goto out;

/% RBOFR B8R, BkBl. */

err = sk_stream_error(sk, flags, err);

/* make sure we wake any epoll edge trigger waiter */

if (unlikely(skb_queue_len(&sk->sk_write_queue) == 0 && err == -EAGAIN))
sk->sk_write_space(sk);

release_sock(sk) ;

return err;

3.1.2 tcp_sendmsg_fastopen

WG AT Fast Open, NIS7EX E B — M tcp_fastopen_requestZ5iaff, FH44

R SRR /NS 20 197 BB

static int tcp_sendmsg_fastopen(struct sock *sk, struct msghdr *msg,

int *copied, size_t size)

struct tcp_sock *tp = tcp_sk(sk);
int err, flags;

/x WREBAITE LTk, REHRE +/
if (!(sysctl_tcp_fastopen & TFO_CLIENT_ENABLE))
return -EOPNOTSUPP;
/x WMRECEHERZNHET, REHERE »/
if (tp->fastopen_req)
return -EALREADY; /* Another Fast Open is in progress */

/* AEEE KR P RAER RS AR N F B/
tp->fastopen_req = kzalloc(sizeof (struct tcp_fastopen_request),
sk->sk_allocation);
if (unlikely(!tp->fastopen_req))
return -ENOBUFS;
tp->fastopen_req->data = msg;
tp->fastopen_req->size = size;

flags = (msg->msg_flags & MSG_DONTWAIT) 7 3 @8

/% BT fast open B, A KZE, Hl, XEAERAATTEH
* PRI, IFEERTUEEER TN IBYHRAEHET,
*/

err = __inet_stream_connect (sk->sk_socket, msg->msg_name,

msg->msg_namelen, flags);

*copied = tp->fastopen_req->copied;

tcp_free_fastopen_req(tp);

return err;
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TEERLE ARG, B Fast Open 18 RIG BEEHMK, 58T Fast Open id7F2.

3.1.3 TCP Push &E

TCP WAL T PUSH Zhae, HERIN T iZbrdfn, TCP E4 Rt 20 & %
Mo DMEZ PR ESIGS. AEEATNZE TCP L8t , ArafAsE
1748 PUSH. TCP HJSLHLSHRHMETE L H T4 & PUSH fiz.

3.1.3.1 forced_push

FESRHATHY TCP LM EZ AR S HATHRE PUSH fridafs, HARTFEAEA 2MEHT,
MG E PUSH FRilifiiVE? forced_pushPR%4 H 7 WX E PUSH bRz
—FE Lo

static inline bool forced_push(const struct tcp_sock *tp)

{
/% B L= PUSH i F W R FEF LR F S
* MEMTE O —FH, 2BATH PUSH,
*/
return after(tp->write_seq, tp->pushed_seq + (tp->max_window >> 1));
}

MoX B R LUEH, £ Linux W, WSRGAF VAR O 7% 0N —LA L, el

3.1.3.2 +tcp_mark_push

tcp_mark_pushPREUH AR — M E0REELH PUSH fif.

static inline void tcp_mark_push(struct tcp_sock *tp, struct sk_buff *skb)
{

TCP_SKB_CB(skb)->tcp_flags |= TCPHDR_PSH;

tp->pushed_seq = tp->write_seq;

3.1.3.3 tcp_push

t cp_pushl%[%(ﬁﬁ TRIFLE TS TR

static void tcp_push(struct sock *sk, int flags, int mss_now,
int nonagle, int size_goal)
{
struct tcp_sock *tp = tcp_sk(sk);
struct sk_buff *skb;

/ MREZBEATURENET, HERE, */
if (!tcp_send_head(sk))
return;

/x B RWEIEE, WREHEE S NHIE R B
* %R T forced_push W&, A4, #AZEAFIEL PUSH
*/

skb = tcp_write_queue_tail(sk);
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if (!(flags & MSG_MORE) || forced_push(tp))
tcp_mark_push(tp, skb);

tcp_mark_urg(tp, flags);
if (tcp_should_autocork(sk, skb, size_goal)) {

/* avoid atomic op if TSH_THROTTLED bit is already set */
if (!test_bit(TSQ_THROTTLED, &tp->tsq_flags)) {
NET_INC_STATS(sock_net(sk), LINUX_MIB_TCPAUTOCORKING) ;
set_bit (TSQ_THROTTLED, &tp->tsq_flags);
}
/* It 4is possible TX completion already happened
* before we set TS{_THROTTLED.
*/
if (atomic_read(&sk->sk_wmem_alloc) > skb->truesize)
return;

if (flags & MSG_MORE)
nonagle = TCP_NAGLE_CORK;

/x BHBAREEE »/

__tcp_push_pending_frames(sk, mss_now, nonagle);

3.1.3.4 +tcp_push_one
RN TR AR BB E A B A 2o

void tcp_push_one(struct sock *sk, unsigned int mss_now)

{

struct sk_buff *skb = tcp_send_head(sk);

BUG_ON(!skb || skb->len < mss_now);

tcp_write_xmit(sk, mss_now, TCP_NAGLE_PUSH, 1, sk->sk_allocation);
}

3.1.3.5 __tcp_push_pending_frames

/x BEFERFIFHELBEE. +/
void __tcp_push_pending_frames(struct sock *sk, unsigned int cur_mss,
int nonagle)

{
/x R EEFECERAT, MLHBERE, */
if (unlikely(sk->sk_state == TCP_CLOSE))
return;
/x WRAHBRLLEN £, »/
if (tcp_write_xmit(sk, cur_mss, nonagle, O,
sk_gfp_atomic(sk, GFP_ATOMIC)))
tcp_check_probe_timer (sk);
}
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3.2 HHE IP B

3.2.1 tcp_write_xmit
FE_EHARZ A, #HHZMN T tep_vrite_xmit R IEH AL IIRE.
/* Location: net/ipuv4/tcp_output.c

* Parameter:
& sk: BETF
* mwﬁw:%mﬁﬁ%JMSkﬁ
* nonagle: =% B Nagle Hi,
* push_one: % push_one KT 0 B, &% K% —NE
*/
static bool tcp_write_xmit(struct sock *sk, unsigned int mss_now, int nonagle,
int push_one, gfp_t gfp)

struct tcp_sock *tp = tcp_sk(sk);
struct sk_buff *skb;

unsigned int tso_segs, sent_pkts;
int cwnd_quota;

int result;

bool is_cwnd_limited = false;

u32 max_segs;

/* ZEERATRITREN DN BE, WENEY 0 */
sent_pkts = 0;

if (!push_one) {
/% AT MTU A */
result = tcp_mtu_probe(sk);
if ('result) {
return false;
} else if (result > 0) {
sent_pkts = 1;

/% KRB AKWEE »/

max_segs = tcp_tso_autosize(sk, mss_now);

/x TWERKERT], #HTRE */

while ((skb = tcp_send_head(sk))) {
unsigned int limit;

/* KA TSO BB */
tso_segs = tcp_init_tso_segs(skb, mss_now);
BUG_ON(!tso_segs);

if (unlikely(tp->repair) && tp->repair_queue == TCP_SEND_QUEUE) {
/* "skb_mstamp" is used as a start point for the retransmit timer */
skb_mstamp_get (&skb->skb_mstamp) ;
goto repair; /* Skip network transmission */

/* FKIL CcWND BIRI R K /N »/
cwnd_quota = tcp_cwnd_test(tp, skb);
if (!cwnd_quota) {

if (push_one == 2)
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/* BRI KE-MEHTELEN, */
cwnd_quota = 1;

else
/x WMREFOKANY o WEEREETERAE, */
break;

}

/x MRLMBATAERLREFTONR, WEELRE »/
if (unlikely(!tcp_snd_wnd_test(tp, skb, mss_now)))
break;

if (tso_segs == 1) {
/+ WMREE 150 28, WERNZEEER Nagle Hik, =/
if (unlikely(!tcp_nagle_test(tp, skb, mss_now,
(tcp_skb_is_last(sk, skb) 7
nonagle : TCP_NAGLE_PUSH))))
break;
} else {
/% WMRFE TS0 8, WAREZEFELRLE, »/
if (!push_one &&
tcp_tso_should_defer(sk, skb, &is_cwnd_limited,
max_segs))
break;

}

/x WAL Bt T RH#ATHBRALIE, »/
limit = mss_now;
if (tso_segs > 1 && !'tcp_urg_mode(tp))
limit = tcp_mss_split_point(sk, skb, mss_now,
min_t(unsigned int,
cwnd_quota,
max_segs),
nonagle) ;

/% WRKEMITT 9 BRE, H2WEA tso_fragment HATHE., */
if (skb->len > limit &&
unlikely(tso_fragment(sk, skb, limit, mss_now, gfp)))
break;

JETH 2 Linux3.6 5IABGEALE . FEZATHY Linux SE3H, IR TCP W& AR, IR4,
R RES RS EAS A A K BT O FBE A S 2R A7 B KON, IS8R0 O TR
PZ[A, Linux 51T TCP /NAFIHLA o

O© 00 ~NO 1 & WN -

e e el e
g W NN = O

/* TCP Small Queues :
* FHIFNEF| gdisc/devices FH A E,
* ZALFHRT UTREL -
* - BHFHy RTT fEEF Ack RE
* - BRIk R
* - BHREX
* Alas, some drivers / subsystems require a fair amount
* of queued bytes to ensure line rate.
* One exzample is wifi aggregation (802.11 AMPDU)

*/
limit = max(2 * skb->truesize, sk->sk_pacing_rate >> 10);
limit = min_t(u32, limit, sysctl_tcp_limit_output_bytes);

if (atomic_read(&sk->sk_wmem_alloc) > limit) {
set_bit (TSQ_THROTTLED, &tp->tsq_flags);
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/* It is possible TX completion already happened
* before we set TS{_THROTTLED, so we must
* test again the condition.
*/
smp_mb__after_atomic();
if (atomic_read(&sk->sk_wmem_alloc) > limit)
break;

}

/% W tep_transmit_skb FEEELZHHE »/
if (unlikely(tcp_transmit_skb(sk, skb, 1, gfp)))
break;

repair:
/* Advance the send_head. This one is sent out.
* This call will increment packets_out.
*/

tcp_event_new_data_sent(sk, skb);

/% MR ZFEWENT uss, WEHFHE—NNLHFE »/
tcp_minshall_update(tp, mss_now, skb);
sent_pkts += tcp_skb_pcount (skb) ;

if (push_one)
break;

3

/x WRRET B, WLREFHEXG LI, »/
if (likely(sent_pkts)) {
if (tcp_in_cwnd_reduction(sk))
tp->prr_out += sent_pkts;

/* Send one loss probe per tatl loss episode. */
if (push_one != 2)
tcp_schedule_loss_probe(sk);
is_cwnd_limited |= (tcp_packets_in_flight(tp) >= tp->snd_cwnd);
tcp_cwnd_validate(sk, is_cwnd_limited);
return false;
}
return !tp->packets_out && tcp_send_head(sk);

3.2.2 tcp__transmit_ skb

EIEEl/‘]ﬁiﬁﬁ%ﬁ@%@tcp_tramsmit_skbEF'%&E/‘J o PR B I E ) TAE R TCP
MEES, IR EscAss 1P 2. T HWE IR T EES] ACK oA RERE, Ar AR EAE R I%
PAS AR B — 17 SKB (5515 -

/* Location: net/ipu4/tcp_output.c

* Parameter:

* sk: BEF

* skb: EXFEMWA

* clone_1it: 5t [% 3% 2
* gpf_mask: WHFREF X
*/

static int tcp_transmit_skb(struct sock *sk, struct sk_buff *skb, int clone_it,
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gfp_t gfp_mask)

const struct inet_connection_sock *icsk = inet_csk(sk);
struct inet_sock *inet;

struct tcp_sock *tp;

struct tcp_skb_cb *tcb;

struct tcp_out_options opts;

unsigned int tcp_options_size, tcp_header_size;

struct tcp_mdbsig_key *md5;

struct tcphdr *th;

int err;

BUG_ON(!skb || !tcp_skb_pcount (skb));

if (clome_it) {
skb_mstamp_get (&skb->skb_mstamp) ;

/* XBWEBM SKB TR R SKB HTTIE, W HRE
* REEHLTEE— I,
*/
if (unlikely(skb_cloned(skb)))
skb = pskb_copy(skb, gfp_mask);
else
skb = skb_clone(skb, gfp_mask);
if (unlikely(!skb))
return -ENOBUFS;
}

ZIRIERIFIEHE TCP #9LES. EEHNNZ TCP AR GE 1 SYN f. MmAE, M
W Htcp_syn_optionsHAMN A%k, SN, WM tcp_established_options ki
FHRZ AT TR, X AR 8 R BARA I N RN, SR TE w4 TCP
HOE TS 2

inet = inet_sk(sk);

tp = tcp_sk(sk);

tcb = TCP_SKB_CB(skb);

memset (&opts, 0, sizeof (opts));

if (unlikely(tcb->tcp_flags & TCPHDR_SYN))
tcp_options_size = tcp_syn_options(sk, skb, &opts, &md5);
else
tcp_options_size = tcp_established_options(sk, skb, &opts,
&md5) ;

HRPEEIAI RN, ATLABE— R TCP KRR/ N 2, WAIAHIC R EE skb =k
HPoN TCP kit =5 18] o

tcp_header_size = tcp_options_size + sizeof(struct tcphdr);

/% i1f no packet is in qdisc/device queue, then allow XPS to select
* another queue. We can be called from tcp_tsq_handler()
which holds one reference to sk_wmem_alloc.

TODO: Ideally, in—flight pure ACK packets should not matter here.

One way to get this would be to set skb->truesize = 2 on them.
*/

skb->o000_okay = sk_wmem_alloc_get(sk) < SKB_TRUESIZE(1);

*
*
*
*
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skb_push(skb, tcp_header_size);
skb_reset_transport_header (skb) ;

skb_orphan(skb) ;

skb->sk = sk;

skb->destructor = skb_is_tcp_pure_ack(skb) 7 . tcp_wfree;
skb_set_hash_from_sk(skb, sk);

atomic_add(skb->truesize, &sk->sk_wmem_alloc);

SR)a, WOEEAR] T HEIEME TCP SLERIFTHH ARG AR 1o

/* Build TCP header and checksum it. */
th = tcp_hdr(skb);

th->source = inet->inet_sport;

th->dest = inet->inet_dport;

th->seq = htonl(tcb->seq);

th->ack_seq = htonl(tp->rcv_nxt);

*(((__bel6 *)th) + 6) = htons(((tcp_header_size >> 2) << 12) |

tcb->tcp_flags) ;

if (unlikely(tcb->tcp_flags & TCPHDR_SYN)) {
/* RFC1323: The window in SYN & SYN/ACK segments
* 15 mever scaled.

*/
th->window = htons(min(tp->rcv_wnd, 655350));
} else {
th->window = htons(tcp_select_window(sk));
}
th->check = 0;
th->urg_ptr = 03

/* The urg_mode check ts necessary during a below snd_una win probe */
if (unlikely(tcp_urg_mode(tp) && before(tcb->seq, tp->snd_up))) {
if (before(tp->snd_up, tcb->seq + 0x10000)) {
th->urg_ptr = htons(tp->snd_up - tcb->seq);
th->urg = 1;
} else if (after(tcb->seq + OxFFFF, tp->snd_nxt)) {
th->urg_ptr = htons(0xFFFF) ;
th->urg = 1;

/x EERERWE, ARAEEHE TP BB +/
tcp_options_write((__be32 *)(th + 1), tp, &opts);
skb_shinfo(skb)->gso_type = sk->sk_gso_type;
if (likely((tcb->tcp_flags & TCPHDR_SYN) == 0))
tcp_ecn_send(sk, skb, tcp_header_size);

#ifdef CONFIG_TCP_MD5SIG
/* Calculate the MD5 hash, as we have all we need now */
if (md5) {
sk_nocaps_add(sk, NETIF_F_GSO_MASK);
tp->af_specific->calc_md5_hash(opts.hash_location,
md5, sk, skb);

#endif
a, BEREANE T ERALL P RIHTT T .
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icsk->icsk_af_ops->send_check(sk, skb);

/x RAAKRY TeP B, XBLWATHEERK */
if (likely(tcb->tcp_flags & TCPHDR_ACK))
tcp_event_ack_sent(sk, tcp_skb_pcount(skb));

if (skb->len != tcp_header_size)
tcp_event_data_sent (tp, sk);

if (after(tcb->end_seq, tp->snd_nxt) || tcb->seq == tcb->end_seq)
TCP_ADD_STATS(sock_net(sk), TCP_MIB_OUTSEGS,
tcp_skb_pcount (skb) ) ;

tp->segs_out += tcp_skb_pcount (skb) ;

/% OK, its time to fill skb_shinfo(skb)->gso_{segs/size} */
skb_shinfo (skb)->gso_segs = tcp_skb_pcount (skb) ;
skb_shinfo(skb) ->gso_size = tcp_skb_mss(skb);

/* Our usage of tstamp should remain private */
skb->tstamp.tv64 = 0

/* Cleanup our debris for IP stacks */
memset (skb->cb, 0, max(sizeof (struct inet_skb_parm),
sizeof (struct inet6_skb_parm)));

/% EXE, BAVEEAMNE 1P B AENT] +/

err = icsk->icsk_af_ops->queue_xmit(sk, skb, &inet->cork.fl);

if (likely(err <= 0))
return err;

/x WRERET EL WREFRATEEF), WL2HNBPAREFRS, +/

tcp_enter_cwr(sk) ;

return net_xmit_eval(err);

3.2.3 tcp__select__window(struct sk__buff *skb)

XA R B AR R — B i g O K/NUR T 3 it cp_socko IR [ 45 SR AR #E
RFC1323 (3EW1.3.2) #4717 40

static ul6 tcp_select_window(struct sock *sk)
{
struct tcp_sock *tp = tcp_sk(sk);
u32 old_win = tp->rcv_wnd;
u32 cur_win = tcp_receive_window(tp) ;
u32 new_win = __tcp_select_window(sk) ;
/% old_win AT E H WA,
* cur_win Y7 T‘J Hﬁ BUWH O KN,
; okl A

* new_win A

*/

/x UEEF O ANNTYAE D AN, FEEERE D KA,
* %R IEEE WEAFAWN —HATA.
*/

if (new_win < cur_win) {
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/* Danger Will Robinson!

* Don't update rcu_wup/rcu_wnd here or else
* we will not be able to advertise a zero
* window in time. --DaveM
*
* Relax Will Robinson.
*/
if (new_win == 0)

NET_INC_STATS(sock_net(sk),
LINUX_MIB_TCPWANTZEROWINDOWADV) ;
/¢ BITEH RN FHFONTEMFOR, ¥HHFORENKT cur_win
* M 1<<tp->rz_opt.rcu_wscale HEE(E,
*/
new_win = ALIGN(cur_win, 1 << tp->rx_opt.rcv_wscale);
}
/x FUMHBERE D RENFHNE D ARD, »/
tp->rcv_wnd = new_win;
tp->rcv_wup = tp->rcv_nxt;

/x FIBT SR E O AR, *+/

if (!tp->rx_opt.rcv_wscale && sysctl_tcp_workaround_signed_windows)
new_win = min(new_win, MAX_TCP_WINDOW) ;

else
new_win = min(new_win, (65535U << tp->rx_opt.rcv_wscale));

/* RFC1323 WK E O KA. REZFIURER, ZENNMHE new win &

* HWOWETFEAN, FFUREHEEREFEHHTUKE 16 B PHE D AN,
* TUEEL,

*/

new_win >>= tp->rx_opt.rcv_wscale;

/* If we advertise zero window, disable fast path. */
if (new_win == 0) {

tp—>pred_flags = 0;

if (old_win)

NET_INC_STATS(sock_net(sk),
LINUX_MIB_TCPTOZEROWINDOWADV) ;

} else if (old_win == 0) {

NET_INC_STATS(sock_net(sk), LINUX_MIB_TCPFROMZEROWINDOWADV) ;
}

return new_win;

}

TERX AN, B T __tep_select_window (sk) Kt BRI 0K/ 1Z K%L
SEIEINE ORI/, H A WA BREI 4

W OAEEN s (RFCT93)
2. FF> socket FTREfH AP A7 A2 A PR o
RFC 1122 it

"the suggested [SWS] avoidance algorithm for the receiver is to keep RECV.NEXT
+ RCV.WIN fixed until: RCV.BUFF - RCV.USER - RCV.WINDOW >=
min(1/2 RCV.BUFF, MSS)"
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HEFE I TR0 BORIR B 1 25 AE 1Y G S 2 PR FF recv.next+rev.win
A4E B #E]:RCV.BUFF - RCV.USER - RCV.WINDOW >= min(1/2 RCV.BUFF,
MSS)

Ber)iE e, BRBRAEEARI R/ N2 R D— MSS IRAZ 71, GIIAEEK
[GISESP BRI PNANE

SR, AR Linux {FREHAGUE:, B AX D EE SR L T (header predic-
tion), BRIASKTIM SR AE th->window N8 o f™MEHETE , PR-Fth—>window M EANE LT
FWOT T WA T D ZE B REREN o AEIX TR T, — PRI AMRS 5K
T B A A PSR IR AT e 98, AR ET LB T WP iR T HZR B aERI %,
AL HA 2 HI B ]

Linux ] TCP #5H1EF12% 7 BSD WS Jr . BSD 7EIXJ7 I I 242,
IR W= AN TR 2 EW 1, HAERZERVNT mss 1 5, ABAH0E D EN
0o N, FURBRATHPH L% 46/, B PHIET 0K TR AT R RHITERE (the largest
representable value)o BSD HJj AL “REAME" 1507 FEA LHTE MSS BYEEATEL
HARZAF UL N O/ MR BDEAAE /T K, Linux SR SRGIE 20 MSS HIRERSEL,
PASRAFAH A4 T

u32 __tcp_select_window(struct sock *sk)
{
struct inet_connection_sock *icsk = inet_csk(sk);
struct tcp_sock *tp = tcp_sk(sk);
int mss = icsk->icsk_ack.rcv_mss;
int free_space = tcp_space(sk);
int allowed_space = tcp_full_space(sk);
int full_space = min_t(int, tp->window_clamp, allowed_space);
int window;

/* R mss BT BB RE AN, WAL mss REEALFWZETEAN, */
if (mss > full_space)
mss = full_space;

if (free_space < (full _space >> 1)) {
/x BRRZENTRAFREG—FH, */

icsk- >1csk_ack.qu1ck = 03

if (tcp_under_memory_pressure(sk))
tp->rcv_ssthresh = min(tp->rcv_ssthresh,
4U * tp->advmss) ;

/* free_space H V[ RER AN E D RA, Hil, FEFRK
* WU RK W,
*/
free_space = round_down(free_space, 1 << tp->rx_opt.rcv_wscale);

/x WRERZRENT mss WAAD, RFERTHRALFZEHN 1/16, 4,
* RE 0 HO, BN, tep_clamp_window() & KBWEFE tep_rmem[2],
* FHRANNHEETHBRATHEF, STRANFOD, BAHEN mss B
* KAUEE 0 GUREAKRT (TrkaBITRFD.,
*/
if (free_space < (allowed_space >> 4) || free_space < mss)

return O;

o7



3.2. Wdh3 IP E CHAPTER 3. TCP %
35 }

36

37 if (free_space > tp->rcv_ssthresh)

38 free_space = tp->rcv_ssthresh;

39

40 /x X BLB-AFISMEI, REWRFFET HFOHK, BLRBEERLF mss To
41 * FTURAREE D EXNTF 2 BRMN,

42 */

43 window = tp->rcv_wnd;

44 if (tp->rx_opt.rcv_wscale) {

45 window = free_space;

46

47 /* Advertise enough space so that it won't get scaled away.
48 * Import case: prevent zero window announcement %f

49 * 1<<rcv_wscale > mss.

50 */

51 if (((window >> tp->rx_opt.rcv_wscale) << tp->rx_opt.rcv_wscale) != window)
52 window = (((window >> tp->rx_opt.rcv_wscale) + 1)
53 << tp->rx_opt.rcv_wscale);

54 } else {

55 /x WRNGEFMAV, MAREEFTREN mss WERFHK,

56 * HHWR free_space > HHH H K/Nn_b 2 a8 = H—F,
57 * AL, BMWEODKNEEN free_space

58 */

59 if (window <= free_space - mss || window > free_space)

60 window = (free_space / mss) * mss;

61 else if (mss == full_space &&

62 free_space > window + (full_space >> 1))

63 window = free_space;

64 }

65

66 return window;

67 }
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BRI R MRV 5, #EAT AR AT, S8 VR HIAHOC R gt T
AR, R R B N B BB S R e 0K, XA, PR 2 FCS
e ot R B I3 C 2 57 T o

MAEARSCHI AT, FRATFEESRIER)E TCP ERYSEIE, SmIR 12504 INET
Socket [z o

TCP ezt E 24 =R THIIAS, B S, prequeue BAFIHTJE 5 EA
1o

4 EH tcp_low_latency(72%3'31‘3'&\%[353%#%) HHL, TCP & il P HH i iz
WHALHEE TCP B, AR HARA SIS h S50 - 2R IR A3 FRERE. TCP
BUREHZIH P ST, MR

MAJE A tep_low latency iXMEWUF A NITT LARE S tep PSRRI A 0 A2 2
MIEE . TCP &t G EZ W TCP BERINE prequeue PAFIHY, FR )5 7 R4k
. prequeue PAFIHTEL. WIER P ERE IR AR e U, Im] LAE B AR H P 28
A2 D, B AT, SR ARk ol EZ2 BB, Alait
H prequeue PAFI B, (B Y P HERRAEBAT recv RAGWRIZHT, AAEF
H A W EIE 2 P 23 T Y 247 X

R AE R BERE AR AL S R S HAUE I, TTIR A5 tep_low_latency,
HRRWGARALIER] TCP BB a &S, — B P Rt fk, miasril
WP JE A NS, K TCP BB Ja B n e A A

4.2 BERLEABSENETREB
4.2.1 BIKmELAE

4.2.1.1 +tcp_vé4_rcv

IEn B E AT RS, 2 IP BERECL, s 2 AR R D
SR IP B2 e, S MERZEA R L, Lebss e,

/*

Location:
net/ipv4/tep_ipu4.c
Function:
TCP Bl BAEMA T,
Parameter:
skb: M IP A& k8 KW,
*/
int tcp_v4_rcv(struct sk_buff xskb)

{

const struct iphdr *iph;
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18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33
34

O ~NO O WN =

el e
W N = O O

© 00 ~NO 1B WN -

const struct tcphdr *th;

struct sock *sk;

int ret;

struct net *net = dev_net(skb->dev);

/x WMRLRRERNKREEEZF +/

if (skb->pkt_type !'= PACKET_HOST)
goto discard_it;

/* Count it even if it's bad */

TCP_INC_STATS_BH(net, TCP_MIB_INSEGS);

/*
R TeP BAEMWMABTRI LT, WEZRARELE IP BEHAKR,
HRTKE, fXhMEmEdRT. A, FLEFEEDF FHREX
R 5| skB WAMFMERT, WREERE, WNEFZRL

*/

if (!pskb_may_pull(skb, sizeof (struct tcphdr)))
goto discard_it;

KT pskb_may pull ELZINHNZ, 1EZ08.1.6.

/% REMRFCHKE +/
th = tcp_hdr(skb);
/*
R TP MEHKENT AW HEN TP MEHKE, WHWA TP HERF.
GITHEAGERE, EF.
*/
if (th->doff < sizeof (struct tcphdr) / 4)
goto bad_packet;
/*
BIMEA TeP EHKERZTER, WARH, WEF,
*/
if (!pskb_may_pull(skb, th->doff * 4))
goto discard_it;

KT pskb_may pull HZNZ, 1EZU8.1.6.

/* An ezplanation is required here, I think.
* Packet length and doff are walidated by header prediction,
* provided case of th->doff==0 is eliminated.
* So, we defer the checks. */
/*
il TCP HE T AR, WRBAAIR, WHARXEHF, RTHXEEEEF.
*/
if (skb_checksum_init(skb, IPPROTO_TCP, inet_compute_pseudo))
goto csum_error;

BTk, 4R TCP EEHIEERIKE TOP &l iI(E, F4 TCP E#H )

EHEMA T TIPR, N T ETRSCHEERI TCP AT R, ML
NAR T A AE TCP RIALE T HlHt

O ~NOoO O WwWN =

th = tcp_hdr(skb);
iph = ip_hdr(skb);
/* This 4s tricky : We move IPCB at its correct location into TCP_SKB_CB()
* barrier() makes sure compiler wont play fool Waliasing games.
*/
memmove (4TCP_SKB_CB(skb) ->header.h4, IPCB(skb),
sizeof (struct inet_skb_parm));

/% BB TRE ML
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barrier();

TCP_SKB_CB(skb)->seq = ntohl(th->seq); //fX/ 75
(TCP_SKB_CB(skb)->seq + th->syn + th->fin +
th->doff * 4);//
ntohl (th->ack_seq); // T~ NEHFAENFFTHTFF

TCP_SKB_CB (skb)->end_seq
skb->1len
TCP_SKB_CB(skb)->ack_seq

TCP_SKB_CB(skb)->tcp_flags
TCP_SKB_CB(skb)->tcp_tw_isn = 0;

TCP_SKB_CB(skb)->ip_dsfield = ipv4_get_dsfield(iph);

TCP_SKB_CB(skb)->sacked

0;

tcp_flag_byte(th);

BRI __inet_lookupfE ehash ¢ bhash #{15E HAR H Huhk Al 10 R & AL
HrEdlde. WARAE ehash HHE], WFRCAEL) T =kIETFIFH O Ti#EE, "L
BEATIEH BUIEAE . APRAE bhash F1#E], WERRCEHECEYE TimH, AT Hr
WA WRAEP D HBN R P EE AR, U IS B A s dil Sk oA 61, Bk

Flno_tcp_socket XMALEE,

sk = __inet_lookup_skb(&tcp_hashinfo, skb, th->source, th->dest);

if (!sk)
goto no_tcp_socket;

P& ORIRZEALHE

//TIME_WAIT WR7&, FEXAEBHEHE
if (sk->sk_state == TCP_TIME_WAIT)

goto do_time_wait;
//NEW_SYN_RECV k&, 727

if (sk->sk_state == TCP_NEW_SYN_RECV) {
struct request_sock *req = inet_reqsk(sk);

struct sock *nsk;

sk = req->rsk_listener;

if (unlikely(tcp_v4_inbound_md5_hash(sk, skb))) {

reqsk_put (req) ;
goto discard_it;

}

if (unlikely(sk->sk_state != TCP_LISTEN)) {
inet_csk_reqsk_queue_drop_and_put(sk, req);

goto lookup;

}
sock_hold(sk);

nsk = tcp_check_req(sk, skb, req, false);

if (!nsk) {
reqsk_put(req) ;

goto discard_and_relse;

}
if (nsk == sk) {
reqsk_put (req) ;

} else if (tcp_child_process(sk, nsk, skb)) {
tcp_v4_send_reset(nsk, skb);
goto discard_and_relse;

} else {
sock_put (sk);
return O;

}
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}

/*ttl INT 4RI/ ttix/

if (unlikely(iph->ttl < inet_sk(sk)->min_ttl)) {
NET_INC_STATS_BH(net, LINUX_MIB_TCPMINTTLDROP);
goto discard_and_relse;

}
e IEE

//ER IPsec $HESE, WRERAN, HATHALAE.
if (!xfrm4_policy_check(sk, XFRM_POLICY_IN, skb))
goto discard_and_relse;
//md5 A%
if (tcp_v4_inbound_md5_hash(sk, skb))
goto discard_and_relse;

nf_reset(skb);

/7L I8

if (sk_filter(sk, skb))
goto discard_and_relse;

/*
WE SKB B dev N NULL, XEREARECZE T HWE, WH dev
BEFHEARE L

*/

skb->dev = NULL;

/*LISTEN K& #/

if (sk->sk_state == TCP_LISTEN) {
ret = tcp_v4_do_rcv(sk, skb);
goto put_and_return;

sk_incoming_cpu_update(sk) ;
/*
EFER TeP B AT, FEMMERET S, DR P s il
YA 1) 877 18]
*/
bh_lock_sock_nested(sk);
tcp_sk(sk)->segs_in += max_t(ul6, 1, skb_shinfo(skb)->gso_segs);
ret = 0;
/% BB IR T Rl A A i R B %/
if (!sock_owned_by_user(sk)) {
/*prequeue F] L */
if (!tcp_prequeue(sk, skb))
ret = tcp_v4_do_rcv(sk, skb);
} else if (unlikely(sk_add_backlog(sk, skb,
sk->sk_rcvbuf + sk->sk_sndbuf))) {
/x BB EERF R */
bh_unlock_sock(sk) ;
NET_INC_STATS_BH(net, LINUX_MIB_TCPBACKLOGDROP);
goto discard_and_relse;
}
/ /IR
bh_unlock_sock(sk) ;

/v BRIBIH, HiTHH 0 BEE, B sk\_free BAMHMEHR »
sock_put (sk) ;
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/%

*/

/*

*/

return ret;

LR A Z TR BRI R R, RRHR, FEHHER, SxmAE RST R

/% BER IPsec BAEE, WRER KM, FHATHIMLE. »/
if (!xfrm4_policy_check(NULL, XFRM_POLICY_IN, skb))
goto discard_it;

if (tcp_checksum_complete(skb)) {
TCP_INC_STATS_BH(net, TCP_MIB_CSUMERRORS) ;
TCP_INC_STATS_BH(net, TCP_MIB_INERRS);

} else {
tcp_v4_send_reset(NULL, skb);

}

£ FHAEA,

/* Discard frame. */

kfree_skb(skb) ;
return 0;

sock_put (sk);
goto discard_it;

/% W32 TIME WAIT KA #/

if (!xfrm4_policy_check(NULL, XFRM_POLICY_IN, skb)) {
/*inet_timewait_sock YR Bl Hit%k =/
inet_twsk_put (inet_twsk(sk));
goto discard_it;

}

if (tcp_checksum_complete(skb)) {
inet_twsk_put (inet_twsk(sk));
goto csum_error;

}

KT inet_twsk_put HELMNE, 15S8.2.4.

/ /AR e AR AT AR by 4 38
switch (tcp_timewait_state_process(inet_twsk(sk), skb, th)) {
case g <L
struct sock *sk2 = inet_lookup_listener(dev_net(skb->dev),

&tcp_hashinfo,
iph->saddr, th->source,
iph->daddr, th->dest,
inet_iif(skb));

if (sk2) {
inet_twsk_deschedule_put(inet_twsk(sk));
sk = sk2;
goto process;
}
/* Fall through to ACK */
}
case

tcp_v4_timewait_ack(sk, skb);
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18
19
20
21
22
23
24
25

N

— =
H O O 00 ~NO Ol WDN -

A DA DA DDEDIDDWWWWWWWWWWNNNNDNNMDNNDDNDNODNONDNRFERRFRFR R 9 92 2
~NO O, WONNEFHE OOWONOOOOP,WNNDNHOOONOO PP WNEOOOLOSNOO P WDN

break;
case TCP_TW_RST:
goto no_tcp_socket;
case TCP_TW_SUCCESS:
¥

goto discard_it;

.2.1.2 tcp_prequeue

{

if (sysctl_tcp_low_latency ||
return false;

/*

*/

return false;

* %

*

* an optimistic check.
*/
if (likely(sk->sk_rx_dst))
skb_dst_drop(skb);
else

/%

*/

bool tcp_prequeue(struct sock *sk, struct sk_buff *skb)

struct tcp_sock *tp = tcp_sk(sk);
J/WRFET tep_low latency BH A F X AL LEYE, HERE
Itp->ucopy . task)

if (skb->len <= tcp_hdrlen(skb) &&
skb_queue_len(&tp->ucopy.prequeue) == 0)

Instead of doing full sk_rz_dst validity here,

skb_dst_force_safe(skb);

__skb_queue_tail (&tp->ucopy.prequeue, skb);
tp->ucopy.memory += skb->truesize;

65

/*

Location:
net/ipv4/tep_ipu4.c

Function:
Packet ts added to VJ-style prequeue for processing in process
context (# LT X)), 1f a reader task is waiting. Apparently, this exciting
idea (VJ's mail "Re: query about TCP header on tcp-ip" of 07 Sep 93)
failed somewhere. Latency? Burstiness? Well, at least now we will
see, why it failed. 8)8)

Parameter:
sk: fRArtE ik
skb: &KX

*/

BREEBKEFKRT tep KFWKE, HE prequeve RFINZ,

/* Before escaping RCU protected region, we need to take care of skb
dst. Prequeue is only enabled for established sockets.
For such sockets, we might need the skb dst only to set sk->sk_rz_dst

let's perform

F KRB BRI E| prequeue RFIH, HEFH prequeue WA FIHFEH W 7o
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48
49
50
51
52
53
54
55
56
57
58
59
60
61
62
63
64
65
66
67
68
69
70
71
72
73
74

/*
FUES prequeuve HANA AR ERESF LR, U
A M E prequeue PAF| LB,

*/

if (tp->ucopy.memory > sk->sk_rcvbuf) {
struct sk_buff *skbil;

BUG_ON(sock_owned_by_user(sk)) ;

while ((skbl = __skb_dequeue (&tp->ucopy.prequeue)) != NULL) {
sk_backlog_rcv(sk, skbl);
NET_INC_STATS_BH(sock_net(sk),

LINUX_MIB_TCPPREQUEUEDROPPED) ;

tp->ucopy.memory = O;
} else if (skb_queue_len(&tp->ucopy.prequeue) == 1) { J/NFIKER 1
wake_up_interruptible_sync_poll(sk_sleep(sk),
POLLIN | POLLRDNORM | POLLRDBAND) ;
J/AFERKE ack, WEMEFE oh LR #AE B,
if (!inet_csk_ack_scheduled(sk))
inet_csk_reset_xmit_timer(sk, ICSK_TIME_DACK,
(3 * tcp_rto_min(sk)) / 4,
TCP_RTO_MAX) ;
}

return true;

4.2.2 BTiE T8

4.2.2.1 tcp_recvmsg

—= =
H O O 00 ~NO Ol WDN =

N NONNN R R R B 22
A WONNEHOOOOLOUNO O P WDN

HAT— 2L DXL R BT 0T o

/*
Location:
net/ipv4/tep.c
Function:
* This routine copies from a sock struct into the user buffer.
*
* Technical note: in 2.3 we work on _locked_ socket, so that
* tricks with *seq access order and skb->users are not required.
*  Probably, code can be easily improved even more.
Parameter:
sk: feiEd Bk,
msg:
len:
nonblock: & 2
flags: BB HTE,
addrlen:
*/

int tcp_recvmsg(struct sock *sk, struct msghdr *msg, size_t len, int nonblock,
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25 int flags, int *addr_len)
26 {
27 struct tcp_sock *tp = tcp_sk(sk);
28 int copied = 0O;
29 u32 peek_seq;
30 u32 *seq;
31 unsigned long used;
32 int err;
33 int target; /* Read at least this many bytes */
34 long timeo;
35 struct task_struct *user_recv = NULL;
36 struct sk_buff #*skb, *last;
37 u32 urg_hole = 0;
38 /AR R RA T EECk B EBETFRRIFINER, BREEPITIT B &K,
39 if (unlikely(flags & MSG_ERRQUEUE))
40 return inet_recv_error(sk, msg, len, addr_len);
41 /IR SR AR, , w2
42 if (sk_can_busy_loop(sk) && skb_queue_empty(&sk->sk_receive_queue) &&
43 (sk->sk_state == TCP_ESTABLISHED))
44 sk_busy_loop(sk, nonblock);
IR SRS RO, BRI T IR AL T .
1 /*
2 AR P BT RBBE A, LA MBI, XEERATAEZNIRF, RFHr
3 BEERE, AMEREEGTRSEZENTEHLTTHNER,
4 */
5 lock_sock(sk);
6 //WHE AR, Transport endpoint is mot conmnected
7 err = -ENOTCONN;
8 /*
9 R A R RA T LISTEN R, RN AELEE,
10 MM RVER PR, REEERE,
11 */
12 if (sk->sk_state == TCP_LISTEN)
13 goto out;
14 /*
15 REUTE 2 BB Ay A B A B, A RFAT PRI, NEHEEY o
16 */
17 timeo = sock_rcvtimeo(sk, nonblock);
18
19 /* Urgent data needs to be handled specially.
20 IR B ERH S, WHFEREE reco_urg HATHHE,
21 */
22 if (flags & MSG_00B)
23 goto recv_urg;
kAL,
1 /IBBET
2 if (unlikely(tp->repair)) {
3 // Operation not permitted
4 err = -EPERM;
5 /R A REEKWENIE, RABEREE out LHE
6 if (!(flags & MSG_PEEK))
7 goto out;
8 //?222
9 if (tp->repair_queue == TCP_SEND_QUEUE)
10 goto recv_sndqg;
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//Invalid argument

err = -EINVAL

if (tp->repair_queue == TCP_NO_QUEUE)
goto out;

/* 'common' recv queue MSG_PEEK-ing */
}

FEPORBAT R o AEFEE MM 22 A7 2 2 HT P 28 () i R rp S BT 2 A
CEHIAE, DB S MR, W2 EH copied_seq, (HAEURHEAEE L
P FHAE N RGZrh XRE LR, AR AANRERHT copied _seqo AL, %A il F) H -
SRAGERE T, KA RS A A LR SR & 5 EFT copied_seq, ArLAX BLHR
PRI R B A AR B AR T A ik, 105 T A A2 A Bl 5 /A SR D
WA

B — AT FAR G B BRI R B T MSG WAITALL S i AR U i 77 2 4%
WCECHE K . SR B T MSG. WATTALL bRk, WISEHUECHE BE A FP  FI #
HIZ4L lens

/BBET 2 RERE)?)
if (unlikely(tp->repair)) {
// Operation not permitted
err = -EPERM;
/R RREFERFNE, REEREE out LI
if (!(flags & MSG_PEEK))
goto out;
/72222
if (tp->repair_queue == TCP_SEND_QUEUE)
goto recv_sndq;
//Invalid argument
err = -EINVAL

if (tp->repair_queue == TCP_NO_QUEUE)
goto out;

/* 'common' recv queue MSG_PEEK-ing */
}

BNORMTEURE . AEAEEE MR A S B2 P 2SR, S BT 4T
CEGIN I, LB 5. AUREENEEE, M2 EH copied seq, (HAUIRAZEEREL
WIMHA RN REZ T X ELE, IAREEERT copied seqo KM, ERE HIF
SRR, DO IA A B AR & 5 W copiedseq, frAIX BLATAR
PR 2 A A AR I SRR 1T R i, 1 e T A2 A E Rl e R S D I Ui
WEEE

T JE AT A R BRI & 51 B T MSG_WATTALL SR & A 75 4%
WK o RS T MSG_ WATTALL bRk, W SEBUECHE K 5 A P 9 FH s
240 len.

seq = &tp->copied_seq;
if (flags & MSG_PEEK) {
peek_seq = tp->copied_seq;

seq = &peek_seq;
}
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~

target = sock_rcvlowat(sk, flags & MSG_WAITALL, len);

BRI urg data M1 urgseq AAGIN Y BT BB M. WERAE BT 7h
e, WZIEAIEFBARIEER . G0, WRA P IRRAES AR, M2k AR
L

1 do {

2 u32 offset;

3

4 /* Are we at urgent data? Stop if we have read anything or have SIGURG pending. */
5 if (tp->urg_data && tp->urg_seq == *seq) {

6 if (copied)

7 break;

8 if (signal_pending(current)) {

9 copied = timeo 7 sock_intr_errno(timeo) : -EAGAIN;

10 break;

11 }

12 }

PN RE SR IX

1 /* Next get a buffer. */

2 /RBUT — AR B,

3 last = skb_peek_tail (&sk->sk_receive_queue);

4 skb_queue_walk(&sk->sk_receive_queue, skb) {

5 last = skb;

6 /* Now that we have two receive queues this

7 * shouldn't happen.

8 R B WA Z o BT 5 B R, TP R BUR B T — ME RO
9 KA R B AT prequeve BE AT, Ll EXXABILT N 7K A,
10 */

11 if (WARN(before(*seq, TCP_SKB_CB(skb)->seq),

12 "recvmsg bug: copied %X seq %X rcvnxt %X fl %X\n",

13 xseq, TCP_SKB_CB(skb)->seq, tp->rcv_nxt,

14 flags))

15 break;

16 /*

17 B, RNMEEHMT T—NERBEBFER, TEZRABEREENRBLE,
18 YK, %R 1 S0 AAE BB B K SR B A A A

19 */
20 offset = *seq - TCP_SKB_CB(skb)->seq;
21 /*
22 BT sw HREERT —NFE, BhinREE sw ink, WFERE
23 fats. BT offset HRFAEER, FEH, FoHIAATNENL
24 *x/
25 if (TCP_SKB_CB(skb)->tcp_flags & TCPHDR_SYN)
26 offset——;
27 /*
28 RA U RS AEZBRYBERETCEN, THAFEONET R0, Bk, #TX
29 B4 2| found_ok_skb FA AL I AE.
30 */
31 if (offset < skb->len)
32 goto found_ok_skb;
33 /*
34 WRBEWEIEF A FIN AR, WBkEE| found_fin_ok KA,
35 */
36 if (TCP_SKB_CB(skb)->tcp_flags & TCPHDR_FIN)
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goto found_fin_ok;
WARN(! (flags & MSG_PEEK),
"recvmsg bug 2: copied %X seq %X rcvnxt %X fl %X\n",
*seq, TCP_SKB_CB(skb)->seq, tp->rcv_nxt, flags);
}

HAREBGEEER S, AR & IATIA A HE LT XA R 5 & A S Y
TCP Bto M2 IEA KIS

H T2 RN P IR R i i i SR AT B BE , K TCP B AR a5,
M, — H P SRR S da St 1% o7 BV B 5 & A S oAb 35 & A S ELHEAE re-
lease sock FHSZIHL, DABHORAE AT (] Ip Ao gt 0% o b il Ee i g 7 R AL ¥ 5 45 BA S

/* Well, if we have backlog, try to process it now yet. */

if (copied >= target && !sk->sk_backlog.tail)
break;

LRGBS AT A B E A58, TEALEE prequeue BF#PASIZ BT, FRATFR
B AR OGS R . WRAFAX RGN, MR AR, R [H
B 24 SRIE A 5 A5 BA S B A7 AR, AR A MA T 222 .

if (copied) {

/%
Ul S
1. HHRKAE
2.7cP AT CLOSE R%&
3. shutdown A
4. KEGEF
5. REEEHE

*/

if (sk->sk_err ||
sk->sk_state == TCP_CLOSE ||
(sk->sk_shutdown & RCV_SHUTDOWN) ||
'timeo ||
signal_pending(current))
break;

} else {

/% R TCP 2R HKLLE 2/

if (sock_flag(sk, SOCK_DONE))
break;

/% WRAHIR, BEERG </

if (sk->sk_err) {
copied = sock_error(sk);
break;

/* IR Z shutdown, RE *x/
if (sk->sk_shutdown & RCV_SHUTDOWN)

break;
/%
R TCP RAN CLOSE, MEHERAHLALERS, WHETH
ERB—MAKFLEENEED, Hik, REAENHERD,
*/

if (sk->sk_state == TCP_CLOSE) {
if (!sock_flag(sk, SOCK_DONE)) {
/* This occurs when user tries to read
* from never connected socket.
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36 */

37 copied = -ENOTCONN;

38 break;

39 }
40 break;
41 }
42 /*
43 KiEE K, HEFEZEER, WEREHRD Try again
44 */
45 if (!timeo) {
46 copied = -EAGAIN;
47 break;
48 }
49 /% MR EKE| B, FREMENEERD */

50 if (signal_pending(current)) {

51 copied = sock_intr_errno(timeo) ;

52 break;

53 }

54 }

AT

1 /R B A FNTE R LR

2 tcp_cleanup_rbuf (sk, copied);

3 /*

4 EREABEBENBRLT, #Ho2bENEs

5 FTENLIE prepare A7,

6 */

7 if (!sysctl_tcp_low_latency && tp->ucopy.task == user_recv) {
8 /* Install new reader

9 R R REE — KNI E prepare AT IE, N FEXE IF7EEIE
10 BHRAARG, ZFHIELE, I Y EHABRINERE, ESTABLISHED
11 WA AL 3T BB R EA P R

12 */

13 if (luser_recv && !(flags & (MSG_TRUNC | MSG_PEEK))) {
14 user_recv = current;

15 tp->ucopy.task = user_recv;

16 tp->ucopy.msg = msg;

17 }

18 //EFER U R W R PR F AN

19 tp—>ucopy.len = len;

20 //HATRE R RAHE,

21 WARN_ON(tp->copied_seq != tp->rcv_nxt &&

22 ! (flags & (MSG_PEEK | MSG_TRUNC)));

23

24 /% Ugly... If prequeue s not empty, we have to

25 * process it before releasing socket, otherwise

26 * order will be broken at second iteration.

27 * More elegant solution is required!!!

28 *

29 * Look: we have the following (pseudo)queues:

30 *

31 * 1. packets in flight

32 * 2. backlog

33 * 3. prequeue

34 * 4. receive_queue

35 *

36 * Each queue can be processed only if the next ones
37 * are empty. At this point we have empty recetive_queue.
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38 * But prequeue _can_ be not empty after 2nd tteration,
39 * when we jumped to start of loop because backlog

40 * processing added something to receive_queue.

41 * e cannot release_sock(), because backlog contains
42 * packets arrived _after_ prequeued ones.

43 *

44 * Shortly, algorithm is clear --- to process all

45 * the queues in order. We could make it more directly,
46 * requeueing packets from backlog to prequeue, if

47 * 15 not empty. It s more elegant, but eats cycles,
48 * unfortunately.

49 */

50 /*

51 WR prequeve WFIT N E, MBkEEE do\_orequeue AL prequeue AT,
52 */

53 if (!skb_queue_empty (&tp->ucopy.prequeue))

54 goto do_prequeue;

55

56 /* __ Set realtime policy in scheduler __ */

57 }

CHAPTER 4. TCP %\

REEACHE ) ISR SR, M release sock RARSUL ML, FEHARAL
B, SERE A lock sock BE LS G fE ] release_sock FIff%,
BEREA AT RES HHILARAR .

ﬂﬁﬁgiﬁﬁ§ﬁﬁﬂiﬁiﬁy,fif%ﬁﬁ§§ﬁiﬂy,mUﬁf/\EﬁﬁEggfﬁiﬁqﬁéﬁﬁﬁoiiﬁ#ﬁ%ﬁﬁwr,tcp__v4_;io_jcv
T TCP B A RES AR H 4 i 21 7 23 1A] o

1 if (copied >= target) {

2 /* Do not sleep, just process backlog. */

3 release_sock(sk);

4 lock_sock(sk);

5 } else {

6 sk_wait_data(sk, &timeo, last);

7 }

1 if (user_recv) {

2 int chunk;

3

4 /* __ Restore mormal policy in scheduler __ */

5 /*

6 EHMAR P ZEKEURCEAH S PR ENEEKE

7 */

8 chunk = len - tp->ucopy.len;

9 if (chunk != 0) {

10 NET_ADD_STATS_USER(sock_net(sk), LINUX_MIB_TCPDIRECTCOPYFROMBACKLOG, chunk);
11 len -= chunk;

12 copied += chunk;

13 }

14 /*

15 R BB B B BE B A2 2 WA H B R PR R,
16 {2 prequeue MFIF A X, WHFERENLIE prequeve T, I
17 EHMAWA P ZHNKEFMCERHEA P 2N EEKE.
18 */

19 if (tp->rcv_nxt == tp->copied_seq &&
20 !skb_queue_empty (&tp->ucopy.prequeue)) {
21 do_prequeue:
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22 tcp_prequeue_process (sk) ;

23

24 chunk = len - tp->ucopy.len;

25 if (chunk != 0) {

26 NET_ADD_STATS_USER(sock_net (sk), LINUX_MIB_TCPDIRECTCOPYFROMPREQUEUE, chunk) ;
27 len -= chunk;

28 copied += chunk;

29 }

30 }

31 }

AL 5E prequeue PAF G , WA HHT copied seq, H 2B HHHE , WIFHEEH peek  seqo
NG URBARIU — D BO T B

1 if ((flags & MSG_PEEK) &&

2 (peek_seq - copied - urg_hole != tp->copied_seq)) {

3 net_dbg_ratelimited("TCP(%s:%d): Application bug, race in MSG_PEEK\n",
4 current->comm,

5 task_pid_nr(current));

6 peek_seq = tp->copied_seq;

7 }

8 continue;

1 found_ok_skb:

2 /* Ok so how much can we use? */

3 /*

4 REGZ T BB B K E, AT A2

5 B TCP 5514 B AR BB BAE A Z B R B

6 */

7 used = skb->len - offset;

8 if (len < used)

9 used = len;

10

11 /* Do we have urgent data here?

12 WRZB A AW, WRBE S REEZBE T RY.

13 o R A B A Z BT e B, U R A B A K

14 il

15 RGN RB A 0, WU B o F E 8K E =W SN EUE,
16 HF AR AVFRNE E# WS R, B S8 BlE 5
17 WAL WY, NFERAEEREYHERN — 58, wE
18 BRRHENFT. EFEENREE. KB, BRTERHEZLTHA
19 BZEH o, MRARAEET R, RtAREZELIEE skip_copy 4
20 M,

21 PR S BE R TH 0, NFEREAKERE EWKZHE 25 %5
22 B A k.

23 */

24 if (tp—>urg_data) {

25 u32 urg_offset = tp->urg_seq - *seq;

26 if (urg_offset < used) {

27 if (lurg_offset) {

28 if (Isock_flag(sk, SOCK_URGINLINE)) {

29 ++xseq;

30 urg_hole++;

31 offset++;

32 used—-;

33 if (lused)

34 goto skip_copy;

35 }
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36
37
38
39

O ~NO O wWwN =

N NNNNRFR R R B B 2 92 2 3
W NNHFE O WOWNNOD O, WNHFH O O

O ~NOoO O WwWwN =

NNV NNNNNNNONNRRRRRR S 2 2 =
~NOoO O, WNNEHEOOWOWLUNO OO P~ WNEHE OO

}

} else
used = urg_offset;

BT AR B EE AE Do

if

*/

(! (flags & MSG_TRUNC)) {
/*
WH skb_copy_datagram_msg KN EIEZH 2| P =
It EARAE R B AR AR R S HAT 4R,
*/
err = skb_copy_datagram_msg(skb, offset, msg, used);
if (err) {
/* Exzception. Bailout! */
if (!copied)
copied = -EFAULT;
break;

REREFHERN —LSH, WERRHEHFTF. TER
BEWKE, BMRWTUERGRF REZFAD, WREZRA,
MERLREZRESK, SRANBERRREEFT.

*seq += used;

copied += used;

len -= used;

/*tep_rcu_space_adjust HESEN TeP HMWEFH AN */
tcp_rcv_space_adjust(sk) ;

skip_copy:
/*

*/

if

*/
if

N
*

if

/*

*/
if

WREE T T W KEH L, WEFSIEERSEE

REEHITURES, T MEREW R, w7 DRy 3 N HAT e

BELEBEBET.

(tp—>urg_data && after(tp->copied_seq, tp->urg_seq)) {
tp->urg_data = 0;
tcp_fast_path_check(sk);

IR B BRI ), MR AR, TR Rt

Z B EEUR A 7 o TR

(used + offset < skb->len)
continue;

WREABEFFAE FIN 77, MBkHEE found\_fin\_ok AT +/

(TCP_SKB_CB(skb)->tcp_flags & TCPHDR_FIN)
goto found_fin_ok;

WREZERZENEBYYE, BFEEEHE, WT LR ZBE AR S +

M Er, 985 4k 224032 JE S0 B

(! (flags & MSG_PEEK))
sk_eat_skb(sk, skb);

continue;
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28
29
30
31
32
33
34
35
36
37
38

© 0O ~NO 1 WN =

B W W W WWWWWWWNDNDNDNDNDNMNMDNMNMNNNODDNDNEEFERFRFRRRFRRFRRF 2 2
O ©W WO NO O, WNEFOWOWWNOOPAWNEFEFOWOWODLWNOOPM~MWNREO

BT FIN R E—NFE, ERYWERSYFEFERN,
WREEETIZBENSBBIEI LA BEEF BRI, WA U Z B
BT E MR, RERTURET, TFRAEEENERT,
*/
found_fin_ok:
/* Process the FIN. */
++*seq;
if (!(flags & MSG_PEEK))
sk_eat_skb(sk, skb);
break;
} while (len > 0);

if (user_recv) {
//prequeue P\ Z|HE =
if (!skb_queue_empty(&tp->ucopy.prequeue)) {
int chunk;

tp->ucopy.len = copied > O ? len : O;

//2 38 prequeue FAF.

tcp_prequeue_process (sk) ;

/*
WRAENE prequeve RFIH T XH —HMAaHEAFHEAF RH, NFERERKH
AR PR B EEARN L ERKENF T,

*/

if (copied > 0 &% (chunk = len - tp->ucopy.len) !'= 0) {
NET_ADD_STATS_USER (sock_net (sk), LINUX_MIB_TCPDIRECTCOPYFROMPREQUEUE, chunk);
len -= chunk;
copied += chunk;

ﬁ%ﬁ%ﬁ%%i ucopy. task fﬂ ucopy. len, %%iﬁfﬂ}ﬁE%ﬁﬁﬁ%%ifiﬂiikﬁ%o ii*?gﬁﬁtig prequeue EK?HHT,
To¥BEEHENA A RE, BYREFEREH tep_low_latency WIEWT, A P#2EE SRR
i, TANSKHFELELZHEA P ZHE,
*/
tp->ucopy.task = NULL;
tp->ucopy.len = O;
}
\end

ERBERSEEE, FERIRNZEH ST REACKE, FHREFIHERERZACKE, HRE 2/ F R
R B BE BB T Ko
\begin{minted} [linenos]{c}
/* According to UNIX98, msg_name/msg_namelen are ignored
* on connected socket. I was just happy when found this 8) —--ANK
*/

/% Clean up data we have read: This will do ACK frames. */
tcp_cleanup_rbuf (sk, copied);

release_sock(sk);
return copied;

R, T LB HABNE BOA AT
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O ~NO O W=

e e e e e e e
© 00 ~NO 01 WD K- OO

/*
WRAEFHAEFIER 1 HiE, ReREI N, AUERERERESZED,
*/
out:
release_sock(sk);
return err;
/*
RN AN AR, 3R A tep_recu_urg I,
*/
recv_urg:
err = tcp_recv_urg(sk, msg, len, flags);
goto out;
/*
72 X—FRTHLHR?
*/
recv_sndq:
err = tcp_peek_sndq(sk, msg, len);
goto out;
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LinuxPAI4% 4% B 4R IS0 72

RRE

F

BSD sock_recvmsg
Socket B

y

inet_recvmsg

tep_recvmsg

INET BASIR & s

Socket B

15 A E tcp_prequeue R E R M EprequeuefA 51

2

y
|

'

tep_vé_rev S !
'

'

v v

REAS [
sk_backlog |

ip_local_deliver Rt

prequeceha)

S EIfE R AL EL

- KN

=

ip_rv_finished

RO, B
REA A L5 E
ORTIE, AT
T |
ip_roviEi
BHE
FIER SO
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1 /*

2 Location:

3

4 net/ipv4/tep_ipv4.c

5

6 Function:

7

8 EAE H oA — AN EEE,

9

10 Parameters:

11

12 sk: TR Hr¥E 5

13 vaddr: #FMIEEH, &4 PR I F B AR R B 33k F B

14 addr_len : E &K F

15 */

16 int tcp_v4_connect(struct sock *sk, struct sockaddr *uaddr, int addr_len)
17 {

18 /*

19 sockaddr_in EMERA TR —A Internet (IP) EHFHHIL
20 */
21 struct sockaddr_in *usin = (struct sockaddr_in *)uaddr;
22 struct inet_sock *inet = inet_sk(sk);
23 struct tcp_sock *tp = tcp_sk(sk);
24 /*
25 ZE-S/SPER S il

26 bel6 means 16 bits stored with big-endian

27 be32, the same.

28 */

29 __bel6 orig_sport, orig_dport;

30 __be32 daddr, nexthop;

31 struct flowid *£fl14;

32 struct rtable *rt;

33 int err;

34 struct ip_options_rcu *inet_opt;

35

36 /* Kede B WK E RS AR *+/

37 if (addr_len < sizeof (struct sockaddr_in))

38 return -EINVAL; //Invalid argument %1% % 22
39

40 /* Rt YUk R R EH »/

41 if (usin->sin_family != AF_INET) //IPVj HiibH

42 return -EAFNOSUPPORT; //Address family not supported by protocol
43

44 /x BT — Bk fo B oy MR BN A PR IP L +/

45 nexthop = daddr = usin->sin_addr.s_addr;

46 inet_opt = rcu_dereference_protected(inet->inet_opt,

47 sock_owned_by_user(sk));
48 /x WRBFIRAEEEd, W T Bk &N 1P BT H faddr-first hop address*/
49 if (inet_opt && inet_opt->opt.srr) {

50 if (!daddr)

51 return -EINVAL;

52 nexthop = inet_opt->opt.faddr;

53 }

_ETAl reu_dereference protected EREUHE T RCU 8, RCU BiHYFEARN 412 019.6.1.
VSRR % R A —PPRR R B ORI o — R pR AR B R T . A Y

AR PR AT R, PIAEA 2 ARSI, T DARIEE IRkt
BB R A
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1 orig_sport = inet->inet_sport;

2 orig_dport = usin->sin_port;

3 £f14 = ginet->cork.fl.u.ip4; /AR ipug B

4 /x RBREFWBHEZER, wREEERST, NAEK—MIEHEEEFT,
5 ENEFRAET AT LR RLEN svv B, W EXEEW A K4
6 LA B — Ak B i R E AL

7 */

8 rt = ip_route_connect(f14, nexthop, inet->inet_saddr,

9 RT_CONN_FLAGS(sk), sk->sk_bound_dev_if,
10 IPPROTO_TCP,

11 orig_sport, orig_dport, sk);

12 /x W igst R EHB +/

13 if (IS_ERR(rt)) {

14 err = PTR_ERR(rt);

15 if (err == -ENETUNREACH) //Network is unreachable
16 IP_INC_STATS(sock_net(sk), IPSTATS_MIB_OUTNOROUTES) ;
17 return err;

18 }

P4 IS ERR. PTR_ERR WEAANZ, 152009.2.1.2.

1 /*TCP TR ER AN AB XL BN R EFI +/

2 if (rt->rt_flags & (RTCF_MULTICAST | RTCF_BROADCAST)) {

3 ip_rt_put(rt);

4 return -ENETUNREACH; //Network is unreachable

5 }

6

7 /x R IP WA RRF XA B REw Ty, WAAERKINEZER +/
8 if (!inet_opt || !inet_opt->opt.srr)

9 daddr = fl4->daddr;

10

11 /% WMREAH R E R A, WXE N EFTF ORI ~/

12 if (!inet->inet_saddr)

13 inet->inet_saddr = fl4->saddr;

14 sk_rcv_saddr_set(sk, inet->inet_saddr);

15

16 /*

17 R E R R R ERAL, NEELRS

18 re_opt: tcp_options_received

19 */
20 if (tp->rx_opt.ts_recent_stamp && inet->inet_daddr != daddr) {
21 /* Reset inherited state */
22 /x T—MEREW TeP R E I RE BE «/

23 tp->rx_opt.ts_recent = 0;

24 /% REUCEN B B B BB +/

25 tp->rx_opt.ts_recent_stamp = 0O;

26 /*What does it means repair*/

27 if (likely(!tp->repair))

28 tp->write_seq = 0;

29 }

30

31 /*

32 ZERAT tw_recycle:time wait recycle WIFILT, T |E &
33 CRAKRREE Y TIME WAIT H#.

34 */

35 if (tcp_death_row.sysctl_tw_recycle &&

36 ltp->rx_opt.ts_recent_stamp && fl4->daddr == daddr)

37 tcp_fetch_timewait_stamp(sk, &rt->dst);

38
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39 /% ZBEMBHIE +/

40 inet->inet_dport = usin->sin_port;

41 sk_daddr_set (sk, daddr);

42

43 inet_csk(sk)->icsk_ext_hdr_len = 0;

44 if (inet_opt)

45 inet_csk(sk)->icsk_ext_hdr_len = inet_opt->opt.optlen;

46

47 /* RE MSS KN */

48 tp->rx_opt.mss_clamp = TCP_MSS_DEFAULT;

49

50 /* Socket identity is still unknown (sport may be zero).

51 * However we set state to SYN-SENT and not releasing socket

52 * lock select source port, enter ourselves into the hash tables and
53 * complete initialization after this.

54 */

55 /% Y& TCP WPRARE N SYN_SENT */

56 tcp_set_state(sk, TCP_SYN_SENT);

57 err = inet_hash_connect(&tcp_death_row, sk);

58 if (err)

59 goto failure;

60

61 sk_set_txhash(sk);

62

63 /*

64 WRF O HE EHR O X AR, NWFEEHERKES,

65 SRR EZRFINEN sk FRAENKEZFI,

66 */

67 rt = ip_route_newports(fl4, rt, orig_sport, orig_dport,

68 inet->inet_sport, inet->inet_dport, sk);

69 if (IS_ERR(rt)) {

70 err = PTR_ERR(rt);

71 rt = NULL;

72 goto failure;

73 }

74 /x WEHHIRREEET +/

75 sk->sk_gso_type = SKB_GSO_TCPV4;

76 sk_setup_caps(sk, &rt->dst);

77

78 /*

79 WREAREFS, WitEWHEFZ

80 FF5 5307 833k 5 3 0 5k R

81 */

82 if (!tp->write_seq && likely(!tp->repair))

83 tp->write_seq = secure_tcp_sequence_number (inet->inet_saddr,
84 inet->inet_daddr,
85 inet->inet_sport,
86 usin->sin_port) ;
87

88 /*

89 TH I ¥ id HeE

90 2REE jiffies ARILTKE RAB S URF EHTIHE LK

01 */

92 inet->inet_id = tp->write_seq ~ jiffies;

93

94 /% B tep_comnect MIEIHKE STV B »/

95 err = tcp_connect(sk);

96

97 rt = NULL;
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if (err)
goto failure;

return 0O;

BESEK, tep_va_connect EAEARE IR ALHY H AL, BEELF TR I,
NG A IRAEIX i RE P LR R, W 2R B S5 R AL FRACAD

/% ¥R AR E N TCP CLOSE, Bikswd, 3HiR[E 4R,

*/
tcp_set_state(sk, TCP_CLOSE);
ip_rt_put(rt);
sk->sk_route_caps = 0;
inet->inet_dport = 0;
return err;

5.1.2.3 tcp_connect

b tep_va_connect & T— RYIH AW, 2 JFEIEME SYN BLHH I #EE
thp_connectﬁPo FETOk, AR ITIX D 5L

/%
Location:

net/ipv4/tep_output.c
Function:

ZE PR TR KL SN &,
Parameter:

sk: fEiriEdlk,
*/
int tcp_connect(struct sock *sk)
{

struct tcp_sock *tp = tcp_sk(sk);
struct sk_buff *buff;
int err;

/* W tep HHE +/
tcp_connect_init(sk);

KT tep connect init HLZAIANL, 1EZM8.5.1.1.

if (unlikely(tp->repair)) { //what does it mean repair?
/* R repair MIWE 1, WALLR TCP HHE */
tcp_finish_connect(sk, NULL);
return O;

}

/% R sk_buff */
buff = sk_stream_alloc_skb(sk, 0, sk->sk_allocation, true);
if (unlikely(!buff))
return -ENOBUFS; //No buffer space available
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/* Wit skb, FH H I write_seq E */
tcp_init_nondata_skb(buff, tp->write_seq++, TCPHDR_SYN);

KT tep init nondata skb BEZHINE, 1EZ8.5.1.2.

5.1.3

/% K EEEE 2/

tp->retrans_stamp = tcp_time_stamp;

/% FESATH sk_buff BB LERF|F +/
tcp_connect_queue_skb(sk, buff);

/%
ECN (Ezplicit Congestion Notification,)
XF R A EEH
*/
tcp_ecn_send_syn(sk, buff); //what does this function do?
/*

Kt SYN &, XEFEBLLET Fast Open HWEN, BEHRE
[ DAFE 2 B SL BN RHIR ] B R 4K
*/
err = tp->fastopen_req ? tcp_send_syn_data(sk, buff) :
tcp_transmit_skb(sk, buff, 1, sk->sk_allocation);
if (err == -ECONNREFUSED) /*Connection refused*/
return err;

/* We change tp->snd_nzt after the tcp_transmit_skb() call

* 4n order to make this packet get counted in tcpOutSegs.

*/
tp->snd_nxt = tp->write_seq; //send next F—MFRXEFTHTFH 5
/*pushed_seq means Last pushed seq, required to talk to windows???*/
tp—>pushed_seq = tp->write_seq;
TCP_INC_STATS(sock_net(sk), TCP_MIB_ACTIVEOPENS);

/% WE B ELERE 2/

inet_csk_reset_xmit_timer(sk, ICSK_TIME_RETRANS,
inet_csk(sk)->icsk_rto, TCP_RTO_MAX);

return 0;

BRIEF: #ZFI SYN+ACK €

5.1.3.1 EXFAAXR

5.1.3.2 tcp_rcv_state_process

tcp_rcv_state_processSLIL | TCP ARESHUHXTAZ M — B9 o % RET LA
% ESTABLISHED 1 TIME WAIT ARALAIMIIEN T AFEESOS R X5, FRATOE
D EBEFRAEN NI, f55.1.2.29, AT IFIENAGH, &P umkix SYN 85,
SRS HLIE E A TCP_SYN_SENTIRZS e R, FRAVAEE AT IZRAES S .

/%

Location:

net/ipv4/tep_input.c

Function:
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tcp_parse_options

tcp_ecn_tev_synack

tep_init_wl
tcp_ack

tcp_rcv_synsent_state_process tep_mtup_init

tcp_sync_mss
tep_initialize_rev_mss
tep_finish_connect
/_,—--""’______ o o ______""'“--H‘_\ SRR, Eh tep_send_ack
t\xktcp_rcv_state_process./ F tep_urg
- __kfree_skb
tcp_data_snd_check
4 5.2: Client:Receive SYN+ACK

7

8 This function implements the recetving procedure of RFC 793 for

9 all states except ESTABLISHED and TIME_WAIT.

10 It's called from both tcp_v4_rcv and tcp_v6_rcv and should be

11 address tndependent.

12

13 Paramater:

14

15 sk: R E R,

16 skb: ZFHFH,

17 */

18 int tcp_rcv_state_process(struct sock *sk, struct sk_buff *skb)

19 {

20 struct tcp_sock *tp = tcp_sk(sk);

21 struct inet_connection_sock *icsk = inet_csk(sk);

22 const struct tcphdr *th = tcp_hdr(skb);

23 struct request_sock *req;

24 int queued = 0;

25 bool acceptable;

26

27 /* FRBKEW TeP BAFE TCP BRI TR 72 whyx/

28 tp—->rx_opt.saw_tstamp = 0;

29

30 switch (sk->sk_state) {

31 case TCP_CLOSE:

32 /% CLOSE KAWL IERE +/

33

34 case TCP_LISTEN:

35 /* LISTEN KA AR +/

36

37 case TCP_SYN_SENT:

38 /x REBRE W BEB +/

39 queued = tcp_rcv_synsent_state_process(sk, skb, th);

40 if (queued >= 0)

41 return queued;

42

43 /x REZLHEARNEEHEEFERE +/
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tcp_urg(sk, skb, th);
/x BHBEE +/
__kfree_skb(skb) ;
tcp_data_snd_check(sk) ;
return O;

}

/x RBHMERGRE +/
}

KT tep_urg HITEANE, 1H208.11.3.1.

5.1.3.3 tcp_rcv_synsent_state_process

FARPE AR S Etcp_rcv_synsent_state_processH, Wil il LAEH, 1%

PRECEET T TALFE SYN  SENT ARA NI RN EHE 17510 .

/*

Location:
net/ipv4/tep_input.c
Function:
23 syn B RFEHRA,
Parameter:

sk: TR
skb: &%
th:tcp HHOCH K

*/

static int tcp_rcv_synsent_state_process(struct sock *sk, struct sk_buff *skb,

const struct tcphdr *th)
{
struct inet_connection_sock *icsk = inet_csk(sk);
struct tcp_sock *tp = tcp_sk(sk);
struct tcp_fastopen_cookie foc = { .len = -1 };
int saved_clamp = tp->rx_opt.mss_clamp;

/x BT TCP #I, FHRFAEFMEF KT +/
tcp_parse_options(skb, &tp->rx_opt, 0, &foc);
/*
rcu_tsecr RERE—REREIX MM TCP By i 8]
BT oy R B B AT, 2e?

tsoffset means timestamp offset
*/
if (tp->rx_opt.saw_tstamp && tp->rx_opt.rcv_tsecr)
tp->rx_opt.rcv_tsecr -= tp->tsoffset;

KT tep_parse_options HIHZHINE, 152 18.6.1.2.

FETRIIER S, WA IE TCP WS AR SEEH B AT o 7 E R HHBLAY RFCT793

REHA TCP i) REC JESCH SO
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if (th->ack) {
/* rfc793:
* "If the state is SYN-SENT then

first check the ACK bit

* If the ACK bit is set

* If SEG.ACK =< 1SS, or SEG.ACK > SND.NXT, send
* a reset (unless the RST bit is set, if so drop
*
*

*

the segment and return)”
1SS REMMBERKEFS (Initial Send Sequence number)
snd_una TP EFR, RE—DRBHALNTE
*/
if (lafter(TCP_SKB_CB(skb)->ack_seq, tp->snd_una) |
after (TCP_SKB_CB(skb)->ack_seq, tp->snd_nxt))
goto reset_and_undo;
/% b IRAE T L H BRI/
if (tp->rx_opt.saw_tstamp && tp->rx_opt.rcv_tsecr &&
Ibetween (tp->rx_opt.rcv_tsecr, tp->retrans_stamp,
tcp_time_stamp)) {
NET_INC_STATS_BH(sock_net(sk), LINUX_MIB_PAWSACTIVEREJECTED) ;
goto reset_and_undo;

EHE—BURYE RFC EHIB ACK HMER SAEMIG AL ST — 5 20E, R
AME, MKE—1TEE.

/% Wi, Ack EA#EZT

* "If the RST bit is set

* If the ACK was acceptable then signal the user "error:
* connection reset", drop the segment, enter CLOSED state,
* delete TCB, and return."

*/

if (th->rst) {
tcp_reset(sk);
goto discard;

RO, FIT VIR AR RST £, IRIZE T RST, WEFiZHU, H it CLOSED
%7{;50
/* rfc793:

* "fifth, if neither of the SYN or RST bits is set then
drop the segment and return.”

See note below!
--ANK (990513)

if (!'th->syn)
goto discard_and_undo;

25, HiE RFC s, R REIRE SYN i, thi%ai%E RST {7, B4t
HEFM., AIECEHM T RST 627, FIt, XHEHEWM—TF SYN fif.
N R HESSIEA S ESTABLISHED JIRAS T .
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/* rfc793:
* "If the SYN bit is on ...
* are acceptable then ...
* (our SYN has been ACKed), change the connection
* state to ESTABLISHED..."
*/

tcp_ecn_rcv_synack(tp, th);

/*x W5 EOH RS »/
tcp_init_wl(tp, TCP_SKB_CB(skb)->seq);
/% WL AcK*/

tcp_ack(sk, skb, FLAG_SLOWPATH);

/* Ok.. it's good. Set up sequence numbers and
* move to established.
*/
tp->rcv_nxt = TCP_SKB_CB(skb)->seq + 1;
TCP_SKB_CB(skb)->seq + 1;

tp->rcv_wup

X SYN Fl SYN/ACK BUEABHTHE AR T RFC1323 & MK R HINA,
FATAE 1.3 20T T PEANPTIE . B FORTFENIEE 1% DGR 2 4L, S84 E
o

/* RFC1323: The window in SYN & SYN/ACK segments is
* never scaled.
*/
tp->snd_wnd = ntohs(th->window); //network to host short int

/* wscale_ ok MEERFEEXHFHFIY AEHTF
window_clamp V3 H 0 & KME
*/
if (!tp->rx_opt.wscale_ok) {
tp->rx_opt.snd_wscale = tp->rx_opt.rcv_wscale = O;
tp->window_clamp = min(tp->window_clamp, 65535U);
}

MRS RO I, BOEMR B TCP SKHb L .

if (tp->rx_opt.saw_tstamp) {
tp->rx_opt.tstamp_ok= 1;
tp->tcp_header_len =
sizeof (struct tcphdr) + TCPOLEN_TSTAMP_ALIGNED;
/* BEEIKE */
tp->advmss -= TCPOLEN_TSTAMP_ALIGNED;
tcp_store_ts_recent (tp);
} else {
tp->tcp_header_len = sizeof (struct tcphdr);
}

2SR ET S FACK M. FACK 27 SACK HUH| &AM SACK HT ik
TR 248 T TR EAL . JT S SACK J&, ATLAE &k REAE TR, 1Y
EEAE AL, Sdt—H SEINEEN ) FASK FRMEL L b B ZE s # .
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if (tcp_is_sack(tp) && sysctl_tcp_fack) //sysctl: system control
tcp_enable_fack(tp);

BJGHIIAE MTU MSS 20058 TCP HEfkid

tcp_mtup_init(sk);
tcp_sync_mss(sk, icsk->icsk_pmtu_cookie);
tcp_initialize_rcv_mss(sk);

/* Remember, tcp_poll() does mot lock socket!
* Change state from SYN-SENT only after copied_seq
* 45 initialized. */

tp->copied_seq = tp->rcv_nxt;

smp_mb () ;
tcp_finish_connect(sk, skb);

5, JHRA P — SRR A5 . Fast Open JE AN T, SYN B AEUE. X HE
WH tcp_rcv_fastopen_synackPR&ALEE SYN S AR o

if ((tp->syn_fastopen || tp->syn_data) &&
tcp_rcv_fastopen_synack(sk, skb, &foc))
return -1;

/* WIEBHNHENERFHIAER 222 Confused+/
if (sk->sk_write_pending ||
icsk->icsk_accept_queue.rskq_defer_accept ||
icsk->icsk_ack.pingpong) {
/* Save one ACK. Data will be ready after
several ticks, tf write_pending is set.

*
*
* It may be deleted, but with this feature tcpdumps
* look so _wonderfully_ clever, that I was not able
* to stand against the temptation 8) -—ANK
*/
inet_csk_schedule_ack(sk);
icsk->icsk_ack.lrcvtime = tcp_time_stamp;
tcp_enter_quickack_mode(sk) ;
inet_csk_reset_xmit_timer(sk, ICSK_TIME_DACK,

TCP_DELACK_MAX, TCP_RTO_MAX);

__kfree_skb(skb);
return O;
} else {
/* BB ACK A +/
tcp_send_ack(sk);
}

return -1;

e JE L R R AL
/% HNZAXERE LT LEE ACK =/
if (th->rst) {

/* rfc793:
* "ITf the RST bit ts set
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6 *

7 * Otherwise (no ACK) drop the segment and return.”

8 *» IRWET RST &, WHEZEFHRE,

9 */

10

11 goto discard_and_undo;

12 }

13

14 /* PAWS 1% +/

15 if (tp->rx_opt.ts_recent_stamp && tp->rx_opt.saw_tstamp &&

16 tcp_paws_reject (&tp->rx_opt, 0))

17 goto discard_and_undo;

18

19 /* IXF SYN Wik Ack WAL +/

20 if (th->syn) {

21 /* We see SYN without ACK. It is attempt of

22 * simultaneous connect with crossed SYNs.

23 * Particularly, it can be connect to self.

24 */

25 tcp_set_state(sk, TCP_SYN_RECV);

26

27 /* TEHNABEMMEILE—H +/

28 if (tp->rx_opt.saw_tstamp) {

29 tp->rx_opt.tstamp_ok = 1;

30 tcp_store_ts_recent (tp);

31 tp->tcp_header_len =

32 sizeof (struct tcphdr) + TCPOLEN_TSTAMP_ALIGNED;
33 } else {

34 tp->tcp_header_len = sizeof(struct tcphdr);

35 }

36

37 tp->rcv_nxt = TCP_SKB_CB(skb)->seq + 1;

38 tp->copied_seq = tp->rcv_nxt;

39 tp->rcv_wup = TCP_SKB_CB(skb)->seq + 1;

40

41 /* RFC1323: The window in SYN & SYN/ACK segments is

42 * never scaled.

43 */

44 tp->snd_wnd = ntohs(th->window) ;

45 tp->snd_wll = TCP_SKB_CB(skb)->seq;

46 tp->max_window = tp->snd_wnd;

47

48 tcp_ecn_rcv_syn(tp, th);

49

50 tcp_mtup_init (sk) ;

51 tcp_sync_mss(sk, icsk->icsk_pmtu_cookie);

52 tcp_initialize_rcv_mss(sk);

53

54 tcp_send_synack(sk) ;

55 #if 0

56 /* Note, we could accept data and URG from this segment.

57 * There are no obstacles to make this (except that we must
58 * either change tcp_recumsg() to prevent it from returning data
59 * before 3WHS completes per RFC793, or employ TCP Fast Open).
60 *

61 * However, tif we ignore data in ACKless segments sometimes,
62 * we have no reasons to accept it sometimes.

63 * Also, seems the code doing it in step6 of tcp_rcu_state_process
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64 * 45 not flawless. So, discard packet for sanity.
65 * Uncomment this return to process the data.
66 */

67 return -1;

68 #else

69 goto discard;

70 #endi f

71 }

72 /% "fifth, if neither of the SYN or RST bits is set then
73 * drop the segment and return.”

74 */

75

76 discard_and_undo:

77 tcp_clear_options(&tp->rx_opt);

78 tp->rx_opt.mss_clamp = saved_clamp;

79 goto discard;

80

81 reset_and_undo:

82 tcp_clear_options(&tp->rx_opt) ;

83 tp—->rx_opt.mss_clamp = saved_clamp;

84 return 1;

85 }

5.1.3.4 tcp_ack

1 /*

2 Location:

3

4 net/ipv4/tep_input.c

5

6 Function:

7

8 Thts routine deals with incoming acks, but not outgoing ones.
9

10 Parameter:

11

12 sk: i F %k,

13 skb: ZF K,

14 flag:

15 */

16 static int tcp_ack(struct sock *sk, const struct sk_buff *skb, int flag)
17 {

18 struct inet_connection_sock *icsk = inet_csk(sk);

19 struct tcp_sock *tp = tcp_sk(sk);
20 struct tcp_sacktag_state sack_state;
21 u32 prior_snd_una = tp->snd_una;
22 u32 ack_seq = TCP_SKB_CB(skb)—>seq;/Vﬁiﬁé/?‘%
23 u32 ack = TCP_SKB_CB(skb)->ack_seq;//# A5
24 bool is_dupack = false;
25 u32 prior_fackets;

26 int prior_packets = tp->packets_out;

27 const int prior_unsacked = tp->packets_out - tp->sacked_out;
28 int acked = 0; /* Number of packets newly acked */

29 /*2x/

30 sack_state.first_sackt.v64 = 0;

31

32 /% We very likely will need to access write queue head. */
33 prefetchw(sk->sk_write_queue.next);
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34
35 /* If the ack is older than previous acks
36 * then we can probably ignore it.
37 */
38 if (before(ack, prior_snd_una)) {
39 /* RFC 5961 5.2 [Blind Data Injection Attack].[Mitigation] */
40 if (before(ack, prior_snd_una - tp->max_window)) {
41 tcp_send_challenge_ack(sk, skb);
42 return -1;
43 }
44 goto old_ack;
45 }
46
47 /* If the ack includes data we haven't sent yet, discard
48 * this segment (RFC793 Section 3.9).
49 */
50 if (after(ack, tp->snd_nxt))
51 goto invalid_ack;
52
53 if (icsk->icsk_pending == ICSK_TIME_EARLY_RETRANS ||
54 icsk->icsk_pending == ICSK_TIME_LOSS_PROBE)
55 tcp_rearm_rto(sk); /+* = EAMEELE B £/
56 /* WHBEZAKET snd_una fLE */
57 if (after(ack, prior_snd_una)) {
58 flag |= FLAG_SND_UNA_ADVANCED;
59 icsk->icsk_retransmits = 0;

60 }

61

62 prior_fackets = tp->fackets_out;

63

64 /* ts_recent update must be made after we are sure that the packet
65 * 45 in window.

66 */

67 if (flag & FLAG_UPDATE_TS_RECENT)

68 tcp_replace_ts_recent (tp, TCP_SKB_CB(skb)->seq);/* F-iffif[A] E +/

KT tep_replace ts recent HEZMINE, 152 IL8.8.2.

1 /% IRPATH R IR B HRINT KT AWM snd_unar/

2 if (!(flag & FLAG_SLOWPATH) && after(ack, prior_snd_una)) {
3 /* Window s constant, pure forward advance.

4 * No more checks are required.

5 * Note, we use the fact that SND.UNA>=SND.WLZ2.

6 */

7 /x BHEOWAAR, tp->snd_wll = seq;*/

8 tcp_update_wl(tp, ack_seq);

9 /% BH sndunax/

10 tcp_snd_una_update(tp, ack);

11 /% FRRHATT B +/

12 flag |= FLAG_WIN_UPDATE;

13 /x BRFEEN T EARREREBE +/

14 tcp_in_ack_event (sk, CA_ACK_WIN_UPDATE) ;

15

16 NET_INC_STATS_BH(sock_net (sk), LINUX_MIB_TCPHPACKS);

KT tep_snd_una_update HLZAAL, iH218.9.2.1.
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} else {
/x BEBEAE x/
u32 ack_ev_flags = CA_ACK_SLOWPATH;
/x FBT ACK RERABBEH RN +/
if (ack_seq !'= TCP_SKB_CB(skb)->end_seq)
flag |= FLAG_DATA;
else
NET_INC_STATS_BH(sock_net(sk), LINUX_MIB_TCPPUREACKS);
sx BFRBED %/
flag |= tcp_ack_update_window(sk, skb, ack, ack_seq);

KF tep_ack _update_window HEZHINE, 15278.10.2.2.

/* FAE SACK #T, MILEHRHEA »/
if (TCP_SKB_CB(skb)->sacked)
flag |= tcp_sacktag_write_queue(sk, skb, prior_snd_una,
&sack_state);
/x MMEEFE ECERE +/
if (tcp_ecn_rcv_ecn_echo(tp, tcp_hdr(skb))) {
flag |= FLAG_ECE;
ack_ev_flags |= CA_ACK_ECE;

if (flag & FLAG_WIN_UPDATE)
ack_ev_flags |= CA_ACK_WIN_UPDATE;

tcp_in_ack_event(sk, ack_ev_flags);

/* We passed data and got it acked, rTemove any soft error
* log. Something worked. ..
*/
sk->sk_err_soft = 0;
icsk->icsk_probes_out = 0;
/x BB +/
tp->rcv_tstamp = tcp_time_stamp;
/x RIEEARXBEWE, BAUkKE »/
if (!prior_packets)
goto no_queue;

/* See i1f we can take anything off of the retransmit queue. */

acked = tp->packets_out;

flag |= tcp_clean_rtx_queue(sk, prior_fackets, prior_snd_una,
&sack_state);

/* REFAHEHKE */

acked -= tp->packets_out;

/*
tep_ack_is_dubious Fl T HIBT Ack ZFZFHH
1.ACK RFREAW
2. RARHH SACk A3 HH ECE
3. A Z Open &
REH—TAERSRE 1.
*/

if (tcp_ack_is_dubious(sk, flag)) {
is_dupack = !(flag & (FLAG_SND_UNA_ADVANCED | FLAG_NOT_DUP));
tcp_fastretrans_alert(sk, acked, prior_unsacked,
is_dupack, flag);

KT tep ack is dubious HHEZ N, 152 108.9.1.2. KT tep fastretrans alert
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MHEZNE, 152 .8.10.1.2.

if (tp->tlp_high_seq)
tcp_process_tlp_ack(sk, ack, flag);

/* Advance cwnd if state allows */
if (tcp_may_raise_cwnd(sk, flag))
tcp_cong_avoid(sk, ack, acked);
/*
R ACK BN BRI EE I HAE. Syv B U RBKREFN sack HTBFH
BRI Ack REAM, WA 7tk Hrds & P i Hr i B i & TUR A N
*/
if ((flag & FLAG_FORWARD_PROGRESS) || !(flag & FLAG_NOT_DUP)) {
struct dst_entry *dst = __sk_dst_get(sk);
if (dst)
dst_confirm(dst);
}
if (icsk->icsk_pending == ICSK_TIME_RETRANS)
tcp_schedule_loss_probe(sk);
tcp_update_pacing_rate(sk) ;
return 1;

BTk, P ELA —CENER, AE T .

/* If data was DSACKed, see if we can undo a cwnd reduction. */
if (flag & FLAG_DSACKING_ACK)
tcp_fastretrans_alert(sk, acked, prior_unsacked,
is_dupack, flag);
/* If this ack opens up a zero window, clear backoff. It was
* being used to time the probes, and is probably far higher than
* 1t needs to be for normal retransmission.
*/
if (tcp_send_head(sk))
tcp_ack_probe(sk) ;

if (tp->tlp_high_seq)
tcp_process_tlp_ack(sk, ack, flag);
return 1;

SOCK_DEBUG(sk, "Ack %u after %u:%u\n", ack, tp->snd_una, tp->snd_nxt);
return -1;

/* If data was SACKed, tag it and see if we should send more data.
* If data was DSACKed, see if we can undo a cwnd reduction.
*/
if (TCP_SKB_CB(skb)->sacked) {
flag |= tcp_sacktag_write_queue(sk, skb, prior_snd_una,
&sack_state);
tcp_fastretrans_alert(sk, acked, prior_unsacked,
is_dupack, flag);

SOCK_DEBUG(sk, "Ack %u before %u:%u\n", ack, tp->snd_una, tp->snd_nxt);
return 0;
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5.1.4 B=XEF: £iX ACK &
5.1.4.1 EXFHAXR

tcp_ca_event

alloc_skb
skb_reserve
f, \ tcp_init_nondata_skb
( tcp_send_ack )

- skb_set_tcp_pure_ack

skb_mstamp_get

tcp_transmit_skb

K 5.3: Client:Send ACK

5.1.4.2 tcp_send_ ack

FE5. 1.3 A R e, FROTEFI BTN T tep_send_ack O KA L ACK £, M
MBS = AR T

1 /*

2 Location

3

4 net/ipv4/tep_output.c

5

6 Function:

7

8 Thts routine sends an ack and also updates the window.
9 O BR T K% ACK, FFEFEH T AN
10

11 Parameter:

12

13 sk: feHriEd

14

15 */

16 void tcp_send_ack(struct sock *sk)

17 {

18 struct sk_buff *buff;
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/x MRYUMWEHEFEERANAT, BLAFERE, */
if (sk->sk_state == TCP_CLOSE)
return;
/x WEBR */
tcp_ca_event (sk, CA_EVENT_NON_DELAYED_ACK) ;

/* We are not putting this on the write queue, so
* tep_transmit_skb() will set the ownership to this
* sock.
* KB AL E
*/
buff = alloc_skb(MAX_TCP_HEADER, sk_gfp_atomic(sk, GFP_ATOMIC));
if ('buff) {
inet_csk_schedule_ack(sk);
inet_csk(sk)->icsk_ack.ato = TCP_ATO_MIN;
inet_csk_reset_xmit_timer(sk, ICSK_TIME_DACK,
TCP_DELACK_MAX, TCP_RTO_MAX);
return;

}

/* W Ack A x/
skb_reserve(buff, MAX_TCP_HEADER) ;
tcp_init_nondata_skb(buff, tcp_acceptable_seq(sk), TCPHDR_ACK) ;

/* We do not want pure acks influencing TCP Small Queues or fgq/pacing
* too much.

SKB_TRUESIZE (max (1 .. 66, MAX_TCP_HEADER)) %s unfortunately ~784
We also avoid tcp_wfree() overhead (cache line miss accessing

* %

*

tp->tsq_flags) by using regular sock_wfree()
*/
skb_set_tcp_pure_ack(buff) ;

/* BARE BB RE ACK B */

skb_mstamp_get (&buff->skb_mstamp) ;

tcp_transmit_skb(sk, buff, 0, sk_gfp_atomic(sk, GFP_ATOMIC));
}

FF tep_init nondata skb HZ N IES IL8.5.1.2.

5.2 TCP #afTH-RE=5

5.2.1 EKRIE

tep FEBEMEEIFTIT, WS SE0ET listen WM. AT —A TN, B REEE
FIRGEs, CETEAT ANHEIEAT listen WHYE? AXERE], BIEBINREANFHE TCP &
B AR A%, S AT listen W 23 listen WHZ G, REENHIHL
Ol T — M ERE, LIRS AR, MAS AT EmEdE.

AR P T G SR SYN B, SRJE1RIE SYN+ACK B, &/l ACK B,
SR T STIERE
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tep_check_sum_complete

tep_rev_state_process tep_v4_conn_tequest tcp_conn_request

tep_v4_cookie_check

tep_syn_flood_action
Teqsk_alloc
tcp_clear_options
tcp_parse_options
icp_openreq_init

top_peer_is_proven

icp_ecn_create_request
tep_reqsk_record_syn
tep_try_fastopen

send_synack inet_csk_regsk_queue_add

inet_csk_reqsk_queue_hash_add send_synack

Kl 5.4: Server:Receive SYN

5.2.2 HF—RXIEF: &5 SYN &
5.2.2.1 EXFAXR

5.2.2.2 tcp_v4_do_rcv

FERATH —KIET R, TCP 4R4ET LISTEN ARZS. s fil el ab 2 Yy

Bl tep_va_do_rcviALH,

— =
H O O 00 ~NO Ol WN =

NN NRNNNRNDRN R E R
XN EWONROW©OOWWNOOC D™ WN

1t's spinlock held when we get
TCP_LISTEN socket.

We have a potential double-lock case here, so even when

doing backlog processing we use the BH locking scheme.

This ©s because we cannot sleep with the original spinlock

/*
Location:
net/ipv4/tep_ipu4.c
Function:
The socket must have
here, unless it is a
held.
Parameter:
sk: R H B
skb: s H Pk o X
*/

int tcp_v4_do_rcv(struct sock *sk, struct sk_buff *skb)

{

struct sock *rsk;

/* BB TRRNKG */

/x ETHEHE T oamRnt, HEEEEmER +/
if (tcp_checksum_complete(skb))

goto csum_err;

KT tep checksum  complete HEZNZ, 152 018.4.1.
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if (sk->sk_state == TCP_LISTEN) {
/* SEATHH M cookie B */
struct sock *nsk = tcp_v4_cookie_check(sk, skb);

if (!'nsk)
goto discard;

if (nsk != sk) {
sock_rps_save_rxhash(nsk, skb);
sk_mark_napi_id(nsk, skb);
if (tcp_child_process(sk, nsk, skb)) {

rsk = nsk;
goto reset;
}
return 0O;
}
} else

sock_rps_save_rxhash(sk, skb);

B ORAEI R ER AL, 7E Linux B TCP SZIH, tcp_rcv_state_process iR
PR R 44 TCP BPIRESHL. ASIEZ SYN B, HAIG R I BER 2 h &3 45 1% R 5L
b,

/x RBEWREW syv B, RE 1, kA HEER +/
if (tcp_rcv_state_process(sk, skb)) {

rsk = sk;

goto reset;
¥

return O;

tcp_v4_send_reset(rsk, skb);

kfree_skb(skb);
/* Be careful here. If this function gets more complicated and
* gcc suffers from register pressure on the 86, sk (in \Jebz)
* might be destroyed here. This current version compiles correctly,
* but you have been warned.
*/

return O;

TCP_INC_STATS_BH(sock_net(sk), TCP_MIB_CSUMERRORS) ;
TCP_INC_STATS_BH(sock_net(sk), TCP_MIB_INERRS);
goto discard;

5.2.2.3 tcp_v4_cookie_check

TCP [ SYN Cookie HL#I/ZH TFiiE SYN Flood K= A 1. HEEEAWE
TCP SYN )&, il SYN GhIfEEHH—"1 cookie (HIFN SYN+ACK i I#IIAF
F5 . M umR N ACK I, ARHEIR I B IA T 5k HI W B A — D IEE 1Y
EEHe. tep_va_cookie_checkERELIF /&M TH: 1% cookie (EHYo
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1 /*
2 Location
3
4 net/ipv4/tep_ipv4.c
5
6 Function
7
8 cookie ot
9
10 Parameter
11
12 sk: fimE s
13 skb: R FIRE A KX,
14 */
15 static struct sock *tcp_v4_cookie_check(struct sock *sk, struct sk_buff *skb)
16 {
17 #ifdef CONFIG_SYN_COOKIES
18 const struct tcphdr *th = tcp_hdr(skb);
19
20 if (!th->syn)
21 sk = cookie_v4_check(sk, skb);
22 #endif
23 return sk;
24 }

W T — IR TR, BRI A2 syn (o BEITIRIEA cookie 18, W B
IRET sko

5.2.2.4 tcp_rcv_state_process

5 RIEF R AT

1 /*
2 Location:
3
4 /net/ipvd/tep_input.c
5
6 Function:
7
8 * This function implements the receiving procedure of RFC 793 for
9 * all states except ESTABLISHED and TIME_WAIT.
10 * It's called from both tcp_v4_rcv and tcp_v6_rcv and should be
11 * address independent.
12
13 Parameter
14
15 sk: fEHrEH 5k
16 skb: TR EFHE K
17 */
18
19 int tcp_rcv_state_process(struct sock *sk, struct sk_buff *skb)
20 {
21 struct tcp_sock *tp = tcp_sk(sk);
22 struct inet_connection_sock *icsk = inet_csk(sk);
23 const struct tcphdr *th = tcp_hdr(skb);
24 struct request_sock *req;
25 int queued = O;
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26 bool acceptable;

27 /*sau_tstamp F T ROHHIE LR T F B M B A RET +/

28 tp->rx_opt.saw_tstamp =

29

30 switch (sk->sk_state) {

31 /x BHERRD +/

32

33 case TCP_LISTEN:

34 if (th->ack)

35 return 1;

36

37 if (th->rst)

38 goto discard;

39

40 if (th->syn) {

41 if (th->fin)

42 goto discard;

43 if (icsk->icsk_af_ops->conn_request(sk, skb) < 0)
44 return 1;

45

46 /* Now we have several options: In theory there is
47 * nothing else in the frame. KA9Q has an option to
48 * send data with the syn, BSD accepts data with the
49 * syn up to the [to be] advertised window and

50 * Solaris 2.1 gives you a protocol error. For now
51 * we just ignore it, that fits the spec precisely
52 * and avoids incompatibilities. It would be nice in
53 * future to drop through and process the data.

54 *

55 * Now that TTCP is starting to be used we ought to
56 * queue this data.

57 * But, this leaves one open to an easy denial of
58 * service attack, and SYN cookies can't defend

59 * against this problem. So, we drop the data

60 * 4in the interest of security over speed unless
61 * 4t's still in use.

62 */

63 kfree_skb(skb) ;

64 return 0;

65 }

66 goto discard;

67

68 /* BHFRRKRE */

69 discard:

70 __kfree_skb(skb);

71 }

72 return 0;

73 }

WA, FrEEI ALY acks rsty fin FEEEAN 1, HOMX NG TiE S, H

%ﬁﬁz WA AARVESE . S AKE, T4 Micsk->icsk_af_ops—>conn_ requestﬁ'vi

Zoxtifltcp_va_conn_requestHATAHE. A1MR syn BeEE, WS MZEHAE KA

BEERGE R, I HAAGEHEMERE . A0, #iaikibl 1, JReREs K% reset 257 1 i
FWTEREE KR

8K, IREIRI R ack FBOA 1, 4T I SEEGEARE S, HOzE TR, 1k

8] 1, - EL % R A BR AL S K reset BLZRATTT o WIERUREIHYAE rst FBEECE LA fin
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A syn WIFBL, AREUEEMB, FHEHBIRAN A

5.2.2.5 tcp_v4_conn_request &&% tcp_conn_request

BT

1 /* why make two functions here?

2 Location

3

4 /net/ipvd/tep_ipu4.c

5

6 Function:

7

8 F% 453 R R AL IR P 3 2 B 1A K B A

9

10 Parameter:

11

12 sk: fhHEEH B

13 skb: il S g X

14 */

15 int tcp_v4_conn_request(struct sock *sk, struct sk_buff *skb)
16 {

17 /* Never answer to SYNs send to broadcast or multicast */
18 if (skb_rtable(skb)->rt_flags & (RTCF_BROADCAST | RTCF_MULTICAST))
19 goto drop;
20
21 return tcp_conn_request(&tcp_request_sock_ops,
22 &tcp_request_sock_ipv4_ops, sk, skb);
23
24 drop:
25 NET_INC_STATS_BH(sock_net(sk), LINUX_MIB_LISTENDROPS);
26 return 0;
27 }

WMR—1 SYN BUg Zhi & 62 Rtk A4 i Hotik , B #% drop 5, ZAE1R 1] 0.
AT, k2L ftep_conn_requestif A TiEHEALHE . WITH -

1 /*

2 Location

3

4 /net/ipvs/tep_ipus.c

5

6 Function:

7

8 PR %53 AL R AL B2 P 3 4 B 3R 9 B 4L

9

10 Parameter:

11

12 rsk_ops: KT HHy & BT

13 af_ops:TCP &K Ik & # g 1

14 sk: fEHrIEH %

15 skb: s FIHEZ K

16 */

17 int tcp_conn_request(struct request_sock_ops *rsk_ops,
18 const struct tcp_request_sock_ops *af_ops,
19 struct sock *sk, struct sk_buff *skb)
20 {
21 /x MR len FH »/
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struct tcp_fastopen_cookie foc = { .len = -1 };
/*tw: time wait isn: initial sequence num WIEN/TFH|E */
__u32 isn = TCP_SKB_CB(skb)->tcp_tw_isn;

struct tcp_options_received tmp_opt;

struct tcp_sock *tp = tcp_sk(sk);

struct sock *fastopen_sk = NULL;

struct dst_entry *dst = NULL;

struct request_sock *req;

/* EREIE T SYN_COOKIE HT +/

bool want_cookie = false;

/x BEERM KRG EELEN

struct flowi f1;

/* TW(time wait) buckets are converted to open requests without
* limitations, they conserve resources and peer s
* evidently real one.
*/
if ((sysctl_tcp_syncookies == 2 ||
inet_csk_reqsk_queue_is_full(sk)) && 'isn) {
want_cookie = tcp_syn_flood_action(sk, skb, rsk_ops->slab_name) ;
if (!want_cookie)
goto drop;
}

WERFTH T SYNCOOKIE &30, FFH. SYN i#3RPAF B H. isn A 0, S4/5 it iRl
tcp__syn__flood__action FIWE ST E & I% syncookieo WA 5 H syncookie i,
IR false, BLIPRNRERSBCHTE SYN 153K, S il 2 i F4.

/* Accept backlog is full. If we have already queued enough

* of warm entries in syn queue, drop request. It is better than
* clogging syn queue with openreqs with exponentially increasing

*

timeout.
*/
if (sk_acceptq_is_full(sk) && inet_csk_reqgsk_queue_young(sk) > 1) {
NET_INC_STATS_BH(sock_net(sk), LINUX_MIB_LISTENOVERFLOWS);
goto drop;
¥

WRFR A T HIE RN ERE TG E T A3 ERH SYN 35K i 2/
A—TMEFIREP ARG, WEFYHEE K.
req = inet_reqsk_alloc(rsk_ops, sk, !want_cookie);
if (!req)
goto drop;

X FHinet_reqsk_alloc/rHi—MEzid Kk, M TRGEZIFRGEE, RIR]
AR IEEGI R R 0% ACK/RST BHHHRESE S, MELE N IR R h RETT [
WXL O o AR FIEA T RIS, BSGT OERIE K.

tcp_rsk(req)->af_specific = af_ops;
tcp_clear_options(&tmp_opt) ;

tmp_opt.mss_clamp = af_ops->mss_clamp;

tmp_opt.user_mss = tp->rx_opt.user_mss;

tcp_parse_options(skb, &tmp_opt, 0, want_cookie 7 NULL : &foc);

2 )&, 5k TCP i%&ui, *ﬂﬂé?ﬂf,mss_vlampﬂ]user_mss. ﬁi}ﬁﬂﬁﬁﬁtcp_parse_optionsﬁﬁ
Hr SYN B TCP &I, && &5 FHK BT
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KT tep_clear _options ML A%, 12 018.6.1.3.

if (want_cookie && !tmp_opt.saw_tstamp)
tcp_clear_options (&tmp_opt) ;

WHRJA3NT syncookies, FH TCP &I 5 A FAERT AL, WIERR B LT TCP
BT, JX RN B syn_cookie M/ £ I [A]EL o
/* tstamp_ok Tt E|My Syv B _EFE|M TIMESTAMP*/

tmp_opt.tstamp_ok = tmp_opt.saw_tstamp;
tcp_openreq_init(req, &tmp_opt, skb, sk);

XIS, MRAEIRCEIRT SYN B BRI 75 R IR I BEE SRS B

/* Note: tcp_v6_init_req() might override ir_iif for link locals */
inet_rsk(req)->ir_iif = sk->sk_bound_dev_if;

af_ops->init_req(req, sk, skb);

if (security_inet_conn_request(sk, skb, req))
goto drop_and_free;

X—FBT IPV6 LA IAa 5% X AT EEA g« 206 M2 MO 3% | wit
£ T35 SYN Bt

if (!want_cookie && 'isn) {

/* VJ's idea. We save last timestamp seen
from the destination in peer table, when entering
state TIME-WAIT, and check against it before
accepting new connection request.

If "isn" is not zero, this request hit alive
timewatrt bucket, so that all the necessary checks

* %X %X X ¥ X %

are made in the function processing timewait state.
*/

if (tcp_death_row.sysctl_tw_recycle) {

bool strict;

dst = af_ops->route_req(sk, &fl, req, &strict);

if (dst && strict &&
ltcp_peer_is_proven(req, dst, true,
tmp_opt.saw_tstamp)) {
NET_INC_STATS_BH(sock_net(sk), LINUX_MIB_PAWSPASSIVEREJECTED);
goto drop_and_release;

}
/* Kill the following clause, if you dislike this way. */
else if (!sysctl_tcp_syncookies &&
(sysctl_max_syn_backlog - inet_csk_regsk_queue_len(sk) <
(sysctl_max_syn_backlog >> 2)) &&
ltcp_peer_is_proven(req, dst, false,
tmp_opt.saw_tstamp)) {
/* Without syncookies last quarter of
backlog is filled with destinations,
proven to be alive.
It means that we continue to communicate

* %X % %

to destinations, already Temembered
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* to the moment of synflood.
*/
pr_drop_req(req, ntohs(tcp_hdr(skb)->source),
rsk_ops->family) ;
goto drop_and_release;

isn = af_ops->init_seq(skb);

WMARBFEATFIE syncookie 7 H. isn A 0 BYIE, HHRYE— if MXTEHE BBHEREL
FTR)EL, FERTRERE R Z ol PAWS. J5ilBEEIHAER A JH 3 syncookies FTE I
%% synflood By, RFWEINBL. 5 ik, Jus i, HAgbik LU H #%6 0
T IR S5 A 4 e 5105

if (ldst) {
dst = af_ops->route_req(sk, &fl, req, NULL);
if (!dst)

goto drop_and_free;
}
/x BRRELH +/

tcp_ecn_create_request(req, skb, sk, dst);

/% WRIFET cookie WIE, BFEHATHMN NAIMEMA +/
if (want_cookie) {
isn = cookie_init_sequence(af_ops, sk, skb, &regq->mss);
req->cookie_ts = tmp_opt.tstamp_ok;
if (!tmp_opt.tstamp_ok)
inet_rsk(req)->ecn_ok = 0;

tcp_rsk(req)->snt_isn = isn;
tcp_rsk(req)->txhash = net_tx_rndhash();
tcp_openreq_init_rwin(req, sk, dst);
if (!want_cookie) {

tcp_reqsk_record_syn(sk, req, skb);

fastopen_sk = tcp_try_fastopen(sk, skb, req, &foc, dst);
}

/+ WRIET fastopen Wi, NME K2 HIE
Tt A 1] B3 K
*/
if (fastopen_sk) {
af_ops->send_synack(fastopen_sk, dst, &fl, req,
&foc, false);
/* Add the child socket directly into the accept queue */
inet_csk_reqsk_queue_add(sk, req, fastopen_sk);
sk->sk_data_ready(sk) ;
bh_unlock_sock(fastopen_sk) ;
sock_put (fastopen_sk) ;
} else {
tcp_rsk(req)->tfo_listener = false;
if (!want_cookie)
inet_csk_reqsk_queue_hash_add(sk, req, TCP_TIMEOUT_INIT);
af_ops->send_synack(sk, dst, &fl, req,
&foc, !want_cookie);
if (want_cookie)
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goto drop_and_free;
}
regsk_put(req) ;
return O;
dst_release(dst);

reqsk_free(req);

NET_INC_STATS_BH(sock_net(sk), LINUX_MIB_LISTENDROPS) ;
return O;

9§$inet_csk_reqsk_queue_addEI/‘]Eﬁy7 W12 I8.2.3. %%inet_csk_reqsk_queue_hash_addEI/‘J
HENNATESN8.2.3.1.

5.2.3 BIXIEF. XX SYN+ACK £

TER— B F M55 A T af _ops—>send_synack AL, M1Z% R EUE 22 V8 ftcp_v4_send_synackif
BOHATRIE, WX A TIX B XA eREGHA 75047

5.2.3.1 EXFAAXR

inet_csk_route_req

tcp_make_synack

__tep_v4d_send_check

ip_build_and_send_pkt

net_xmit_eval

4 5.5: Server:Send SYN+ACK

5.2.3.2 tcp_v4_send_ synack

/*

Location :
net/ipv4/tep_ipu4.c
Function:
Send a SYN-ACK after having recetved a SYN.

This still operates on a request_sock only, mot on a big
socket.
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Paramaters:

sk: RS E %

dst: FAEZA Bl BUF oL T s &
fi:

req: I RKIEH B

foc: RITFEF

attach_req:

*/
static int tcp_v4_send_synack(const struct sock *sk, struct dst_entry *dst,
struct flowi *f1,
struct request_sock *req,
struct tcp_fastopen_cookie *foc,
bool attach_req)

const struct inet_request_sock *ireq = inet_rsk(req);
struct flowid f14;

int err = -1;

struct sk_buff *skb;

/% First, grab a route. */
if (!dst && (dst = inet_csk_route_req(sk, &fl4, req)) == NULL)
return -1;
B, WMARAERERE dst N=s s il EIE R SR E B A 2, REA
HF| AL EEERH

/x REFLHWEREN R, BhER, EXECENE syntack B »/
skb = tcp_make_synack(sk, dst, req, foc, attach_req);

/*
W R R I E, BER TeP RIE, HKEIRM
ip_build_and_send_pkt AR IP BAROF B R W %,
*/
if (skb) {
__tcp_v4_send_check(skb, ireq->ir_loc_addr, ireq->ir_rmt_addr);
err = ip_build_and_send_pkt(skb, sk, ireq->ir_loc_addr,
ireq->ir_rmt_addr,
ireg->opt) ;
err = net_xmit_eval(err);
}

return err;

net_xmit_eval H TILIBEE RIS HH IS ZERE /R EE8 , FRA)id U, LR WIRES %2 T4
FEIEIAT, A2, SR ] G i .

5.2.3.3 tcp_make_synack

/%

Location:
net/ipv4/ycp_output.c

Function:
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10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33
34
35
36
37
38
39
40
41

N

© 00 ~NO 1B W N -

—
o

tcp_make_synack - Prepare a SYN-ACK.
Allocate one skb and build a SYNACK packet.
@dst is consumed : Caller should not use it again.

7 BF kA — S Syn+Ack B,
Fwd . TCP WA K SKB A F B
BNA R T, W MSS, SACK, HHY KHET, HlEEKLE,

Parameter:
sk : listener socket
dst : dst entry attached to the SYNACK
req : request_sock pointer
foc : fast open cookie

attach_req
*/
struct sk_buff *tcp_make_synack(const struct sock *sk, struct dst_entry *dst,
struct request_sock *req,
struct tcp_fastopen_cookie *foc,
bool attach_req)

struct inet_request_sock *ireq = inet_rsk(req);
const struct tcp_sock *tp = tcp_sk(sk);

struct tcp_mdbsig_key *md5 = NULL;

struct tcp_out_options opts;

struct sk_buff *skb;

int tcp_header_size;

struct tcphdr *th;

ul6 user_mss;

int mss;

skb = alloc_skb(MAX_TCP_HEADER, GFP_ATOMIC);
if (unlikely(!skb)) {

dst_release(dst);

return NULL;

B G ROR B BE RIS AR AT, WARIA WS, B4 iR[El NULL.
KT unlikely UL ZNA, 1H20L9.4.2.

/% Reserve space for headers. */
skb_reserve(skb, MAX_TCP_HEADER);

A MAC 2, IP 2, TCP E & BT VE 25 A

if (attach_req) {
skb_set_owner_w(skb, req_to_sk(req));
} else {
/* sk is a const pointer, because we want to express multiple
* cpu might call us concurrently.
* sk->sk_wmem_alloc in an atomic, we can promote to Tw.
*/
skb_set_owner_w(skb, (struct sock *)sk);
}
skb_dst_set(skb, dst);

Rifattach_reqRAIWHZIATUN AT ERAE . SREICE KRS A7 1Y H A% i o
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mss = dst_metric_advmss(dst);
user_mss = READ_ONCE(tp->rx_opt.user_mss);
if (user_mss && user_mss < mss)

mss = user_mss;

*ETE—/I\E%HH%E‘-J:E/‘] mss H&E%Eﬁ mss ﬂ%@ﬂ%jﬁﬁ/‘] msso

memset (&opts, 0, sizeof (opts));
#ifdef CONFIG_SYN_COOKIES
if (unlikely(req->cookie_ts))
skb->skb_mstamp.stamp_jiffies = cookie_init_timestamp(req);
else
#endif
skb_mstamp_get (&skb->skb_mstamp) ;

TR, LB R T

#ifdef CONFIG_TCP_MD5SIG

rcu_read_lock();

md5 = tcp_rsk(req)->af_specific->req_md5_lookup(sk, req_to_sk(req));
#endif

BFEAT MD5 LI, A7 HEHIE AR A mds.

skb_set_hash(skb, tcp_rsk(req)->txhash, PKT_HASH_TYPE_L4);
tcp_header_size = tcp_synack_options(req, mss, skb, &opts, md5, foc) +
sizeof (xth);

skb_push(skb, tcp_header_size);
skb_reset_transport_header (skb) ;

1535 tep MISKHA/N, SREHHTA/NEE, I HEBAGHR L.

th = tcp_hdr(skb);

memset (th, 0, sizeof(struct tcphdr));
th->syn = 1;

th->ack = 1;

tcp_ecn_make_synack(req, th);
th->source = htons(ireq->ir_num) ;
th->dest = ireq->ir_rmt_port;

THZ tep SKHB, JHFRE tep SLEBAIAS DB

/* Setting of flags are superfluous here for callers (and ECE is
* not even correctly set)
*/
tcp_init_nondata_skb(skb, tcp_rsk(req)->snt_isn,
TCPHDR_SYN | TCPHDR_ACK) ;

th->seq = htonl (TCP_SKB_CB(skb)->seq);
/* XXX data is queued and acked as is. No buffer/window check */
th->ack_seq = htonl(tcp_rsk(req)->rcv_nxt);

/* RFC1323: The window in SYN & SYN/ACK segments is never scaled. */

th->window = htons(min(req->rsk_rcv_wnd, 65535U));
tcp_options_write((__be32 *)(th + 1), NULL, &opts);
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th->doff = (tcp_header_size >> 2);
TCP_INC_STATS_BH(sock_net(sk), TCP_MIB_OUTSEGS);

EEWHIEUASEARN tep WO, AFHEMKIITHS, BrlTils, @ak/n,
IR, DL TCP #dhts, < FrLABRLL 4, & doff KA 32 A7, RILA S
RN R RN

RT tep_init nondata skb FLZINE, 152 08.5.1.2.

#ifdef CONFIG_TCP_MD5SIG
/* Okay, we have all we need - do the md5 hash if needed */
if (mdb)
tcp_rsk(req)->af_specific->calc_md5_hash(opts.hash_location,
md5, req_to_sk(req), skb);
rcu_read_unlock();
#endif

/* Do not fool tcpdump (if any), clean our debris */
skb->tstamp.tv64 = O;
return skb;

}

g

s a AW E AT E mds WMAE, WRFTFEWE, s rdsin. SJEiR RS
SYN+ACK BEtfY skbe

5.2.4 FBZXIEF: £ ACK K

FER S5 a8 26 —ORIR T HIRJR H 8 TSGR E R g, SRR P bR — K IE TR
ACK Bt

5.2.4.1 EXFHXR

tcp_checksum_complete

tep_v4_cookie_check cookie_v4_check

sock_rps_save_rxhash

( tcp v4d do 1cv pu sk_mark_napi_id

_ _— tep_ack
tcp_set_state

tep_init_wl

tep_child_process top_tov_state_process tep_initialize_tev_mss

top_urg

tep_data_snd_check

tep_ack_snd_check

K 5.6: Server:Receive ACK
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5.2.4.2 +tcp_v4_do_rcv

==
H O W o0 ~NO OB WN -

cog oo o o000 a s bbb DDDIDESDEDREDEOOWWWWWWWWWNNDNDNDDNDNDNDNDDNMNMNDNNONMNNRERERFRRERFRRRR
~NOoOO OO, WNEFEFOOUONOODA,WNHFOOONODOORWNRFROOWONOOPR WNREOOODONOOPRWN

/*

Location:
/net/ipvd/tep_ipu4.c
Function:

The socket must have it's spinlock held when we get
here, unless it 4s a TCP_LISTEN socket.

We have a potential double-lock case here, so even when
doing backlog processing we use the BH locking scheme.
Thtis ts because we cannot sleep with the original spinlock
held.

Parameter:

sk: ferds sk,

skb: feiis e Z o X,
*/
int tcp_v4_do_rcv(struct sock #*sk, struct sk_buff *skb)
{

struct sock *rsk;
Jrx BT ERE xr/

if (tcp_checksum_complete (skb))
goto csum_err;

if (sk->sk_state == TCP_LISTEN) {
/*
NULL, %1%
nsk == sk, #W 3| Syv
nsk != sk, U E Ack
*/

struct sock *nsk = tcp_v4_cookie_check(sk, skb);

if (!'nsk)
goto discard;

if (nsk != sk) {
sock_rps_save_rxhash(nsk, skb);
sk_mark_napi_id(nsk, skb);
if (tcp_child_process(sk, nsk, skb)) {

rsk = nsk;
goto reset;
}
return O;
}
} else

sock_rps_save_rxhash(sk, skb);
/xk BT RRAD #x/
reset:
tcp_v4_send_reset(rsk, skb);
discard:
kfree_skb(skb) ;
/* Be careful here. If this function gets more complicated and
* gcc suffers from register pressure on the z86, sk (in Jebz)
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* might be destroyed here. This current version compiles correctly,
* but you have been warned.
*/

return O;

TCP_INC_STATS_BH(sock_net (sk), TCP_MIB_CSUMERRORS) ;
TCP_INC_STATS_BH(sock_net(sk), TCP_MIB_INERRS);
goto discard;

}

TEMR S5 e Ja — AR T RO I s, SRR I 58840 T LISTEN RS, (HZX iy i
cookie ¥ & 15 2 WAL 12 H B B R R I & s flE 7, B0M &P Ttcp_child_processk
WA s i e, ARG RIS CRIEMEIER) , MAR% i AE RST B
BEFTE AL

5.2.4.3 tcp_v4_cookie_check

static struct sock *tcp_v4_cookie_check(struct sock *sk, struct sk_buff *skb)

{
#ifdef CONFIG_SYN_COOKIES
const struct tcphdr *th = tcp_hdr(skb);

if (!th->syn)
sk = cookie_v4_check(sk, skb);
#endif
return sk;

}

WHR Linux WA AE LCONFIG_SYN_COOKIESZ:, WCHTESS =R FHEL, AR
syn f, W& Tcookie_v4_checko FEIXMERELH, MRFGS#S4% P iml) ACK Jr
P2 1, 133 cookie FLHMHE, SRR G IP Holl, 2 M v, MRS 1P M
HERR S e 1, BRI E) TCP P AN B — e Z 2 M A FFRKIAT hash 188
5, 51 cookie HWAMEILES, WIRMHSE, MELTR =BT, W ALEEIZIERERE
B TIERKIERA T

5.2.4.4 tcp_child_process

ZREAL T /net/ipv4/minisocks . ', FAEHIETHIPITIGLEE TCP Bo

/*

Location:
net/ipv4/tcp_minisock. c

Functions:
Queue segment on the new socket if the new socket is active,
otherwise we just shortcircuit this and continue with

the new socket.

For the wast majority of cases child->sk_state will be TCP_SYN_RECV
when entering. But other states are possible due to a Tace condition
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where after __inet_lookup_established() fails but before the listener
locked is obtained, other packets cause the same connection to
be created.

Parameters:

parent: Xtk 3565

child: T sk

skb: FEHERIRE AT
*/

int tcp_child_process(struct sock *parent, struct sock *child,
struct sk_buff *skb)

int ret = 0;
int state = child->sk_state;
tcp_sk(child)->segs_in += max_t(ul6, 1, skb_shinfo(skb)->gso_segs);
if (!sock_owned_by_user(child)) {
ret = tcp_rcv_state_process(child, skb);
/* Wakeup parent, send SIGIO */
if (state == TCP_SYN_RECV && child->sk_state != state)
parent->sk_data_ready(parent) ;
} else {
/* Alas, it is possible again, because we do lookup
* 4n main socket hash table and lock on listening
* socket does mot protect us more.
*/
__sk_add_backlog(child, skb);
}

bh_unlock_sock(child);
sock_put (child);
return ret;

}

HAT, AR MR G AT B AL s RO B P R B, R S8 =k
EFH ACK B, WHtcp_rcv_state_processZhZEXS L= HIHMAI lHL . 73N
W, HRBEMA R &SI, SR T BRI LRI N, (H
WA RER Ao

5.2.4.5 tcp_rcv_state_process

ZREAL T /net/ipva/tep_input.cHo
R EUT R AL HE ESTABLISHED FITIME_WAITARZS LASNE) TCP B, iX B ALHESYN RECVIAR

acceptable = tcp_ack(sk, skb, FLAG_SLOWPATH |
FLAG_UPDATE_TS_RECENT) > 0;

HAEMIE I ACK Bt AL BRI W A IE AR, IR IER O 2 & kiR [n19E
ESIER
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switch (sk->sk_state) {
case :

if (lacceptable)
return 1;

if (!tp->srtt_us)
tcp_synack_rtt_meas(sk, req);

/* Once we leave TCP_SYN_RECV, we mo longer need req
* so release it.
*/
if (req) {
tp->total_retrans = req->num_retrans;
reqsk_fastopen_remove(sk, req, false);
} else {
/* Make sure socket is routed, for correct metrics. */
icsk->icsk_af_ops->rebuild_header(sk);
tcp_init_congestion_control(sk);

tcp_mtup_init(sk);
tp->copied_seq = tp->rcv_nxt;
tcp_init_buffer_space(sk);

}

smp_mb () ;

tcp_set_state(sk, TCP_ESTABLISHED);

sk->sk_state_change(sk) ;

AT —RSIAGRAG, IR HMHZEERISE, JF oK TCP IPIRAE N ESTAB-
LISHED.

/* Note, that this wakeup is only for marginal crossed SYN case.
* Passively open sockets are not waked up, because
* sk->sk_sleep == NULL and sk->sk_socket == NULL.
*/
if (sk->sk_socket)
sk_wake_async(sk, SOCK_WAKE_IO, POLL_OUT);

KAF T L ARLERG I ITIZ B 1 AR HAR R, R eI &R D HRTEL A LLAGE
Bl 7o

tp->snd_una = TCP_SKB_CB(skb)->ack_seq;
tp->snd_wnd = ntohs(th->window) << tp->rx_opt.snd_wscale;
tcp_init_wl(tp, TCP_SKB_CB(skb)->seq);

if (tp->rx_opt.tstamp_ok)
tp->advmss -= TCPOLEN_TSTAMP_ALIGNED;

MR AL IR 2 7B, XS ARG T AL B

if (req) {

/* Re-arm the timer because data may have been sent out.
This is similar to the regular data transmission case
when new data has just been ack'ed.

(TFO) - we could try to be more aggressive and
retransmitting any data sooner based on when they

* X % X %X %

are sent out.

*/
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tcp_rearm_rto(sk);
} else
tcp_init_metrics(sk);

MZER AW .

tcp_update_pacing_rate(sk);

/* Prevent spurious tcp_cwnd_restart() on first data packet */

tp—>lsndtime = tcp_time_stamp;

tcp_initialize_rcv_mss(sk);
tcp_fast_path_on(tp) ;
break;

BB B — IR SRR AR IR, RIS A MTU SRR, AR

TCP E AR

/* step 6: check the URG bit */
tcp_urg(sk, skb, th);

KA SNER R A
KT tep urg MIEFAINZY, 152 U8.11.3.1.

/* step 7: process the segment text */
switch (sk->sk_state) {

fox BUTERE wa/

case :
tcp_data_queue(sk, skb);
queued = 1;
break;

}

XFEEMEIR TCP BrHRRA, G RN B A2 I E] TCP B

/* tep_data could move socket to TIME-WAIT */

if (sk->sk_state != TCP_CLOSE) {
tcp_data_snd_check(sk) ;
tcp_ack_snd_check(sk) ;

}

if (!queued) {
__kfree_skb(skb);

}

return O;

BIRMAPIRAAN CLOSE, it ol A il A Edafl ACK 2k, Hik, )
i queue PRI E & MBIFEILEIN TCP B, WARELFEIN TCP B O mmaEHak

BB, AR
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{ DACK/SACK ]
|
¥ % DACK

v

¥ 6.1: Congestion Control State Machine

FESANTR:

enum tcp_ca_state {
TCP_CA_Open = O,

#define TCPF_CA_Open (1<<TCP_CA_Open)
TCP_CA_Disorder = 1,

#define TCPF_CA_Disorder (1<<TCP_CA_Disorder)
TCP_CA_CWR = 2,

#define TCPF_CA_CWR (1<<TCP_CA_CWR)

~No o wN =
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TCP_CA_Recovery = 3,

#define TCPF_CA_Recovery (1<<TCP_CA_Recovery)
TCP_CA_Loss = 4

#define TCPF_CA_Loss (1<<TCP_CA_Loss)

};

6.1.1.2 Open R7S

Open WRERER, EXFRET TCP %&i% ﬁ‘*ﬁ%ﬁ%%@%@%ﬁ@%%
ACK. 2 *A%wﬁpﬁ KIFE TR ZE R 02/ N T AR TG shiE, %1853
oY ZE I S ORI I ZE R o

6.1.1.3 Disorder K7

2RETTREINE] DACK(FEEEWIN) 8 SACK(GEFMEMIN) B, 445N Disor-
der(TCJ7) IR RS, HIEGE DOAMBOR R, A8 20 B & — 37 AU
B AR B, TCP K& EAEESFE N, 25 HLE — e DA — 2
B EA Kik. (R, ZMERIFRINBLT IETF FIEME, Rvr4nEsE
H/ NSO BB 1 A KRR B R RN, (8 s AL LU A RO I .

6.1.1.4 CWR RZE

TCP A% J7 Al REM B ZEE R ICMP 4] (ICMP source quench) BU&AR
A RN B IE A . U] R RIS, Kk HA S 28 M ZEE A, T2
BEpE— 1 HT IR ACK UﬂZ/J\*AEQE@J%TD IR/ N A Lo 367 Al M E R 1R
/NIRRT AS A R, XA T CWR(Congestion Window Reduced, #]ZE 74
Fk/N) KA. CWR ARZSFT AR Reveovery IRAREE Loss ARAH W HEASMZERT 19
/NETERECNT

/*
Location:
net/ipv4/tep_input.c
Function:
Enter CWR state. Disable cwnd undo since congestion is proven with ECN
Parameter:
sk: P F R
*/
void tcp_enter_cwr(struct sock *sk)
{

struct tcp_sock *tp = tcp_sk(sk);
/% N CR ERAFETFURHET,
Wt 7 T PRI R A B 18 B 2 WA
*/
tp->prior_ssthresh = 0;
/* A UEHRAE Open WAEF Disorder WATUHEH I ZRE »/
if (inet_csk(sk)->icsk_ca_state < TCP_CA_CWR) {
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/% BN CWHR RSBEFAWERTHEFTFORHET +»/
tp—>undo_marker = 0;

/% HATH KB */
tcp_init_cwnd_reduction(sk) ;

/% RERS +/

tcp_set_ca_state(sk, TCP_CA_CWR);

}

KT tep_init cwnd reduction HEZM AL, 1S 18.12.2.1.

6.1.1.5 Recovery K7

MR ZHESERE ACK 2ik)G, KIXJTEEGHE D ERARARE, JEA Re-
covery(TKEZ) KA. BINER T, A Recovery RS EME = MELNELE ACK,
TCP HHZEEHIRTE & IX 2 HEFE N o 7E Recovery MRS, #ZER 1 B9 K/INMERF—1
AR AR — B, D CWROIRASZEBL XA H s/ MR - S ZER 1R/
ST ssthresh, BIEA Recovery IRASI, & H K/ —2F 0 $ZERT L AR E HHAAREE K,
RIFTT AL RIC A TR BB, B R 8 SN A EhRiCRT . &
15 PRFF Recovery RS ERIFTA TEA Recovery KA IEAE & 1% B AR BEAR R Dy w1
N, ZIEIZAIETTIKE OPEN RAS, HAABIATTREF KT Recovery RES.

6.1.1.6 Loss k7S

21—/~ RTO 2IMJE, KiEJT#EAN Loss IRA&. FrAIEERIEEHRBRIRIC N ER,
ZER T E B, &IETT BRI LAME JH sh B VA KM ZERT o Loss Al Recovery Ak
AHIX AR Loss IRAS T, HHZERT OFE AL T E N— P BUEIE K, T Recovery IR T,
MZETT 0 HBERE/ N e Loss A REMEHABRS b, B, &iXT7 RATEE Loss
THIGI IEAELm R BAREASF2 RN S, A RBIRE] Open KA. #lan, POl EEARE
TE Loss IRASHAE Al &, iXFT NewReno FRyE &2,

LRIE ACK WA B S8 2 BT SACK Bl , XA SACK
15 EARE SN R SERRRAS, MU, @t Loss IRAS.

W Htcp_enter_lossift A Loss IRZ:, W

/*
Location:
net/ipvd/tep_input.c
Function:
Enter Loss state. If we detect SACK Teneging(fﬁ?ﬁ), forget all SACK information
and reset tags completely, otherwise preserve SACKs. If receiver
dropped its ofo?? queue, we will know this due to reneging detection.
Parameter:
sk: ez
*/
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16 void tcp_enter_loss(struct sock *sk)

17 {

18 const struct inet_connection_sock *icsk = inet_csk(sk);

19 struct tcp_sock *tp = tcp_sk(sk);
20 struct sk_buff *skb;
21 bool new_recovery = icsk->icsk_ca_state < TCP_CA_Recovery;
22 bool is_reneg; /* 1s receiver reneging on SACKs? */
23
24 /* Reduce ssthresh if it has not yet been made inside this window. */
25 if (icsk->icsk_ca_state <= TCP_CA_Disorder ||
26 lafter (tp->high_seq, tp->snd_una) ||
27 (icsk->icsk_ca_state == TCP_CA_Loss && 'icsk->icsk_retransmits)) {
28 /x RE SRR AE +/
29 tp->prior_ssthresh = tcp_current_ssthresh(sk);
30 /x WWHHHRE +/
31 tp->snd_ssthresh = icsk->icsk_ca_ops->ssthresh(sk);
32 /* Ri: CA_EVENT LOSS #EFE 4% BRI EL EESR »/
33 tcp_ca_event(sk, CA_EVENT_LOSS);
34 /*
35 ETHHNEEYSBUTAEANESR:
36 tp->undo_marker = tp->snd_una;
37 /* Retransmission still in flight may cause DSACKs later.
38 undo_retrans TERE I F A= G| 2 B0 7 SEAT A B0 E A BB 770
39 retrans_out EEI H L K2 BINE Tep Fiih 4 E
40 */
41 tp->undo_retrans = tp->retrans_out 7 : -1;
42 */
43 tcp_init_undo(tp);
44 ¥

KT tep_init undo LA, 155 U18.12.3.1.

1 /x RGO KNMRER 12/

2 tp->snd_cwnd = g

3 /*snd_cund_cnt For B M ERJAEMES O3

4 BRI bR B8 Ack ¥, BREEN ox/

5 tp->snd_cwnd_cnt = 0;

6 /*x BRRE—ABRBRIAEFT OWEE »/

7 tp->snd_cwnd_stamp = tcp_time_stamp;

8 /x REEMRWELKEEFH AN ToP BWEHENE »/

9 tp->retrans_out = 0;

10 /x BRWE x/

11 tp->lost_out = 0O;

12 /*

13 HEEURE tp EXEH sAck #TWFH,

14 FHETE, RE 1, HHENEEE o

15 REX— LKA REFEEZE tp THBFHRANEHANAEY 0

16 */

17 if (tcp_is_reno(tp))

18 tcp_reset_reno_sack(tp);

KT tep_is_reno MMM, 1EZU8.9.1.1; KT tcp_reset_reno sack 2 H]

WZ, 152 118.9.2.2.

A N =

skb = tcp_write_queue_head(sk);

/x FIWTEZH RGN SACK HH */

is_reneg = skb && (TCP_SKB_CB(skb)->sacked & TCPCB_SACKED_ACKED) ;
if (is_reneg) {
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NET_INC_STATS_BH(sock_net(sk), LINUX_MIB_TCPSACKRENEGING) ;
tp—>sacked_out = 0;
tp->fackets_out = 0;

}

KTHEAMNPHRE L A2, EZU8.3.1.

/x WRAXREFWIBILEE »/
tcp_clear_all_retrans_hints(tp);

tcp_for_write_queue(skb, sk) {
if (skb == tcp_send_head(sk))
break;

TCP_SKB_CB(skb) ->sacked &= (~TCPCB_TAGBITS) | TCPCB_SACKED_ACKED;
if (! (TCP_SKB_CB(skb)->sacked&TCPCB_SACKED_ACKED) || is_reneg) {

/% TER ACK iR »/

TCP_SKB_CB(skb) ->sacked &= ~TCPCB_SACKED_ACKED;

/% W fm LOST Wi */

TCP_SKB_CB(skb)->sacked |= TCPCB_LOST;

/% RITERENEE ~/

tp->lost_out += tcp_skb_pcount(skb);

tp->retransmit_high = TCP_SKB_CB(skb)->end_seq;

¥
/* BN H WHING TeP BB E left_outx/
tcp_verify_left_out(tp);

KF tep. verify left out HLZHINE, 1HZN18.10.1.2.
y

/* Timeout in disordered state after receiving substantial DUPACKs
* suggests that the degree of reordering is over—estimated.
*/

if (icsk->icsk_ca_state <= TCP_CA_Disorder &&

tp->sacked_out >= sysctl_tcp_reordering)

/* EFRE reordering*/

tp->reordering = min_t(unsigned int, tp->reordering,
sysctl_tcp_reordering) ;

/x HEFHERS +/

tcp_set_ca_state(sk, TCP_CA_Loss);

/% BRKAEFERE snd.nztx/

tp->high_seq = tp->snd_nxt;

/* K& ecn_flags, RTREFTHNFERS */

tcp_ecn_queue_cwr (tp);

/* F-RTO RFC5682 sec 3.1 step 1: retransmit SND.UNA if no previous
* loss recovery is underway exzcept recurring timeout(s) on
* the same SND.UNA (sec 3.2). Disable F-RTO on path MIU probing
*/
tp—>frto = sysctl_tcp_frto &&
(new_recovery || icsk->icsk_retransmits) &&
linet_csk(sk)->icsk_mtup.probe_size;

6.1.2 EXHFHEEH (ECN)

FEACER M 28 BT ZE R, A — RO IS M AU S I . N7 ERE, &
MeEEEEECTMENEAL. E2T2usediler Jox BIof fid—FRE, REH
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MM o 24 TCP L i, i (H] TP by — XS EuAp Ao A HEL 1]
%o X, 4 TCP BEld R, ST MIEMRSCBOE AR MBS g%, B2, &
TR, AR REIETRE TRk A TR0 Rt BOT ST —4
ACK WRIKIETTAMIER L IRF, FOETTVEHMN, Zi/NE CHIIFER H o
FATRTE S a2 MR RYIA, BrEA, SR AREES d ae i T ie sk Sl FE Pt
SRR TP WYSCRr. 498, BRIz b, Hie® TCP 213
DR EAREIRLE

6.1.2.1 IP X ECN Wz

IP B\ AL AR 55 28035k (TOS) JBSETE RFCT91 H e AR B Rk IS
P WA, AU ATEEERNEFESERHE. £ RFC2474 A EF & NS —1 6 1L
(X5 AR 55 25 (DSCP) RIS A AL, DSCP {H A — M ER fh % C B RIS
FHRIRH KRS TP X ECN HISZHREE] T TOS BRIF N 1 Bif.

FEAH)E LR

enum {

INET_ECN_NOT_ECT = 0, //T0S EWALA 00: KT F X ECN

INET_ECN_ECT_1 = 1, //T0S JEWLY 01 K77 XHF ECN
INET_ECN_ECT 0 = 2, //T0S JEWLA 10 R4 L FF ECN?? KA
INET_ECN_CE = 3, //T0S JEWALA 11 F7e Mt &4 A=
INET_ECN_MASK = 3, //ECN 31y % 7

I8

g a R IR ZE R B 1B ECN UM 11. SRR E Z BTS2 5215
HEL T IMZE. BRI MR R TR E .
/%

Locatzon:
include/net/inet_ecn.h

Function:

Parameter:

iph:ip K.

*/

static inline int IP_ECN_set_ce(struct iphdr *iph)

{
u32 check = (__force u32)iph->check; //force???, K% 32 L
u32 ecn = (iph->tos + 1) & INET_ECN_MASK;

/*

* After the last operation we have (in binary):

* INET_ECN_NOT_ECT => 01

* INET ECN ECT. 1 => 10

* INET _ECN_ECT 0 => 11

x INET ECN_CE = 00

*/

/x FXFr ECN WRE o0, EARBEWNENFTEARE, KEH, +/
if (!(ecn & 2))
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return 'ecn;

/*
* The following gives us:
* INET ECN_ECT_1 => check += htons (OzFFFD)
* INET ECN_ECT O => check += htons (OzFFFE)
*/
check += (__force ul6)htons(0xFFFB) + (__force ul6)htons(ecn);

iph->check = (__force __suml6) (check + (check>=0xFFFF)); J/EFITER KA
iph->tos |= INET_ECN_CE; /% & ECN BIXEN 11, R KETHE »/

return 1;

X ARG AT AU 4T, remain to do.????

6.1.2.2 TCP *f ECN B #

B HER A IP ARSIk I B A RAR R AR RN & A & A4 T I ZE. I EALEH
TCP HYE AR FIA LTS, MZEIEAEZ IHZE

TCP i 6 fiARBEAL (Reserved) MEPNIK Y HF ECNo PINHTHIFRE CWRA
ECE & X1

CWR CWR MAiEu4e/ MAZER D Ard, FREAENNRE AW E T8 E ECE fr&
# ACK.

ECE ECE AWAMMER, £ TCP =XiRTHEH TCP WA ECN; fEf&Hm%in
P BRI TCP B IP B HBR) ECN g E N 11, Bl & 30 7 L.

MR ECN B TCP 3 T TCP 3 HE, B15¢# SYN. SYN+ACK. ACK
Bto XFIHF ECN 19 TCP %Ki, SYN Bt ECE fil CWR bri#BBLE T, SYN
) ACK Hi%'# ECE hrio

FHG 755 SLANR

/% A XFF ECN */
#defzne TCP_ECN_OK
/* ASmBE K T HE, ﬁhﬂﬂ/ﬁﬁk
#define TCP_ECN_QUEUE_CWR 2
/% BRoxm R E T HE, WRENELRT +/
#define TCP_ECN_DEMAND_CWR 4

#define TCP_ECN_SEEN 8

#define TCPHDR_FIN 0z01
#define TCPHDR_SYN 0z02
#define TCPHDR_RST 0z04
#define TCPHDR_PSH 0z08
#define TCPHDR_ACK 0z10
#define TCPHDR_URG 0220
#define TCPHDR_ECE 0z40
#define TCPHDR_CWR 0z80

#define TCPHDR_SYN_ECN (TCPHDR_SYN | TCPHDR_ECE | TCPHDR_CWR)
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6.1.3 IAEZHIKREHLIER iR

R, BPUIES UGB RIRMES T A tepack AT HMTE, KIHEH PSP
H tep_ fastretrans_ alert FHZEFSHIPRASACEE R EL, X IR A T T EHHHARIX — KA

6.1.3.1 AEZHRTLIE tcp_fastretrans_alert

1 /*

2 Location:

3

4 net/ipv4/tep_input.c

5

6 Function:

7

8 Process an event, which can update packets—-in-flight not trivially.
9 Main goal of this function is to calculate new estimate for left_out,
10 taking into account both packets sitting in receiver's buffer and
11 packets lost by network.

12

13 Besides that it does CWND reduction, when packet loss is detected
14 and changes state of machine.

15

16 It does _not_ decide what to send, it is made in function

17 tep_zmit_retransmit_queue ().

18

19 Parameter:

20

21 sk fefriE

22 acked: FE|H N BN E

23 prior_unsacked: TEFZEEHR AR, MKENF

24 KT AR B A TCP BAy4E .

25 is_dupack: = &H EE ACK?? TEFIF AN 4.

26 flag: AR

27 */

28 static void tcp_fastretrans_alert(struct sock *sk, const int acked,
29 const int prior_unsacked,

30 bool is_dupack, int flag)

31 {

32 struct inet_connection_sock *icsk = inet_csk(sk);

33 struct tcp_sock *tp = tcp_sk(sk);

34 /**/

35 bool do_lost = is_dupack || ((flag & FLAG_DATA_SACKED) && (tcp_fackets_out(tp) > tp->reordering));
36 /*means what??2222%/

37 int fast_rexmit = 0;

38 /*WARN B3R BB = A% 2

39 IR ZH AL UBOF LB ERANCHNEHELA 0,

40 HREENE,

41 */

42 if (WARN_ON(!tp->packets_out &% tp->sacked_out))

43 tp—->sacked_out = 0;

44 /*

45 I REEA NN LN REHE, FAARNS BRERNZ AR

46 */

47 if (WARN_ON(!tp->sacked_out && tp->fackets_out))

48 tp—>fackets_out = 0;

BTk, FERESAEENLE 3.
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/* Now state machine starts.
A. ECE, hence prohibit(flik) cund undoing, the reduction is required.
T ke B AMER, HiE EFORH, FEFBBANRAEST O,

*/

if (flag & FLAG_ECE)
tp—>prior_ssthresh = 0;

IR R K ACK 517 B ic5E 0 SACK, XUt BHFRATIE 1 SACK F35A [ v %
W7 B SRS o Al R U BRSO T B B AL T P E I SRS B L HE_ A bug, A
DFRATEE T A B AL I 1)y 5 A3 o (R IR E B AR, #6521 ACK
AN ZFRIA B SACK, MMV HE A SACK JEARMAR, XA B THZEE 4
U SACK B BEE A EFFEE A B BUG, TRATUFREEE T .

/* B. In all the states check for reneging SACKs. */
if (tcp_check_sack_reneging(sk, flag))
return;

KT tep_check sack reneging HAHIANLZ, 12 18.9.1.3.

/* C. Check consistency of the current state. */
tcp_verify_left_out(tp);

B MK AS K H AL R A/ N T R H BB AL B &S

KT tep verify left out B LI %Y, 1HEZ208.10.1.2.

BT ORI M FORASIR I 254, 24 high_seq #EFRINRS, ZRIIIERE, A
Open R

/* D. Check state exit conditions. State can be terminated
* when high_seq s ACKed. */
if (icsk->icsk_ca_state == TCP_CA_Open) {
/IRBEFBEHE R ML ELERER
WARN_ON(tp->retrans_out != 0);
// I T b — R By A IR
tp—>retrans_stamp = O;
} else if (!before(tp->snd_una, tp->high_seq)) {
/% HANWEHR tp->snd_una>tp->high_seq, B
PR, 1KMW SND.NXT WA AT . WERAECEFHRE T,
MR ERSALT oPen R, FRELWHRSLERE
2| ogpen W&,
*/
switch (icsk->icsk_ca_state) {
case :
/* CWR is to be held something *above* high_seq
* is ACKed for CWR bit to reach receiver. */
if (tp->snd_una != tp->high_seq) {
//EERE T RN
tcp_end_cwnd_reduction(sk) ;
//E 2| open WA
tcp_set_ca_state(sk, TCP_CA_Open);
}

break;

KT tep_end cwnd reduction FJHEZNZY, 152 18.12.2.2.
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case :
/A T RERET sack RS, ®E4E, KE o, FNEE 1
if (tcp_is_reno(tp))
//%E sacked_out N 0
tcp_reset_reno_sack(tp);
/% FRI Recovery KA
R, AR E,
*/
if (tcp_try_undo_recovery(sk))
return;
//EE R EE O 45/
tcp_end_cwnd_reduction(sk);
break;

}

KT tep_try_undo_ recovery B2 N, 152 018.12.3.5 : KT tep_end cwnd_ reduction
MEZ N, 2 08.12.2.2.

/* Use RACK (Restransmit Ack????)to detect loss
H B 1] AT AT

*/

if (sysctl_tcp_recovery & TCP_RACK_LOST_RETRANS &&
tcp_rack_mark_lost(sk))
flag |= FLAG_LOST_RETRANS;//it ¥ & {4 th % %

/* E. Process state. */
switch (icsk->icsk_ca_state) {
case g
//F VB B B A
if (!(flag & FLAG_SND_UNA_ADVANCED)) {
/ARG RRT SAck, REFEE 1, FEHKEMEELN ACK,
if (tcp_is_reno(tp) && is_dupack)
tcp_add_reno_sack(sk); //LFEW AW EE N Ack HE
} else {
/x BINT W EHRHE
if (tcp_try_undo_partial(sk, acked, prior_unsacked, flag))
return;
/* Partial ACK arrived. Force fast retransmit. */
do_lost = tcp_is_reno(tp) ||
tcp_fackets_out(tp) > tp->reordering;
}
if (tcp_try_undo_dsack(sk)) {
tcp_try_keep_open(sk) ;
return;
}

break;

KT tep_add_reno_sack HIFHZ N, 12 018.9.2.3; KT tep_try_undo_ partial
I Z BN, 152 18.12.3.4;

case 3
tcp_process_loss(sk, flag, is_dupack);
if (icsk->icsk_ca_state != TCP_CA_Open &&

! (flag & FLAG_LOST_RETRANS))

return;
/* Change state if cwnd is undone or retransmits are lost */
default:
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J/H B RETF R T SAck, W B FRE 1
if (tcp_is_reno(tp)) {
if (flag & FLAG_SND_UNA_ADVANCED)

tcp_reset_reno_sack(tp); //EE sacked
if (is_dupack)
tcp_add_reno_sack(sk) ; //RTFHEW AN sack

}

if (icsk->icsk_ca_state <= TCP_CA_Disorder)
tcp_try_undo_dsack(sk) ;

/TS B Disorder KA, MHN Recovery KA.

J/IRF BN Recovery WA, HWIH LI OPen A,

if (!tcp_time_to_recover(sk, flag)) {
tcp_try_to_open(sk, flag, prior_unsacked);
return;

}

/* MTU probe failure: don't reduce cwnd */

if (icsk->icsk_ca_state < TCP_CA_CWR &&
icsk->icsk_mtup.probe_size &&
tp->snd_una == tp->mtu_probe.probe_seq_start) {
tcp_mtup_probe_failed(sk);
/* Restores the reduction we did in tcp_mtup_probe() */
tp->snd_cwnd++;
tcp_simple_retransmit (sk);
return;

}

/* Otherwise enter Recovery state */
tcp_enter_recovery(sk, (flag & FLAG_ECE));
fast_rexmit = 1;

¥

/R E|EL N Ack HHF B G AR,

/ /W B 7 2 = K B B E TR

if (do_lost)

tcp_update_scoreboard(sk, fast_rexmit);
tcp_cwnd_reduction(sk, prior_unsacked, fast_rexmit, flag);

J/EE TG A ARG N LOST WE, FMEE RTO © W&,

tcp_xmit_retransmit_queue(sk) ;

6.2 IHEIEFHIG[EE

TE Linux W, SEIL T 2 FASIE] BP0 ZE 32 ) ik o A T RICI 2E4 6 Bk 998 5 | Linux
BT A AT T —E el 5 |2 al g i B AE L, L T H T SC i se s Bk . HE
SEMAEREE O, RIRTSE Rk — B gE I T A KB T I g i B i & TAF .
6.2.1 O

6.2.1.1 +tcp_congestion_ops

struct tcp_congestion_ops%*@fﬁ%i@? — BN FE A I R I A SRR R
HJFAIaE
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/*

Location

include/net/tcp.h
*/
struct tcp_congestion_ops {

/* BEEMBRET RN EMAERE +/

struct list_head list;
u32 key; /* HELHRNBFHME +/
u32 flags;

/* WA A B AR (T#) */
void (*init) (struct sock *sk);
/* B AAEE  (TH)
WA -
1. XAEHU
2. BWEFFEBET H—MWEEF TS
*/

void (*release) (struct sock *sk);

/* RE ssthresh (AMEN) */
u32 (*ssthresh) (struct sock *sk);
/x TTEFWEEFE GCHEN) =/
void (*cong_avoid) (struct sock *sk, u32 ack, u32 acked);
/* ERAE ca_state MEWRAA (Tik) »/
void (*set_state) (struct sock *sk, u8 new_state);
/x RBWEFOHRNEGE (TH) »/
void (*cwnd_event) (struct sock *sk, enum tcp_ca_event ev);
/x W AcKk BE|REHS (THh) =/
void (*in_ack_event) (struct sock #*sk, u32 flags);
/x FITHE “BAWEFD”  (TH) »/
u32 (*undo_cwnd) (struct sock *sk);
/x HEHAH N2 FAA B (TH)
num_acked AWK ACK A B B3
*/
void (*pkts_acked) (struct sock *sk, u32 num_acked, s32 rtt_us);
/% N inet_diag E&WKIGERNIED (k) »/
size_t (xget_info) (struct sock *sk, u32 ext, int *attr,
union tcp_cc_info *info);

/x WEEHNELNER ~/
char name [TCP_CA_NAME_MAX] ;
struct module *owWner;

I8

6.2.1.2 AEEHEH

R TR SR R SAE A O AR A UL B, Linux WO E MR T H4HLE], A
FERARNFEL R R FE G, WM R RSB R AL, OB RN e
s, BARAAE T M40 VRN SEBINZE SR EIE R &, MITEH R OFHAEZ AT
KA, DSAHRAISEIL, BT TR RO I A7 2R TR Sk RTAT

YR AMRFE RV H cund_event FAL. MBS EAN—THEMENNZSHL, K
REMR BN T A ERE ST
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I3

/*

Location

*/

enum tcp_ca_event {

include/net/tcp.h

/x BRtER, ARE KB ETZRFANGE »/
CA_EVENT_TX_START,

/x MEGFUER »/
CA_EVENT_CWND_RESTART,

/x WERELER */
CA_EVENT_COMPLETE_CWR,

/* FE, HN loss KA */
CA_EVENT_LOSS,

/% ECN BT, 12 CE RAWEM +/
CA_EVENT_ECN_NO_CE,

/+ WEITRET CE LW IP /X */
CA_EVENT_ECN_IS_CE,

/% HRFINEWEE */
CA_EVENT_DELAYED_ACK,
CA_EVENT_NON_DELAYED_ACK,

MIGE] T ACK ], £1iHin_ack_event (). WAL —L(E E2A I ZEE
Bk MHRIEL I :

enum tcp_ca_ack_event_flags {

Irg

(1 << 0), /x EBFEBRPLIE +/
(1 << 1), /% % ACK EF T HUO KN *»/
(1 << 2), /* ECE Tk ET */

CA_ACK_SLOWPATH
CA_ACK_WIN_UPDATE
CA_ACK_ECE

6.2.1.3 tcp_register_congestion_control()

2 R RN TN 3 2 S

{

int tcp_register_congestion_control(struct tcp_congestion_ops *ca)

int ret = 0;

/* FTAWEEZL AL, ssthresh Fo cong_avotid ops */

if (!ca->ssthresh || !ca->cong_avoid) {
pr_err("%s does not implement required ops\n", ca->name);
/* JRZ LI, MRE R */
return -EINVAL;

}

[ WEEEARNRAFE, mkd®EE, */

ca->key = jhash(ca->name, sizeof(ca->name), strlen(ca->name));

spin_lock(&tcp_cong_list_lock);
if (ca->key == TCP_CA_UNSPEC || tcp_ca_find_key(ca->key)) {
/ WMREZEMBEMT, REIETT hash BET FEBEER),
* A 23R Bl AR R AEL
*/
pr_notice("%s already registered or non-unique key\n",
ca->name) ;
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ret = -EEXIST;

} else {
/x WHFRmBEEERF »/
list_add_tail_rcu(&ca->list, &tcp_cong_list);
pr_debug("’%s registered\n", ca->name);

}

spin_unlock(&tcp_cong_list_lock);

return ret;

}
Hrf, top_ca_find_keyMRAUHEIL MG A EAREH AR, jash &R AL IPERER(E
MG AT S PR, HAT SO AT A (A R e . X BRI AT EIE R M 7iX
PG 15 FLERURR AR A HAN ISR B, Rl &2 B, W

/* Simple linear search, don't exzpect many entries! */
static struct tcp_congestion_ops *tcp_ca_find(const char *name)

{
struct tcp_congestion_ops *e;
list_for_each_entry_rcu(e, &tcp_cong_list, list) {
if (strcmp(e->name, name) == 0)
return e;
}
return NULL;
}

HLEE], BREHEEX TR, BORER. Xy TimtRE o A, X4 7T
TWaAY, FREIE A E A O R T A

/* Simple linear search, not much in here. */
struct tcp_congestion_ops *tcp_ca_find_key(u32 key)

{
struct tcp_congestion_ops *e;
list_for_each_entry_rcu(e, &tcp_cong_list, list) {
if (e->key == key)
return e;
}
return NULL;
}

—RRAEOUT, PHZEE R EEE O BRI S DAMET B ANy (Al o AERSTERA)
AT, FH tcp_register_congestion_control BRECKIEFTIHM, )5, RIAIfdHHr
PRI ZE4R I SR

6.2.1.4 tcp_unregister_congestion_control()

SR R #Y , tcp_unregi ster_congestion_controlﬂq T — D FE I A
Peo HSIIANF
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void tcp_unregister_congestion_control(struct tcp_congestion_ops *ca)
{

spin_lock(&tcp_cong_list_lock);

/x MRz EERLE «/

list_del_rcu(&ca->list);

spin_unlock(&tcp_cong_list_lock);

/* Wait for outstanding readers to complete before the
* module gets removed entirely.
*

* A try_module_get() should fail by now as our module %s
* in "going" state since mo refs are held anymore and

* module_exit() handler being called.

*/

synchronize_rcu();

6.2.2 CUBIC HEZHEZX
Cubic F%2 Linux HERIA Y ZE48 61 595

6.2.2.1 CUBIC EZE N8

CUBIC S B BUBRX R MR T —IREWIE, BRI BIE HR/NE SR
Winaz, ZJa, BHTHGR/N. X B S5FRME TCP AR, ik N AR B/ N—F,
MR AL B REANPRIKE HIFRDMbRHE TCP —2. M EHEAFIZER T
BrEclE, EMRYE cubic RELM AT BATE VIS, BEERIE Wiee Mk 25,
ELMIE cubic BREU™N B QRS

Steady State Behavior

Y

Max Probing

K 6.2: Cubic PREL

6.2.2.2 HEHRENX

£ Linux 1, $IZEE G EE R B SIA . Cubic ABISN. B, EX
TR A E R
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module_init(cubictcp_register);
module_exit(cubictcp_unregister);

MODULE_AUTHOR("Sangtae Ha, Stephen Hemminger");
MODULE_LICENSE("GPL");
MODULE_DESCRIPTION("CUBIC TCP");
MODULE_VERSION("2.3");

X E SCEAE TSR A RO VFRIIE RROARSESE . Hor, B AR e LT
BRATRIAG A PREL, AL LR () 2 iy B8 FH B R WAL BRI T

static int __init cubictcp_register(void)

{

BUILD_BUG_ON(sizeof (struct bictcp) > ICSK_CA_PRIV_SIZE);
/x AT E 4R EF (BB SRTT H 100ms) */

beta_scale = 8*(BICTCP_BETA_SCALE+beta) / 3
/ (BICTCP_BETA_SCALE - beta);

cube_rtt_scale = (bic_scale * 10); /* 1024%c/rtt */
/% TTEAR (wmaz-cwnd) = c/rtt * K3 By K

* W& K = cubic_root( (wmaz-cwnd)*rtt/c )

* BE, XE K WEfE bictcp HZ=2"10, Wit~ HZ

*/

/* 1/c * 272*bictcp_HZ * srtt */
cube_factor = 1ull << (10+3*BICTCP_HZ); /* 2740 */

/* divide by bic_scale and by constant Srtt (100ms) */
do_div(cube_factor, bic_scale * 10);

return tcp_register_congestion_control(&cubictcp);

FERIGAES , RETEIR S 240, %8 Cubic M AT I cube_factor. £
J&, WHtcp_register_congestion_controltKZiTf Cubic & k. Cubic H kALl

AR

static struct tcp_congestion_ops cubictcp __read_mostly = {

I8

.init = bictcp_init,

.ssthresh = bictcp_recalc_ssthresh,
.cong_avoid = bictcp_cong_avoid,
.set_state = bictcp_state,
.undo_cwnd = bictcp_undo_cwnd,
.cwnd_event = bictcp_cwnd_event,
.pkts_acked = bictcp_acked,

.owner = THIS_MODULE,

.name = "cubic",

R HE S RRATE , BATTRE AT LAZSBRAR RS 1 ) SE L o AEARER AL EN BT, K6 ] cubi ctcp_unregister
o ZREAA—MIRTT—H Cubic FIE M FERE S 51 S 7 f 4t
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static void __exit cubictcp_unregister(void)
{

tcp_unregister_congestion_control (&cubictcp) ;

6.2.2.3 EXSHREVIKL
CUBIC W3R S8 0E LT

/* BIC TCP Parameters */
struct bictcp {

u32 cnt; /* BIR cund K 1/cnt HEHB x/

u32 last_max_cwnd; /* snd_cwnd Z B AME */

u32 loss_cwnd; /F R —REREFRNEBEHHEFT D »/
u32 last_cwnd; /* T snd_cund */

u32 last_time; /% BH last_cwnd BYHF[E] */

u32 bic_origin_point;/* bic H AWM S */

u32 bic_K; /% WL R — R TFIE B A0 E R IR %/

u32 delay_min; /* T/PNIER  (msec << 3) */

u32 epoch_start; /x —ITTE +/

u32 ack_cnt; /% ack W E +/

u32 tcp_cwnd; /* estimated tcp cwnd */

ulé unused;

u8 sample_cnt; /* ATHRE curr_rtt WEAREK »/

u8 found; /* 2B XE|THRE K2 »/

u32 round_start; /* beginning of each round */

u32 end_seq; /* end_seq of the round */

u32 last_ack; /* last time when the ACK spacing is close */
u32 curr_rtt; /* the minimum rtt of current round */

18

PGB, ESEEE T CUBIC i 24, 2J5, Hloss_cwndiZ &N 0. KA
BECHS  AR A EATAT 4, FrARIIRIE R 0. e iR &4 H H hystart ALHRPJUE &4
AT N I # G . Fa, WARIRE Tinitial ssthresh, ABAMLHIZEENRIIERT

snd_ssthresho

static void bictcp_init(struct sock *sk)

{
struct bictcp *ca = inet_csk_ca(sk);
bictcp_reset(ca);
ca->loss_cwnd = 0;
if (hystart)
bictcp_hystart_reset(sk);
if ('hystart && initial_ssthresh)
tcp_sk(sk)->snd_ssthresh = initial_ssthresh;
}

HHr, bictcp_resetEREUG M ERISEEAI MG N 0 T .

static inline void bictcp_reset(struct bictcp *ca)
{

ca->cnt = 0;

ca->last_max_cwnd = O;

ca->last_cwnd = 0;
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ca->last_time = 0;
ca->bic_origin_point = 0;
ca->bic_K = 0;
ca->delay_min = O;
ca->epoch_start =
ca->ack_cnt = 0;
ca->tcp_cwnd = 0;
ca->found = 0;

0;

6.2.2.4 ssthresh BJITE

IR T+ B B fEpictcp_recalc_ssthreshPRELHSEI.

static u32 bictcp_recalc_ssthresh(struct sock *sk)

{
const struct tcp_sock *tp = tcp_sk(sk);
struct bictcp *ca = inet_csk_ca(sk);

ca->epoch_start = 0; /* end of epoch */

/* Wmaz and fast convergence */
if (tp->snd_cwnd < ca->last_max_cwnd && fast_convergence)
ca->last_max_cwnd = (tp->snd_cwnd * (BICTCP_BETA_SCALE + beta))
/ (2 % BICTCP_BETA_SCALE);
else
ca->last_max_cwnd = tp->snd_cwnd;

ca->loss_cwnd = tp->snd_cwnd;

return max((tp->snd_cwnd * beta) / BICTCP_BETA_SCALE, 2U);

XY N F] T Fast Convergence Mo ZHLHHIHIAEEZE N T Itk CUBIC S AR S0H
JEo AEMZE T, —DFRIRATIA, SRR E RS, DMEZSFTARLE T —
FERIEACAS A O T S IIH IR ) 98 1, CUBIC HI1EESIA T Fast Convergence
Pl FREARAE, X REARITZER 1 AR/ NI /TR ZERS R/
F/NT T Z B ZER O RRCRAE, AR AU AT RER AR A 1o IEIN, w2 B
AT TR, LA M2 RIS R E RS o

6.2.2.5 [2RINFNAZEEE
AT ZEE U RASIN T ZE T 1 AR AU M bictep_cong_avoide

static void bictcp_cong_avoid(struct sock *sk, u32 ack, u32 acked)

{
struct tcp_sock *tp = tcp_sk(sk);
struct bictcp *ca = inet_csk_ca(sk);

if (!tcp_is_cwnd_limited(sk))
return;

/* % tp->snd_cwnd < tp->snd_ssthresh Hf,

* P EHFODKRNEFET ssthresh AN, HEWITE acked B AN,
*/
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if (tcp_in_slow_start(tp)) {
if (hystart && after(ack, ca->end_seq))
bictcp_hystart_reset(sk);
acked = tcp_slow_start(tp, acked);
if (lacked)
return;
}
bictcp_update(ca, tp->snd_cwnd, acked);
tcp_cong_avoid_ai(tp, ca->cnt, acked);

}
X ARG o R ssthresh FIEH 6, #1146 cwnd A 1. ABAIEH TCP WIARIHE,
PIER R/ NI N 200 1,2,4,6 THAZE 1,2,4,8. HET12EIHPIRESHT, acked HI%EL
Ho5e g EauE. 1858300 IR T

u32 tcp_slow_start(struct tcp_sock *tp, u32 acked)

{
/* B ETOWANET ssthresh 1 cund FRANHIF—A +/
u32 cwnd = min(tp->snd_cwnd + acked, tp->snd_ssthresh);
/x WMBRFWIMEHF O /NT ssthresh, N acked=0,
* B0 acked X AT ssthresh TPoHIEkE,
*/
acked -= cwnd - tp->snd_cwnd;
tp->snd_cwnd = min(cwnd, tp->snd_cwnd_clamp);
return acked;
}

WYL, WRWE cwnd < ssthresh, 82, bictcp_cong_avoid@iZKIM A H3.
W, BN I S o HIERERARAST , P bictep_update K HFTHIZERT M HY(E.
static inline void bictcp_update(struct bictcp *ca, u32 cwnd, u32 acked)

{

u32 delta, bic_target, max_cnt;
ué4 offs, t;

ca->ack_cnt += acked; /* 4T ACKed packets HZKEH x/

if (ca->last_cwnd == cwnd &&
(s32) (tcp_time_stamp - ca->last_time) <= HZ / 32)
return;

/* CUBIC B¥xEAN MM BMN RS EH K ca->ent WIE,
* B—RE%E cund BW/NEH, ca->epoch_start SWEERN 0.
* WBRH EHITHE ca—>ent,
*/
if (ca->epoch_start && tcp_time_stamp == ca->last_time)
goto tcp_friendliness;

ca->last_cwnd cwnd;

ca->last_time = tcp_time_stamp;

if (ca->epoch_start == 0) {

ca->epoch_start = tcp_time_stamp; /* AEKAHG B IE] */
ca->ack_cnt = acked; /* FFHETT 5 */
ca->tcp_cwnd = cwnd; /* ¥ cubic B cwnd 1B */
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if (ca->last_max_cwnd <= cwnd) {
ca->bic_K = 0;
ca->bic_origin_point = cwnd;
} else {
/x REFARITEFW K &
* (wmaz-cwnd) * (srtt>>3 / HZ) / ¢ * 27 (3*bictcp_HZ)
*/
ca->bic_K = cubic_root(cube_factor
* (ca->last_max_cwnd - cwnd));
ca->bic_origin_point = ca->last_max_cwnd;

X
3
/% cubic function - calc*/
/* calculate ¢ * time 3 / rtt,
* while considering overflow in calculation of time™3
* (so time"3 is dome by using 64 bit)
* and without the support of division of 64bit numbers
* (so all divisions are done by using 32 bit)
* also NOTE the unit of those wveriables
* time = (t - K) / 27bictcp_HZ
* c = bic_scale >> 10
* rtt = (srtt >> 3) / HZ
* 11l The following code does not have overflow problems,
* 4f the cwnd < 1 million packets !!!
*/

t = (s32) (tcp_time_stamp - ca->epoch_start);
t += msecs_to_jiffies(ca->delay_min >> 3);
/* change the unit from HZ to bictcp_HZ */
t <<= BICTCP_HZ;

do_div(t, HZ);

if (t < ca->bic_K) /* t - K */
offs = ca->bic_K - t;

else
offs = t - ca->bic_K;

/* c/rtt * (t-K) "3 */
delta = (cube_rtt_scale * offs * offs * offs) >> (10+3*BICTCP_HZ);

if (t < ca->bic_K) /* below origin*/
bic_target = ca->bic_origin_point - delta;
else /* above origin*/

bic_target = ca->bic_origin_point + delta;

/% R cubic BEUTEHRRWEFAERFOEMEAHEET OME, HH cnt AN #/
if (bic_target > cwnd) {

ca->cnt = cwnd / (bic_target - cwnd);
} else {

ca->cnt = 100 * cwnd; /x REK—ANR +/

/*
* The initial growth of cubic function may be too conservative
* when the available bandwidth is still unknown.
*/
if (ca->last_max_cwnd == 0 && ca->cnt > 20)
ca->cnt = 20;  /* increase cwnd 5/ per RIT */
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86 tcp_friendliness:

87 /* TCP KHFHE */

88 if (tcp_friendliness) {

89 u32 scale = beta_scale;

90

91 /x BEAELRH AID HET, TeP FEFOWRA +/
92 delta = (cwnd * scale) >> 3;

93 while (ca->ack_cnt > delta) { /* update tcp cwnd */
94 ca->ack_cnt -= delta;

95 ca->tcp_cwnd+t+;

96 }

97

98 /* W TeP ERWT cuBrc, MLRMEKE TP HiEMAT »/
99 if (ca->tcp_cwnd > cwnd) {

100 delta = ca->tcp_cwnd - cwnd;

101 max_cnt = cwnd / delta;

102 if (ca->cnt > max_cnt)

103 ca->cnt = max_cnt;

104 }

105 }

106

107 /x BHBKEEFTBHTEN rtt HKAFEKRN 1.5 & +/

108 ca->cnt = max(ca->cnt, 2U);

109 }

TERHFroetd 1A/ NG , CUBIC B A B i CHE, 12 @i H tep_cong_avoid_ai
U TS R/NEY o IXA R AU HOR B Al B K 7 ORI I — @ BI{E . HEfEE
T—RYBNEIE TS, REMER T .

1 void tcp_cong_avoid_ai(struct tcp_sock *tp, u32 w, u32 acked)

2 {

3 /x XEGT —NFEHNT, FATHIxF—HEN

4 * W w RAK, L, snd_cund_cnt T ST E N — IR AHE,

5 * WE, w B THARERABRENTRS, WA TEITHELEN delta B2RA,
6 * XA FHMENBR, AT BAXMHFR, XERWHMWT —MEH.

7 */

8 if (tp->snd_cwnd_cnt >= w) {

9 tp->snd_cwnd_cnt = 0;

10 tp->snd_cwnd++;

11 }

12

13 /* BUTWA NG EBHEE »/

14 tp->snd_cwnd_cnt += acked;

15 if (tp->snd_cwnd_cnt >= w) {

16 Ve A= PN A T Bk & N RN R GRS = B

17 * DWEAMZEEM—, EEEM—FTEERGIEE M D WEIH,
18 * P, w A 10, acked K 20 B, [ UHjn 20/10=2, TAFZ 1.
19 */

20 u32 delta = tp->snd_cwnd_cnt / w;

21

22 tp->snd_cwnd_cnt -= delta * w;

23 tp->snd_cwnd += delta;

24 }

25 tp->snd_cwnd = min(tp->snd_cwnd, tp->snd_cwnd_clamp);

26 }
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6.2.2.6 RERSIREEE

VI IERSHUAPIRAS A A MR, & Hset_stateti%l, X F| CUBIC fEibrt
Wl Ebictcp_statelf%l.

static void bictcp_state(struct sock *sk, u8 new_state)

{
if (new_state == TCP_CA_Loss) {
bictcp_reset(inet_csk_ca(sk));
bictcp_hystart_reset(sk);
}
}

CUBIC HEFFRACFE T —FuRAS: TCP_CA_Loss. AJLAEF], MUPEA T LOSS LUa, #he
W Hbictcp_resetifi%l, HEEIIEHISE IXFE, PZEys TSP & EH I 5 sh T
BT

6.2.2.7 i CWND @/

CUBIC iR A 4 i FE g 1 A1 _E—7k LOSS ARASHT A HH ZE 3 il i O A B B RAE,
KAFHN T O 4/ INRTHI RN
static u32 bictcp_undo_cwnd(struct sock *sk)

{

struct bictcp *ca = inet_csk_ca(sk);

return max(tcp_sk(sk)->snd_cwnd, ca->loss_cwnd);

6.2.2.8 43 CWND E4

R H A TSRO T, ﬁgﬁ\%%@%ﬁﬁfﬁepoch_starto XN ENT
22 S FH AR AR — BN RIS R AR AR, now-epoch_start &4 15IRA, H,
HRAE Cubic PRECH S H R H PR ZE R MBS RIR R AHRAR, IR — DR R,

T B YRR E R T IR 6 B Y, HE B epoch_start AU{H. f£iX HL.CA_EVENT_TX_START=
R AT A EE TSN 7 (MIBCAET LR E) |, 1y R SOt iR
RIFFEAREL T o BT R ARSI B R AT — BN TR & L. TR, AERE

Fr LRI IG & ART, TR E B AE epoch_start HME, LAMEAETHEIHIER 1K/ N
TIREA PRHLIEAE cubic PRALHIHIZE.

static void bictcp_cwnd_event(struct sock *sk, enum tcp_ca_event event)

{
if (event == CA_EVENT_TX_START) {
struct bictcp *ca = inet_csk_ca(sk);
u32 now = tcp_time_stamp;
s32 delta;

delta = now - tcp_sk(sk)->lsndtime;

/* We were application limited (idle) for a while.
* Shift epoch_start to keep cwnd growth to cubic curve.

*/
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if (ca->epoch_start && delta > 0) {
ca->epoch_start += delta;
if (after(ca->epoch_start, now))
ca->epoch_start = now;
}

return;

6.2.2.9 Uf% ACK
W#] ACK J5, Cubic s BEgrit A% B AEIRIF I

/* Location: net/ipu4/tcp_cubic.c
*
* Track delayed acknowledgment ratio using sliding window
* ratio = (15%ratio + sample) / 16
*/
static void bictcp_acked(struct sock *sk, u32 cnt, s32 rtt_us)
{
const struct tcp_sock *tp = tcp_sk(sk);
struct bictcp *ca = inet_csk_ca(sk);
u32 delay;

/* Some calls are for duplicates without timetamps */
if (rtt_us < 0)
return;

/* Discard delay samples right after fast recovery */
if (ca->epoch_start && (s32) (tcp_time_stamp - ca->epoch_start) < HZ)
return;

delay = (rtt_us << 3) / USEC_PER_MSEC;
if (delay == 0)
delay = 1;

/x UE R RFEHEERE AN, FiX delay_min WE, */
if (ca->delay_min == 0 || ca->delay_min > delay)
ca->delay_min = delay;

/% % cund WANKTHEMEE, 2ME hystart EFHILE */
if (hystart && tcp_in_slow_start(tp) &&
tp->snd_cwnd >= hystart_low_window)
hystart_update(sk, delay);

6.2.2.10 hystart

FAERIAR S, AR IS S S XA — D AR AR 8 ShIN i 1 R R
(FERA T W28, AR AR ash i i & 4 TR, A RE—k R Kt (1A
AR OHERENAS) « HyStart(Hybrid Slow Start) & —FLitidt 118 fHsh &%, alLA
WERAERNR RSP IR ARG, T RERE IR F 7Rk

1F HyStart ByEH, 18 5 30d BB B U ZE% Dnfs. B2, B4l ACK
ZFAARIEIRVE N E R E R, RFHE— DL 2N A (Safe Exit Points)o 1B AR
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SERAG S BIIFIE A SR G Y 05 . WERTEAS SR B R R & AR =L, FR 4 HyStart 8%
HFEIFNE S 12 15 S isE — 20

#IAAE HyStart F¥ERT, S0 40 TE], E—kW et (B, HEIFIFLEH
rtt {Ho

/* Location: net/ipv4/tcp_cubic.c */
static inline void bictcp_hystart_reset(struct sock *sk)

{
struct tcp_sock *tp = tcp_sk(sk);
struct bictcp *ca = inet_csk_ca(sk);
ca->round_start = ca->last_ack = bictcp_clock();
ca->end_seq = tp->snd_nxt;
ca->curr_rtt = 0;
ca->sample_cnt = 0;

}

TR ACK LUG, R tep B TEEEPRE, HMZEG R NEERT T —
ERME, A& fnystart_update O A% hystart F ik

/* Location: net/ipuv4/tcp_cubic.c */
static void hystart_update(struct sock *sk, u32 delay)
{

struct tcp_sock *tp = tcp_sk(sk);

struct bictcp *ca = inet_csk_ca(sk);

/x WREZKETRE R, MLAEERE »/
if (ca->found & hystart_detect)
return;

if (hystart_detect & HYSTART_ACK_TRAIN) {
u32 now = bictcp_clock();

/* first detection parameter - ack-train detection */
if ((s32)(now - ca->last_ack) <= hystart_ack_delta) {
ca->last_ack = now;
if ((s32)(now - ca->round_start) > ca->delay_min >> 4) {
ca->found |= HYSTART_ACK_TRAIN;
NET_INC_STATS_BH(sock_net (sk),
LINUX_MIB_TCPHYSTARTTRAINDETECT) ;
NET_ADD_STATS_BH(sock_net (sk),
LINUX_MIB_TCPHYSTARTTRAINCWND,
tp->snd_cwnd) ;
tp->snd_ssthresh = tp->snd_cwnd;

}

LGRS A FUAAE, AR P AR BEANIZ ) ACK Z [ R T T rtt A R]AG—
o B2, SR T R NEARZE T AR EIR T X B2 Bl mts 4, AN
delay_miniEfie/MEIR/AHK 3 JFHIZER . it B—PH 0 T HRRATRIE . SRRy BIR
ACK Al TG AT 8K/ N X AR ER AR — T T EREs R, & kitk
BERAEAIEL, FrEL, ol LMBSAERIZ s e 18 Ak iy o TSR Y A e 22 1Y 22 T8
PR Tk ] B A0 A T 1 K/ INBR AR 284 58 O 7o o V8 ik , BT RESRAS IR ACK 2 (7]
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AR TR) 22, DAL XIS TRI SRR B A T 38 IZEE DGR/ NN C = BX Dyyin + S,
RXHE O REOKRN, B, Dy i/ NIRRERTE, S REAK/N BT e
SAMEER, B, REMWR ACK I RIEEE S Dy SEAT LA IZ T H B9/
RGN, BEFER IR T M4,

B R SAE AR G BT AR E R IR L T ERIRRE, R4, T
AT TE DA EM W T I, A ER VR A SRS

if (hystart_detect & HYSTART_DELAY) {
/* obtain the minimum delay of more than sampling packets */
if (ca->sample_cnt < HYSTART_MIN_SAMPLES) {
if (ca->curr_rtt == 0 || ca->curr_rtt > delay)
ca->curr_rtt = delay;

ca->sample_cnt++;
} else {
if (ca->curr_rtt > ca->delay_min +
HYSTART_DELAY_THRESH(ca->delay_min >> 3)) {
ca->found |= HYSTART_DELAY;
NET_INC_STATS_BH(sock_net(sk),
LINUX_MIB_TCPHYSTARTDELAYDETECT) ;
NET_ADD_STATS_BH(sock_net (sk),
LINUX_MIB_TCPHYSTARTDELAYCWND,
tp->snd_cwnd) ;
tp->snd_ssthresh = tp->snd_cwnd;

}

IR HVE JE SRS R FRAR (AT B, B B BER 2 AT snd _ssthresh TR/ NECE MAT AT
FER O —HEHIR/ N XHE, TCP HAAM A A ZERE GRS o
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7.1 tcp_shutdown

o

1t shutdown RGP, E5KH TCP &4 Z AR HHE A Htcp_shutdownsL

/*
Location:
net/ipv4/tep. c
Function:
Shutdown the sending side of a connection. Much like close except
that we don't receive shut down or sock_set_flag(sk, SOCK_DEAD).
Parameter:
sk: etk
how: 22?2
*/
void tcp_shutdown(struct sock *sk, int how)
{
/* We need to grab some memory, and put together a FIN,
* and then put it into the queue to be sent.
Tim MacKenzie(tym@dibbler.cs.monash.edu.au) 4 Dec '92.
*/
if (!(how & SEND_SHUTDOWN))
return;
/*
R#ETT W R [, E TCP AW ESTABLISHED. SYN_SENT.
SYN_RECV. CLOSE_WAIT RZH#—4N
*/
if ((1 << sk->sk_state) &
(TCPF_ESTABLISHED | TCPF_SYN_SENT |
TCPF_SYN_RECV | TCPF_CLOSE_WAIT)) {
/* Clear out any half completed packets. FIN if needed. */
/F WREHELZRE A FIN T, k. =/
if (tcp_close_state(sk))
tcp_send_fin(sk);
}
}

PR SAETR B A% FIN B, 18 Htcp_close_state ) KX E TCP HIRE.

7.2 EFXH

7.2.1 HF—XIEF: XX FIN
7.2.1.1 EXFARAXR

7.2.1.2 tcp_close

Y BEE AR RS 2R, MHERIATEA close &ik—A> FIN K& %717

LR, A5 ImIERXA FIN 5, BAGEHN R, B imtalh riddafeit.

1M close AL HLEALHE BB SEIE 2 tep_close, IX HIRATK KT o
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/*

Location:
net/ipv4/tep.c
Function:
HATEH RN E—F, K& FIN
Parameter:

sk: fRREH %k,
timeout: TR IE KW IHFI A, KR R R HAE 09 B AL

*/
void tcp_close(struct sock *sk, long timeout)
{

struct sk_buff *skb;

int data_was_unread = 0;

int state;

lock_sock(sk);
sk->sk_shutdown = SHUTDOWN_MASK;

if (sk->sk_state == TCP_LISTEN) {
tcp_set_state(sk, TCP_CLOSE);

/* Spectial case. */
inet_csk_listen_stop(sk);

goto adjudge_to_death;
}

HE, AEEERIP e, A5 E R AR EN SHUTDOWN  MASK, &R F#T
BLI FY) 2R AT o

INRERE AT OIOIRE, JXFE LA FEAG FL AR fai e, [RATSA EE  f iE
WIEH &% FIN E#E. % TCP HIREN CLOSE, SAFZ M. &/EEE]
adjudge to death ZbFEATHHIRALTE,

/* We need to flush the recv. buffs. We do this only on the
* descriptor close(ft AZE ), not protocol-sourced(ft A& &) closes, because the
* reader process may not have drained GHAE) the data yet!
*/
while ((skb
u32 len

__skb_dequeue (&4sk->sk_receive_queue)) != NULL) {
TCP_SKB_CB(skb)->end_seq - TCP_SKB_CB(skb)->seq;

if (TCP_SKB_CB(skb)->tcp_flags & TCPHDR_FIN)
len—-—;
data_was_unread += len;
__kfree_skb(skb);
}

sk_mem_reclaim(sk);

RN GRS, S 2R S AT LB, RIS SR 1 2 08, 2805
[ 2 A7 o
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—= =
H O O 00 ~NO Ol WDN =

O o1 OO B DEDSDPDEDPDEDIDDWWWWWWWWWWNDNDNNNDNDNNODMDNMNNDNODDNFERFRFRFE BB = =
N O O WO ~NOOODSD, WNEFEFOWOWOWLWMNODOPE, WNEFEFOOWOOWLWMNOOUPA WNEFEOOWOOLWMSNOOOU P~ WNDN

/* If socket has been already reset (e.g. in tcp_reset()) - kill it. */
if (sk->sk_state == TCP_CLOSE)
goto adjudge_to_death;

MR socket ARE A close IRAMTE, EFMEE] adjudge to death HLUFo

/* As outlined in RFC 2525, section 2.17, we send a RST here because
* data was lost. To witness the awful effects of the old behavior of
* always doing a FIN, run an older 2.1.x kernel or 2.0.z, start a bulk
* GET in an FTP client, suspend the process, wait for the client to
* gdvertise a zero window, then kill -9 the FTP client, wheee...

* Note: timeout %is always zero in such a case.
*/
/*
Vi repatr # I
*/
if (unlikely(tcp_sk(sk)->repair)) {
sk->sk_prot->disconnect(sk, 0);
} else if (data_was_unread) {
/%
Unread data was tossed, zap the connection.
EEEHERENFRTH FE&, XHEZEARERS
CLOSE, E M Kk RST, BHEXRTEHMWER,
i K% FIN Ry —HEH,
*/
NET_INC_STATS_USER(sock_net(sk), LINUX_MIB_TCPABORTONCLOSE);
tcp_set_state(sk, TCP_CLOSE);
tcp_send_active_reset(sk, sk->sk_allocation);
} else if (sock_flag(sk, SOCK_LINGER) && !sk->sk_lingertime) {
/* Check zero linger _after_ checking for unread data. */

/%
WREET SO_LINGER HH, ZwEEHN 0, WHEHAA disconnect Wi
. MR B RCETEEERN accept WEMER B, R H# K HFBEK
Bk 2| B F). K7L F) LB B A R R A B B

*/

sk->sk_prot->disconnect(sk, 0);
NET_INC_STATS_USER(sock_net(sk), LINUX_MIB_TCPABORTONDATA) ;
} else if (tcp_close_state(sk)) { J/H B R BT W K% FIN
/* We FIN if the application ate all the data before
* zapping the connection.

*/

/* RED-PEN. Formally speaking, we have broken TCP state
* machine. State transitions:

TCP_ESTABLISHED -> TCP_FIN_ WAITI1
TCP_SYN_RECV -> TCP_FIN_WAIT1 (forget it, it's impossible)
TCP_CLOSE_WAIT -> TCP_LAST ACK

are legal only when FIN has been sent (i.e. in window),
rather than queued out of window. Purists blame.

F.e. "RFC state" ts ESTABLISHED,
if Linuz state is FIN-WAIT-1, but FIN ¢s still not sent.

The visible declinations are that sometimes
we enter time-wait state, when it is not required really
(harmless), do not send active resets, when they are

¥ % %X X X X X X ¥ X X * *x %
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53 * required by specs (TCP_ESTABLISHED, TCP_CLOSE_WAIT, when
54 * they look as CLOSING or LAST_ACK for Linuz)

55 * Probably, I missed some more holelets.

56 * --ANK

57 * XXX (TF0O) - To start off we don't support SYN+ACK+FIN
58 * in a single packet! (May consider it later but will
59 * probably need API support or TCP_CORK SYN-ACK until
60 * data is written and socket is closed.)

61 */

62 tcp_send_fin(sk);

63 }

64 sk_stream_wait_close(sk, timeout);

TEZE N %1% RST 8L FIN BYn , SFER O], 53] TCP WPIRAN FIN. WAIT 1.
CLOSING. LAST ACK =& .

1 adjudge_to_death:

2 /*

3 EE#DN DEAD RS, BATILEED, AHEHRALFHNIVLEEDH,
4 */

5 state = sk->sk_state;

6 sock_hold(sk);

7 sock_orphan(sk) ;

8

9 /% It is the last release_sock in its life. It will remove backlog. */
10 release_sock(sk);

11

12 /* Now socket is owned by kernel and we acquire BH lock

13 to finish close. No need to check for user refs.

14 */

15 local_bh_disable();

16 . (sk);

17 WARN_ON (sock_owned_by_user(sk));

18

19 percpu_counter_inc(sk->sk_prot->orphan_count) ;
20
21 /* Have we already been destroyed by a softirq or backlog? */
22 if (state != TCP_CLOSE && sk->sk_state == TCP_CLOSE)
23 goto out;

& TORALFE FIN__WAIT2 2] CLOSE RASH#4

1 /* This is a (useful) BSD wiolating of the RFC. There is a

2 * problem with TCP as specified in that the other end could

3 * keep a socket open forever with no application left this end.
4 * e use a 1 minute timeout (about the same as BSD) then kill
5 * our end. If they send after that then tough - BUT: long enough
6 * that we won't make the old 4*rto = almost no time - whoops
7 * reset mistake.

8 *

9 * Nope, it was nmot mistake. It %is really desired behaviour

10 * f.e. on http servers, when such sockets are useless, but

11 * consume significant resources. Let's do it with special

12 * linger2 option. --ANK

13 */

14

15 if (sk->sk_state == TCP_FIN_WAIT2) {

16 struct tcp_sock *tp = tcp_sk(sk);

17 /*
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R linger2 ANT 0, WEKFEFN TCP_FIN WAIT2hangtag FFr%:7 2
CLOSE 7%, WRLHRE CLOSE WA, KB4 HKE RST K.
*/
if (tp->linger2 < 0) {
tcp_set_state(sk, TCP_CLOSE);
tcp_send_active_reset(sk, GFP_ATOMIC);
NET_INC_STATS_BH(sock_net(sk),
LINUX_MIB_TCPABORTONLINGER) ;
} else {
/x HHEEFEERE: TeP_FIN WAIT2 WRAH K *+/
const int tmo = tcp_fin_time(sk);
/% NT 1min, VH TCP_FIN WAIT2 T W */
if (tmo > TCP_TIMEWAIT LEN) {
inet_csk_reset_keepalive_timer(sk,
tmo - TCP_TIMEWAIT_LEN);

} else {
/%
LNRF timewait EFIFIA tep_sock &l #&H*k,
*/
tcp_time_wait(sk, TCP_FIN_WAIT2, tmo);
goto out;
}
}
}
ARSI T,
/* T CLOSE KA */
if (sk->sk_state != TCP_CLOSE) {
sk_mem_reclaim(sk) ;
if (tcp_check_oom(sk, 0)) {
tcp_set_state(sk, TCP_CLOSE);
tcp_send_active_reset(sk, GFP_ATOMIC);
NET_INC_STATS_BH(sock_net(sk),
LINUX_MIB_TCPABORTONMEMORY) ;
}
}

/* 7% CLOSE KA&T */
if (sk->sk_state == TCP_CLOSE) {
struct request_sock *req = tcp_sk(sk)->fastopen_rsk;
/* We could get here with a non-NULL req if the socket is
* aborted (e.g., closed with unread data) before 3WHS
* finishes.
*/
if (req)
reqsk_fastopen_remove(sk, req, false);
inet_csk_destroy_sock(sk) ;
}

/* Otherwise, socket is reprieved until protocol close. */

bh_unlock_sock(sk);
local_bh_enable();
sock_put(sk);

}

ARSI FRTPIRAS, 128013, 1. 1 45 RS T

7.2.1.3 tcp_close_state
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1 /*

2 Location:

3

4 net/ipv4/tep.c

5

6 Function:

7

8 HATRAHH, FEHABRETULKE FIN

9

10 Parameter:

11

12 sk: fEiiEs R

13 */

14 static int tcp_close_state(struct sock *sk)

15 {

16 int next = (int)new_state[sk->sk_state];
17 /% EWRT ) FIN_ACTION*/

18 int ns = next & TCP_STATE_MASK;
19
20 /* RERSEHITREHEY +/
21 tcp_set_state(sk, ns);
22
23 /x WREFEPATRE FIN HsiE, WEEE */
24 return next & TCP_ACTION_FIN;
25 }

7.2.1.4 tcp_send_fin

==
H O O 00 ~NO O WDN =

NN NDRNNDNRNNDNDRE R B R e e
OO~ EWNROWOOWNOO D WN

/%
Location:

net/ipv4/tep_output.c
Function:

Send a FIN. The caller locks the socket for us.

We should try to send a FIN packet really hard, but eventually give up.
Parameter:

sk: fefmiEdl
*/
void tcp_send_fin(struct sock *sk)
{

/* BAR sock REMFINRE—NTR, WRAZ, RE nullx/

struct sk_buff *skb, *tskb = tcp_write_queue_tail(sk);

struct tcp_sock *tp = tcp_sk(sk);

/x XEMT - B, mRAEAFIGRRELHBRALE X, WARZBERE FIN, */

if (tskb && (tcp_send_head(sk) || tcp_under_memory_pressure(sk))) {

/x RYWEARZENAIITNE, ZF YW 1eP ATHFEEAT (ERE-F 24, NWHTZMEE »/

coalesce:

TCP_SKB_CB(tskb)->tcp_flags |= TCPHDR_FIN;

Ve L:giha
TCP_SKB_CB(tskb)->end_seq++;
tp->write_seq++;

/r RAHE #/
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}

if (!tcp_send_head(sk)) {
/* This means tskb was already sent.
* Pretend we included the FIN on previous transmit.
* /e need to set tp->snd_nzt to the value it would have
* 4f FIN had been sent. This is because retransmit path
* does mot change tp->snd_nzt.
*/
tp->snd_nxt++;
return;
}
} else {
/*x NEAHBEE +/
skb = alloc_skb_fclone(MAX_TCP_HEADER, sk->sk_allocation);
if (unlikely('skb)) {
/* WRABAEZE, HRREFARZENEG, AAZELE FIN
if (tskb)
goto coalesce;
return;
3
skb_reserve (skb, MAX_TCP_HEADER);
sk_forced_mem_schedule(sk, skb->truesize);
/* FIN eats a sequence byte, write_seq advanced by tcp_queue_skb().
/% HE—A FIN &, FWNRERT], */
tcp_init_nondata_skb(skb, tp->write_seq,
TCPHDR_ACK | TCPHDR_FIN);
tcp_queue_skb(sk, skb);
}
__tcp_push_pending_frames(sk, tcp_current_mss(sk), TCP_NAGLE_OFF);

FERER SR, BT A BRSNS — AUk 2, S0k FIN (R 20, £3)
R AR I 28— AR F 52 ko

7.2.2

FRIEF: i ACK

FEARH FIN J5, #lome B8 ACK #iEE] 7K. WX BT IEA PRI, —
FOE AR R AR TRIE O, 53— R X0 A & H FIN B9 00, 13X BELIA17% &R
— G SRS AET. 2.5 IR

BATHE N P EAEARERZ M tep_v4_do_rev BTG, S ATELEE 24k
2L H tep_rev_state_process BRAL, FRATHLEHMNIX AL T o

7.2.2.1

tcp_rcv_state_process

int tcp_rcv_state_process(struct sock *sk, struct sk_buff *skb)

{

struct tcp_sock *tp = tcp_sk(sk);

struct inet_connection_sock *icsk = inet_csk(sk);
const struct tcphdr *th = tcp_hdr(skb);

struct request_sock *req;

int queued = O;

bool acceptable;

tp->rx_opt.saw_tstamp = O;
switch (sk->sk_state) {
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12 case TCP_CLOSE:

13 goto discard;

14

15 case TCP_LISTEN:

16 /* LISTEN KA ENRAD, 8L x/

17

18 case TCP_SYN_SENT:

19 /* SYN-SENT RAALENREG, wE +/

20 }

21 req = tp->fastopen_rsk;

22 if (req) {

23 WARN_ON_ONCE (sk->sk_state != TCP_SYN_RECV &&

24 sk->sk_state != TCP_FIN_WAIT1);

25

26 if (!tcp_check_req(sk, skb, req, true))

27 goto discard;

28 }

29

30 if (!th->ack &% !th->rst && !th->syn)

31 goto discard;

32

33 if (!tcp_validate_incoming(sk, skb, th, 0))

34 return 0;

35

36 /% step 5: check the ACK field , H Wi ZHT U#EK *»/

37 acceptable = tcp_ack(sk, skb, FLAG_SLOWPATH |

38 FLAG_UPDATE_TS_RECENT) > 0;

39 switch (sk->sk_state) {

40 case TCP_SYN_RECV:

41 /* SYN-RECV RSN HENKE, wEL x/

42 case TCP_FIN_WAIT1: {

43 struct dst_entry *dst;

44 int tmo;

45

46 /+ MR YW ERETHNIFE T Fast Open WEET, HZ ACK X
47 * BB E — A Ack, ABLXA ACK BZRFEFIN SYNACK &,
48 * B, 121 syvack TtEt#.

49 */

50 if (req) {

51 /% Return RST if ack_seq %s invalid.

52 * Note that RFC793 only says to generate a

53 * DUPACK for it but for TCP Fast Open it seems
54 * better to treat this case like TCP_SYN_RECV
55 * above.

56 */

57 if (lacceptable)

58 return 1;

59 /% %R fastopen FHXK #/

60 regsk_fastopen_remove(sk, req, false);

61 tcp_rearm_rto(sk);

62 ¥

63 /*x KBTI 5 RFZETRENFINRFF 5 22x/
64 if (tp->snd_una != tp->write_seq)

65 break;

66

67 /+ WEB| Ack J&, ®BE| TCP FIN WAIT2 Y7, B K& *MF,
68 tcp_set_state(sk, TCP_FIN_WAIT2);

69 sk->sk_shutdown |= SEND_SHUTDOWN;

70
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/x WMRBEHEFES, BABEEEAR +/
dst = __sk_dst_get(sk);
if (dst)

dst_confirm(dst);

/r RBEFLEBETNHE +/

if (!sock_flag(sk, SOCK_DEAD)) {
/* Wake up lingering close() */
sk->sk_state_change(sk) ;
break;

}

/% WE linger2 NT 0, WHWELFEAE FIN WAIT2 RALESH,
HEXAERES R, +/
if (tp->linger2 < 0 ||
(TCP_SKB_CB(skb)->end_seq != TCP_SKB_CB(skb)->seq &&
after (TCP_SKB_CB(skb)->end_seq - th->fin, tp->rcv_nxt))) {
tcp_done(sk) ;
NET_INC_STATS_BH(sock_net(sk), LINUX_MIB_TCPABORTONDATA);
return 1;

R R TCP_FIN WAIT2LAJS, 1852 fin B ATATR. WniRIARER 1 TIME-

WAIT WrBeIi ] (TIMEWAILT B BEA AT RRS) , IRALEIZ 1T, sias R it
e ORFRERE . IRNRICEAL T, BTSN Htcp_time_wait #A TIMEWAIT IR

o

tmo = tcp_fin_time(sk);
if (tmo > TCP_TIMEWAIT_LEN) {
inet_csk_reset_keepalive_timer(sk, tmo - TCP_TIMEWAIT_LEN);
} else if (th->fin || sock_owned_by_user(sk)) {
/* Bad case. We could lose such FIN otherwise.
* It is not a big problem, but it looks confusing
* and not so rare event. We still can lose it now,
* if 4t spins in bh_lock_sock(), but it is really
* marginal case.
*/
inet_csk_reset_keepalive_timer(sk, tmo);
} else {
/% YN TCP FIN WAIT2 hAE%4E, =/
tcp_time_wait(sk, TCP_FIN_WAIT2, tmo);
goto discard;
}

break;

/x HRORSHERD, Bk +/

/* step 6: check the URG bit */
tcp_urg(sk, skb, th);

/* step 7: process the segment texzt */
switch (sk->sk_state) {

/x AURSAERD, Bx +/

case
case
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31 /* RFC 793 says to queue data in these states,

32 * RFC 1122 says we MUST send a reset.

33 * BSD 4.4 also does reset.

34 */

35 /*

36 R T E AR, TR B F e, WFEELN T RE
37 RST B, &fxF e 2B EF.

38 */

39 if (sk->sk_shutdown & RCV_SHUTDOWN) {

40 if (TCP_SKB_CB(skb)->end_seq != TCP_SKB_CB(skb)->seq &&

41 after (TCP_SKB_CB(skb)->end_seq - th->fin, tp->rcv_nxt)) {

42 NET_INC_STATS_BH(sock_net(sk), LINUX_MIB_TCPABORTONDATA);
43 /x WMBRBENOREAERXRAT, A4KFE RESET, */

44 tcp_reset(sk);

45 return 1;

46 b

47 }

48 /* Fall through */

49
50 /x AR SLEREG, #E »/
51 }

52
53 /* tcp_data could move socket to TIME-WAIT

54 wR TeP MRAFAT cLoSE KA, MAENKF ik,
55 Bl E Ack, R R, LRI KE,

56 */

57 if (sk->sk_state != TCP_CLOSE) {

58 tcp_data_snd_check(sk) ;

59 tcp_ack_snd_check(sk) ;

60 }

61
62 if (!'queued) {

63 discard:

64 __kfree_skb(skb);
65 }

66 return 0;

67 }

PATE B E, WA T FIN_WATT2IR .

HT#AZFIN WAIT2IRS G, AR TCP BEdE. L, HT&IEM
% RE, Linux WAZCERR T — MR/ E5 TR tcp_timewait_sock REULIEH HY TCP
oG . TIME_WATTH & nVERIFEAN . 1208 Hid PRI I SR & tep_time_wait 5t o

7.2.2.2 tcp_time_wait

1 /*

2 Location:

3

4 net/ipv4/tcp_minicock.c
5

6 Function:

7

8 Move a socket to time-wait or dead fin-wait-2 state.
9

10 Parameter:

11

12 sk: sock
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state: KA
timeo: B Wt A 8]

*/
void tcp_time_wait(struct sock *sk, int state, int timeo)
{
const struct inet_connection_sock *icsk = inet_csk(sk);
const struct tcp_sock *tp = tcp_sk(sk);
struct inet_timewait_sock *tw;
bool recycle_ok = false;
/*
WwRE R tw_recycle, F ts_recent_stamp H 2, W|ITFAE K B #
& RE e R EHR T,
*/
if (tcp_death_row.sysctl_tw_recycle && tp->rx_opt.ts_recent_stamp)
recycle_ok = tcp_remember_stamp(sk);

/* B EE] +/
tw = inet_twsk_alloc(sk, &tcp_death_row, state);
/* BB */
if (tw) {
struct tcp_timewait_sock *tcptw = tcp_twsk((struct sock *)tw);
/% TTE BRI E +/
const int rto = (icsk->icsk_rto << 2) - (icsk->icsk_rto >> 1);
struct inet_sock *inet = inet_sk(sk);

/x VBB % 3 MW */

tw->tw_transparent = inet->transparent;
tw->tw_rcv_wscale = tp—>rx_opt.rcv_wscale;
tcptw->tw_rcv_nxt = tp->rcv_nxt;
tcptw->tw_snd_nxt = tp->snd_nxt;
tecptw—>tw_rcv_wnd = tcp_receive_window(tp) ;
tcptw->tw_ts_recent = tp->rx_opt.ts_recent;

tcptw->tw_ts_recent_stamp = tp->rx_opt.ts_recent_stamp;
tecptw->tw_ts_offset = tp->tsoffset;
tcptw—>tw_last_oow_ack_time = O;

/x AT ipue F0 mds BYALFE, mEIE +/
/* Get the TIME_WAIT timeout firing. */

if (timeo < rto)
timeo = rto;

/%
Rk T A b B B AR B X3 B IR S,
W TIME WAIT W9#ERTEEEE X 3.5 W FER I,
HFN, XER 60s,

*/

if (recycle_ok) {
tw->tw_timeout = rto;
} else {
tw—->tw_timeout = TCP_TIMEWAIT_LEN;
if (state == TCP_TIME_WAIT)
timeo = TCP_TIMEWAIT_LEN;

/x BB E A
inet_twsk_schedule(tw, timeo);

/% B timewait EHIRIENEBA LT, BREANEHEF R »/
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71
72
73
74
75
76
77
78
79
80
81

__inet_twsk_hashdance(tw, sk, &tcp_hashinfo);
inet_twsk_put (tw);

} else {
/x BWELE, AEXAEE »/
NET_INC_STATS_BH(sock_net(sk), LINUX_MIB_TCPTIMEWAITOVERFLOW) ;

/% BH— LI EE KRR EiEdk
tcp_update_metrics(sk);
tcp_done(sk);

7.2.3 HE=XIEF: #EF FIN

IR, HTOEMMH T timewait #HHIRIUR T TCP #6lE. K, X AIAEFRA
AT T tep_rev_state_processH!, M/Z&#E] [ tcp_timewait_state_processi
}XE&E{:IO

7.2.3.1 tcp_timewait_state_process

ZHRAIARAS T, AR EIZE T A4 T inet_timewait_socke.

— =
_H O O 00 ~NO Ol WN -

WWWWWNNRONNNNRNDRNNRNDR E R
FPONPRPOOONODTREWNROWOWO®~NOOGN™»WN

/*

Location

net/ipv4/tep_minisock.h

Description

* x Main purpose of TIME-WAIT state is to close connection gracefully,

¥ % X X X X X X ¥ X X X X X X ¥ X ¥ X X * X * % * *

when one of ends sits in LAST-ACK or CLOSING retransmitting FIN

(and, probably, tail of data) and one or more our ACKs are lost.

What is TIME-WAIT timeout? It is associated with mazimal packet

lifetime in the internet, which results in wrong conclusion, that

1t 1s set to catch "old duplicate segments" wandering out of their path.
It is not quite correct. This timeout 7s calculated so that it exzceeds
mazimal retransmission timeout enough to allow to lose one (or more)
segments sent by peer and our ACKs. This time may be calculated from RTO.
When TIME-WAIT socket receives RST, it means that another end

finally closed and we are allowed to kill TIME-WAIT too.

Second purpose of TIME-WAIT is catching old duplicate segments.

Well, certainly it is pure paranoia, but if we load TIME-WAIT

with this semantics, we MUST NOT kill TIME-WAIT state with RSTs.

If we tnvented some more clever way to catch duplicates

(f.e. based on PAWS), we could truncate TIME-WAIT to several RTUs.

The algorithm below is based on FURMAL INTERPRETATION of RFCs.
When you compare it to RFCs, please, read section SEGMENT ARRIVES
from the very beginning.

NOTE. With recycling (and later with fin-watt-2) TW bucket

is _not_ stateless. It means, that strictly speaking we must
spinlock tt. I do not want! Well, probability of misbehaviour
is ridiculously low and, seems, we could use some mb() tricks
to avotd misread sequence numbers, states etc. ——ANK
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* e don't need to initialize tmp_out.sack_ok as we don't use the results

Parameter

tw: TR timewast 1&H|3E,
skb:FIN WAIT2 %0 TIME WAIT R THK 2|0
th:TCP W53
*/
enum tcp_tw_status
tcp_timewait_state_process(struct inet_timewait_sock *tw, struct sk_buff *skb,
const struct tcphdr *th)

struct tcp_options_received tmp_opt;
struct tcp_timewait_sock *tcptw = tcp_twsk((struct sock *)tw);
bool paws_reject = false;
/* BAEMICRAEE| B +/
tmp_opt.saw_tstamp = 0;
if (th->doff > (sizeof (*th) >> 2) && tcptw->tw_ts_recent_stamp) {
tcp_parse_options(skb, &tmp_opt, 0, NULL);

if (tmp_opt.saw_tstamp) {
tmp_opt.rcv_tsecr -= tcptw—>tw_ts_offset;
tmp_opt.ts_recent = tcptw->tw_ts_recent;
tmp_opt.ts_recent_stamp = tcptw->tw_ts_recent_stamp;
paws_reject = tcp_paws_reject(&tmp_opt, th->rst);

FRr IS 2] ) A2 A5 A A B TR BOA T, AN R, W T PAWS MR 25, FHihsE
fT TCP_FIN _WAIT2HHIEHIALHL,
KT tep__paws_ reject Egﬂ/ﬂﬁﬂg, 52 018.7.3.

if (tw->tw_substate == TCP_FIN_WAIT2) {
/* EH tep_rcu_state_process() Pr#tiTW BT ARN */

/x FEXREEDRRFT LK, KRiE ACK */
if (paws_reject ||
'tcp_in_window (TCP_SKB_CB(skb)->seq, TCP_SKB_CB(skb)->end_seq,
tcptw—>tw_rcv_nxt,
tcptw->tw_rcv_nxt + tcptw->tw_rcv_wnd))
return tcp_timewait_check_oow_rate_limit(
tw, skb, LINUX_MIB_TCPACKSKIPPEDFINWAIT2);

*

/% RN E| RST A, NM4A% timewait EH|BIEKE TCP TW SUCCESS */
if (th->rst)
goto kill;

/% MR E| S HE syy &, MR KE RST */
if (th->syn && !before(TCP_SKB_CB(skb)->seq, tcptw->tw_rcv_nxt))
goto kill_with_rst;

/* WFUE| pack, WK ZEH B, KE TCP_ TW_SUCCESS*/
if (!th->ack ||
lafter (TCP_SKB_CB(skb)->end_seq, tcptw->tw_rcv_nxt) ||
TCP_SKB_CB(skb)->end_seq == TCP_SKB_CB(skb)->seq) {
inet_twsk_put (tw);
return TCP_TW_SUCCESS;
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/* ZE RAEHMAEN, AHEERKE FIN @ */
if ('th->fin ||
TCP_SKB_CB(skb)->end_seq != tcptw->tw_rcv_nxt + 1) {
/% RRWE| T FBAERE T 5 A AL,
* U 4Y 8 = B K Bl TCP_ TW_RST,
*/

inet_twsk_deschedule_put (tw) ;
return TCP_TW_RST;
}

/x WE|T FIN ®, # N\ TIME WAIT R */
tw->tw_substate = TCP_TIME_WAIT;
tcptw->tw_rcv_nxt = TCP_SKB_CB(skb)->end_seq;
/x WRERT HEHRAET, WEEHEXEE «/
if (tmp_opt.saw_tstamp) {
tcptw->tw_ts_recent_stamp = get_seconds();
tcptw->tw_ts_recent = tmp_opt.rcv_tsval;

}

/* Jo 5 TIME WAIT W */
if (tcp_death_row.sysctl_tw_recycle &&
teptw->tw_ts_recent_stamp &&
tcp_tw_remember_stamp (tw))
inet_twsk_reschedule(tw, tw->tw_timeout);
else
inet_twsk_reschedule(tw, TCP_TIMEWAIT_LEN);
return TCP_TW_ACK;
}

/% TIME_WAIT WA B R */

7.2.4 SEMKXIEF: £iX ACK

TEtep_va_revH W& L H BT H)ERAL TFIN_WAIT2 BUTIME_WAITIRZS, W ftcp_timewait_state
PEATACEE, MREEEAR BUE, PUTHCERE.

switch (tcp_timewait_state_process(inet_twsk(sk), skb, th)) {
case : {
struct sock *sk2 = inet_lookup_listener(dev_net(skb->dev),
&tcp_hashinfo,
iph->saddr, th->source,
iph->daddr, th->dest,
inet_iif(skb));

if (sk2) {
inet_twsk_deschedule_put (inet_twsk(sk));
sk = sk2;
goto process;
}
/* Fall through to ACK */
}
case

/% BB ACK & */
tcp_v4_timewait_ack(sk, skb);
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break;
case

goto no_tcp_socket;
case HH

MR R AT, AR E BT, tcp_timewait_state_processZ iR [H] TCP_TW_ACK, [l
W, 2V Htcp_v4_timewait_ack. ZPRELUIT :

static void tcp_v4_timewait_ack(struct sock *sk, struct sk_buff *skb)
{

struct inet_timewait_sock *tw = inet_twsk(sk);

struct tcp_timewait_sock *tcptw = tcp_twsk(sk);

/* Kk ACK . */

tcp_v4_send_ack(sock_net(sk), skb,
tcptw->tw_snd_nxt, tcptw->tw_rcv_nxt,
teptw->tw_rcv_wnd >> tw->tw_rcv_wscale,
tcp_time_stamp + tcptw->tw_ts_offset,
tcptw->tw_ts_recent,
tw->tw_bound_dev_if,
tcp_twsk_md5_key(tcptw),
tw->tw_transparent 7 3 ©g
tw->tw_tos

g

/* BEIR timewait 1EH|F */
inet_twsk_put (tw);

S U k% ACK BS54 tep_v4_send_ack K To

SKih ACK A,

/* TR
*
* The code following below sending ACKs in SYN-RECV and TIME-WAIT states
* outside socket context is ugly, certainly. What can I do?
*/
static void tcp_v4_send_ack(struct net *net,
struct sk_buff *skb, u32 seq, u32 ack,
u32 win, u32 tsval, u32 tsecr, int oif,
struct tcp_mdbsig_key *key,
int reply_flags, u8 tos)

const struct tcphdr *th = tcp_hdr(skb);
struct {
struct tcphdr th;
__be32 opt [(TCPOLEN_TSTAMP_ALIGNED >> 2)
#ifdef CONFIG_TCP_MD5SIG
+ (TCPOLEN_MD5SIG_ALIGNED >> 2)
#endif
1;
} rep;
struct ip_reply_arg arg;

memset (&rep.th, 0, sizeof (struct tcphdr));
memset (&arg, 0, sizeof(arg));

* M5 Tep ¥ %/
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arg.iov[0].iov_base = (unsigned char *)&rep;

arg.iov[0] .iov_len = sizeof(rep.th);
if (tsecr) {
rep.opt[0] = htonl((TCPOPT_NOP << 24) | (TCPOPT_NOP << 16) |

(TCPOPT_TIMESTAMP << 8) |
TCPOLEN_TIMESTAMP) ;
rep.opt[1] = htonl(tsval);
rep.opt[2] = htonl(tsecr);
arg.iov[0].iov_len += TCPOLEN_TSTAMP_ALIGNED;

}

/* R R mTE o +/

rep.th.dest = th->source;
rep.th.source = th->dest;

rep.th.doff = arg.iov[0].iov_len / 4;
rep.th.seq = htonl(seq);
rep.th.ack_seq = htonl(ack);

rep.th.ack =1;

rep.th.window = htons(win);

s+ kT MD5 AR HARA +/

/* REFREMARIRE */
arg.flags = reply_flags;
arg.csum = csum_tcpudp_nofold(ip_hdr (skb)->daddr,
ip_hdr(skb)->saddr, /* XXX */
arg.iov[0].iov_len, IPPROTO_TCP, 0);
arg.csumoffset = offsetof(struct tcphdr, check) / 2;
if (oif)
arg.bound_dev_if = oif;
arg.tos = tos;
/x AR IP BEORERE +/
ip_send_unicast_reply (*this_cpu_ptr(net->ipv4.tcp_sk),
skb, &TCP_SKB_CB(skb)->header.h4.opt,
ip_hdr(skb)->saddr, ip_hdr(skb)->daddr,
&arg, arg.iov[0].iov_len);

TCP_INC_STATS_BH(net, TCP_MIB_QOUTSEGS);
}

2, WREFMTEK T -

7.2.5 ERXF

A —MEOLEXTT R & H T FIN #0050, #ER R AER . RIE TCP HRSE
b, BRI A FIN LU XULE T FIN (2, EHHEAT CLOSING RS, ZBAG
1£7.3.2.2 W7 THENT . ZJ5, CLOSING RAESFEFEZ ACK, Blat NS F— IR
fEtcp_rcv_state_processH', ZLEETCP_CLOSINGHUMCALAN T
case 8
if (tp->snd_una == tp->write_seq) {
tcp_time_wait(sk, TCP_TIME_WAIT, 0);
goto discard;

}

break;

WARALEI Y ACK I M ATIME_WATTARZAS, A timewait 2H1ERSE R 220 T
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.,
1 switch (sk->sk_state) {

2 case TCP_CLOSE_WAIT:

3 case TCP_CLOSING:

4 case TCP_LAST_ACK:

5 if (!before(TCP_SKB_CB(skb)->seq, tp->rcv_nxt))

6 break;

7 case TCP_FIN_WAIT1:

8 case TCP_FIN_WAIT2:

9 /* RFC 793 says to queue data in these states,

10 * RFC 1122 says we MUST send a reset.

11 * BSD 4.4 also does reset.

12 */

13 if (sk->sk_shutdown & RCV_SHUTDOWN) {

14 if (TCP_SKB_CB(skb)->end_seq != TCP_SKB_CB(skb)->seq &&

15 after (TCP_SKB_CB(skb)->end_seq - th->fin, tp->rcv_nxt)) {
16 NET_INC_STATS_BH(sock_net(sk), LINUX_MIB_TCPABORTONDATA) ;
17 tcp_reset(sk);

18 return 1;

19 ¥
20 }
21 /* Fall through */
22 case TCP_ESTABLISHED:
23 tcp_data_queue(sk, skb);
24 queued = 1;
25 break;
26 }

WER B R IES, HAEROBCA KA, AE2ml M. &S00, B2 m B
HIZ
7.2.6 TIME__WAIT

RSPt AEtep_timewait_state_processPRAH o S 7.2. 3 AL EIFIN_WAIT2HK
AR G I, UiE YRR A TIME_WAIT.

1 /*

2 * Now real TIME-WAIT state.

3 *

4 * RFC 1122:

5 * "When a connection is [...] on TIME-WAIT state [...]
6 * [a TCP] MAY accept a new SYN from the remote TCP to
7 * reopen the connection directly, if 2t:

8 *

9 * (1) assigns its initial sequence number for the new
10 * connection to be larger than the largest sequence

11 * number it used on the previous connection incarnation,
12 * and

13 &

14 * (2) returns to TIME-WAIT state 4if the SYN turns out
15 * to be an old duplicate”.

16 */

17 /*

18 kA EE, HEZRMERNE, Bob kA fi#
19 BB FHFAE RST A7
20 */
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21 if (!paws_reject &&

22 (TCP_SKB_CB(skb)->seq == tcptw->tw_rcv_nxt &&

23 (TCP_SKB_CB(skb)->seq == TCP_SKB_CB(skb)->end_seq || th->rst))) {
24 /* WRFFE RST+/

25 if (th->rst) {

26 /* This is TIME_WAIT assassination, in two flavors.
27 * Oh well... nobody has a sufficient solution to this
28 * protocol bug yet.

29 */

30 if (sysctl_tcp_rfc1337 == 0) {

31 kill:

32 inet_twsk_deschedule_put(tw);

33 return TCP_TW_SUCCESS;

34 ¥

35 }

36 /x ERHE R x/

37 inet_twsk_reschedule(tw, TCP_TIMEWAIT_LEN);

38

39 if (tmp_opt.saw_tstamp) {

40 tcptw->tw_ts_recent = tmp_opt.rcv_tsval;

41 tcptw->tw_ts_recent_stamp = get_seconds();

42 }

43

44 inet_twsk_put (tw) ;

45 return TCP_TW_SUCCESS;

46 }

WAL FTIME_WATTIRASHT, 2 E] T Reset 2, 84, 4% TCP WY IWER, W4 EHE
EERg o (HIX Bt ™= A4 7 — AN Rlil. ASRTIME_WAITZ T LAZESEARF 2MSL [HS A, st &N T
T G E W 2L BA P BB B BRI i RS o A, IO AL ] DU 3% rst $ROSCHAT
HELE. EEREWE LRSI TRE, Bt T 2MSL FirBt. XA 2MSL
IR T o BARITTIEI01.3.3. ARG T RFC1337, AR Amie 20X~ RST
W

1 /% ZJE A E 15T B .

2

3 All the segments are ACKed immediately.

4

5 The only exception is new SYN. We accept it, if it s

6 not old duplicate and we are not in danger to be killed
7 by delayed old duplicates. RFC check is that it has

8 newer sequence number works at rates <40Mbit/sec.

9 However, if paws works, it is reliable AND even more,

10 newer sequence number works at rates <40Mbit/sec.

11 However, if paws works, it is reliable AND even more,

12 we even may relaxz silly seq space cutoff.

13

14 RED-PEN: we wviolate main RFC requirement, if this SYN will appear
15 old duplicate (i.e. we receive RST in reply to SYN-ACK),
16 we must return socket to time-wait state. It is mot good,
17 but not fatal yet.

18 */

19 /*
20 BWE| syv B, JFEHWH RST A Ack &%, FEHERHELRN, HEFTHAK.
21 */
22 if (th->syn && !'th->rst &% !th->ack && !paws_reject &&
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(after (TCP_SKB_CB(skb)->seq, tcptw->tw_rcv_nxt) ||
(tmp_opt.saw_tstamp &&
(s32) (tcptw->tw_ts_recent - tmp_opt.rcv_tsval) < 0))) {
/% WRFEZZ SYN FR, WAEHFITE isn 5, HRE TCP_TW SYN, */
u32 isn = tcptw->tw_snd_nxt + 65535 + 2;
if (isn == 0)
isnt+;
TCP_SKB_CB(skb)->tcp_tw_isn = isn;
return TCP_TW_SYN;
}

if (paws_reject)
NET_INC_STATS_BH(twsk_net(tw), LINUX_MIB_PAWSESTABREJECTED);

WJE, SRR T oS E R, AR 4 E B TIME_WATT E R %S , FFi& [B] TCP_TW_ACK.

if (1th->rst) {
/* In this case we must reset the TIMEWAIT timer.

* If 4t is ACKless SYN it may be both old duplicate
* and new good SYN with random sequence number <rcv_nzt.
* Do not reschedule in the last case.
*/
if (paws_reject || th->ack)
inet_twsk_reschedule(tw, TCP_TIMEWAIT_LEN);

return tcp_timewait_check_oow_rate_limit(
tw, skb, LINUX_MIB_TCPACKSKIPPEDTIMEWAIT);
}
inet_twsk_put (tw);
return TCP_TW_SUCCESS;

7.3 HWEIKH
7.3.1 EXKiRE

TEIE R HIR BN K AT IGIT, TCP #6IH BTkt T ESTABLISHED JIRZ, L1k
F|H TCP Bl Htcp_rcv_established REUKANEE, [A FIN BEvh 58 EAMCE ER AU
ARV — AL, Brid FIN B2 E BB R A H Y .

Mg AT, HEEH T TCP IR EE (BIRAFTE), AR B -5 iz
FIN B2 N2 i B e, WA Htcp_finBR8GH TANE . TR AE, W
HiTE TCP BUEHd R Bl T 87, K% FIN BERAFRIELTF A, S e 200
HIITA TCP BUARE, A REMUAL T

7.3.2 HF—XIEF: E FIN
TR R | AR 5 5 BRI R T %5 7 a1 FIN B, BBk 2] 7 CLOSE_WAITIR
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7.3.2.1 BEEARAXR
7.3.2.2 tcp_fin

LU, B o FH B &5 2 1 R4 tep_rev_established, SAJEE 12 # 2 Htcp_data_queuerf
B, LA RE S, AR FIN BUEHUINECA B, WM tcp_finPR8ALHE, 5
W, Bz BCE A RIELP S, SR EZATH TCP B2 2 R At , X AT
lﬁuif‘ﬁtcp rcv_established l?tcp data queueT RS EE AR AR AL T BN A8
A BN A Srcp_tinFBL
/%

Location:
net/ipv4/tep_input.c
Function:

Process the FIN bit. This now behaves as it is supposed to work
and the FIN takes effect when it is walidly part of sequence
space. Not before when we get holes.

If we are ESTABLISHED, a received fin moves us to CLOSE-WAIT
(and thence onto LAST-ACK and finally, CLOSE, we never enter
TIME-WAIT)

If we are in FINWAIT-1, a recetved FIN indicates simultaneous
close and we go into CLOSING (and later onto TIME-WAIT)

If we are in FINWAIT-2, a received FIN moves us to TIME-WAIT.

Parameters:

sk fefdE
*/
static void tcp_fin(struct sock *sk)
{

struct tcp_sock *tp = tcp_sk(sk);

inet_csk_schedule_ack(sk);

sk->sk_shutdown |= RCV_SHUTDOWN;
sock_set_flag(sk, SOCK_DONE);

B, HINE FIN BUS T2 E. &% ACK.
Hk, RE TR LR A VRCV_SHUTDOWN, 26/ R 55t it /S Fo 0 FiF 4%
R -
o, KB L FIPAISOCK_DONERRE, Fn TCP &ik4h
2%, Bl E] FIN BN, TCP AR REJFAS &AL T TCP_ESTABLISHEDHY, X
BHIANT—FFNAET

switch (sk->sk_state) {
case :
case g

/* Move to CLOSE WAIT */
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tcp_set_state(sk, TCP_CLOSE_WAIT);
inet_csk(sk)->icsk_ack.pingpong = 1; //what does it means pingpong? to do.
break;

W TCP BRALFTCP_SYN_RECVEL#TCP_ESTABLISHEDIRZ, #EUKE] FIN 2, ¥
ARASIK B HCLOSE_WAIT, FHHEHERS &% acko

case
case :
/* Recetved a retransmission of the FIN, do
* nothing.
*/
break;
case :
/* RFC793: Remain in the LAST-ACK state. */
break;

TETCP_CLOSE_WAITEL# TCP_CLOSINGIRZAS MNEIR FIN NEEULE]M FIN,
{ETCP_LAST_ACKIRAS T IEAEEREf G/ ACK FB, M 2% .

case

R
o

/* This case occurs when a simultaneous close
* happens, we must ack the received FIN and
* enter the CLOSING state.

*/

tcp_send_ack(sk);

tcp_set_state(sk, TCP_CLOSING);

break;

oK, FUAS PRI IRSS dvv R B OC A S DL, A S IR FORES, T HLIE AL
Vi M%ﬁi%‘l%zx_ ACK 7B, FHAERAE ATCP_CLOSING.

case :
/* Received a FIN -- send ACK and enter TIME_WAIT. */
tcp_send_ack(sk);
tcp_time_wait(sk, TCP_TIME_WAIT, 0);
break;
default:

/* Only TCP_LISTEN and TCP_CLOSE are left, in these

* cases we should never reach this piece of code.

*/
pr_err("’s: Impossible, sk->sk_state=/d\n",
__func__, sk->sk_state);
break;
}
TETCP_FIN_WAIT2IRAS FHaILE] FIN B, 1Rl TCP MR MWiZ &% ACK i
J7 Al 55 s i o

FEHARES, BAMEAREWCE] FIN B,

/* It _is_ possible, that we have something out-of-order _after_ FIN.
* Probably, we should reset in this case. For now drop them.
*/
__skb_queue_purge (&tp->out_of_order_queue) ;
if (tcp_is_sack(tp))
tcp_sack_reset (&tp->rx_opt);
sk_mem_reclaim(sk) ;
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if (!sock_flag(sk, SOCK_DEAD)) {
sk->sk_state_change(sk);

/% Do not send POLL_HUP for half duplex close. */
if (sk->sk_shutdown == SHUTDOWN_MASK ||

sk->sk_state == TCP_CLOSE)

sk_wake_async(sk, SOCK_WAKE_WAITD, POLL_HUP);
else

sk_wake_async(sk, SOCK_WAKE_WAITD, POLL_IN);

3

BB ST IS LB, FREERA R SACK HIF BFIWRE, ekt S A
IR B

WER KNSR O AL T DEAD RA, WIMEEEARZER O IR R s+
WO A R T T ORI, S IR I T CLOSE RAS, MM S-S i% 8
FOREERE, WA IZEZ &1L, BB EATER ] L T5 4k,
7.3.3 HEIXIEF: XX FIN B9 ACK

XA EFEHPEFATVE?? remain to dos
7.3.4 BZXIEF: XX FIN

X5 FF RS — R TR, A FE T .
7.3.5 HFMKXIEF: I FIN BJ ACK

FRATTENTE NAZ IR A M tep. vA do rev BREUTIR, BTl AE 24k
2 tep rev state process FREL, SAE SRR FPRASEX H

case :
/% KRB AET T —ANEKRE, EIH metrics, */
if (tp->snd_una == tp->write_seq) {
tcp_update_metrics(sk);
/x BRAN CLOSEx/
tcp_done(sk) ;
goto discard;
}
break;
}
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8.1 BSD Socket &

8.1.1 msg_flag
MSG_OOB Hl sl A ik SN o
MSG_PEEK #ARHRE, HFAMNRREF X ELTR.
MSG_DONTROUTE Joiii a4k, H AT A7
MSG_CTRUNC 8T XA AL, —Lim il C L 5.

MSG_PROBE X AHRIR, SLhr EFFASHATHIER I EGRL S, M2 TEE MTU B
.

MSG_TRUNC FURBEIGRESLKE, JFEME (R57) BRI EREEE .

MSG_DONTWAIT JoFHIERM A0k RN A7 th &, Wfeda I Far 20 vl o 350 £t
SEAPRIE] AN TR R

MSG_ WAITALL WA —E %45, BERBCE BRI 23 M Z X
MSG__ CONFIRM FriHMKEAR. HHT SOCK_DGRAM 1 SOCK_RAM KR HEH .
MSG_ERRQUEUE fi/RBR 1ok BER TR FIRERIR D, Az HaEd.
MSG NOSIGNAL Y7542 IR, 1ERAIE TR E T AL % SIGPIPE (55
MSG_MORE J5Za86 B &%

SG_CMSG_ COMPAT 64 {734 32 frAbH 7=,

8.1.2 HIFERI;E

/*
Location:
include/uapi/linuz/if_packet.h
Description:
Packet types
*/
#define PACKET HOST 0 /* To us */
#define PACKET BROADCAST 1 /% To all */
#define PACKET MULTICAST 2 /* To group */
#define PACKET OTHERHOST & /* To someone else */
#define PACKET OUTGOING 4 /* Outgoing of any type, AHLKHWE *»/
#define PACKET LOOPBACK 5 /* MC/BRD frame looped back */
#define PACKET USER 6 /* To user space */
#define PACKET KERNEL 7 /* To kernel space */
/* Unused, PACKET FASTROUTE and PACKET LOOPBACK are tinvistible to user space */
#define PACKET FASTROUTE 6 /* Fastrouted frame */
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21 /* Packet socket options */

22

23 #define PACKET ADD_MEMBERSHIP 1

24 #define PACKET DROP_MEMBERSHIP 2

25 #define PACKET RECV_OUTPUT 3

26 /* Value 4 is still used by obsolete turbo-packet. */
27 #define PACKET RX_RING 5

28 #define PACKET STATISTICS 6

29 #define PACKET COPY_THRESH 7

30 #define PACKET AUXDATA 8

31 #define PACKET URIGDEV 9

32 #define PACKET VERSION 10

33 #define PACKET HDRLEN 11

34 #define PACKET RESERVE 12

35 #define PACKET TX_RING 13

36 #define PACKET LOSS 14

37 #define PACKET VNET_HDR 15

38 #define PACKET TX_TIMESTAMP 16

39 #define PACKET TIMESTAMP 17

40 #define PACKET FANOUT 18

41 | #define PACKET TX_ HAS_OFF 19

42 #define PACKET (JDISC_BYPASS 20

43 #define PACKET ROLLOVER_STATS 21

44 #define PACKET FANOUT DATA 22

45

46 #define PACKET FANOUT HASH 0

47 #define PACKET FANOUT_ LB 1

48 #define PACKET FANOUT_ CPU 2

49 #define PACKET FANOUT ROLLOVER 3

50 #define PACKET FANOUT_RND 4

51 #define PACKET FANOUT QM 5

52 #define PACKET FANOUT_ CBPF 6

53 #define PACKET FANOUT EBPF 7

54 #define PACKET FANOUT FLAG_ROLLOVER 0x1000
55 #define PACKET FANOUT FLAG_DEFRAG  0xz8000

8.1.3 Sock CheckSum

8.1.3.1 CheckSum HEFRELL

—
H O O 00 ~NO Ol WN =

el e e e i
00 ~NO 1B W

* A. Checksumming of received packets by device.
CHECKSUM_NONE:

Device failed to checksum this packet e.g. due to lack of capabilities.
The packet contains full (though not verified) checksum in packet but
not in skb->csum. Thus, skb->csum is undefined in this case.

CHECKSUM_UNNECESSARY :

The hardware you're dealing with doesn't calculate the full checksum

(as in CHECKSUM_COMPLETE), but it does parse headers and verify checksums
for specific protocols. For such packets it will set CHECKSUM_UNNECESSARY
if their checksums are okay. skb->csum is still undefined in this case
though. It is a bad option, but, unfortunately, nowadays most vendors do
this. Apparently with the secret goal to sell you new devices, when you
will add new protocol to your host, f.e. IPv6 8)

¥ X X K K X X X X K K X X X X * ¥
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CHECKSUM_UNNECESSARY is applicable to following

IPv6 and IPv4.

IPv4 and IPv6. A device may apply CHECKSUM_UNNECESSARY to a
zero UDP checksum for either IPv4 or IPv6, the networking stack
may perform further validation in this case.

: only if the checksum is present in the header.
indicates the CRC in SCTP header has been validated.

skb->csum_level indicates the number of consecutive checksums found in
the packet minus one that have been verified as CHECKSUM_UNNECESSARY.
For instance if a device receives an IPv6->UDP->GRE->IPv4->TCP packet
and a device is able to verify the checksums for UDP (possibly zero),
GRE (checksum flag is set), and TCP-- skb->csum_level would be set to
two. If the device were only able to verify the UDP checksum and not
GRE, either because it doesn't support GRE checksum of because GRE
checksum is bad, skb->csum_level would be set to zero (TCP checksum is
not considered in this case).

This is the most generic way. The device supplied checksum of the _whole_
packet as seen by netif_rx() and fills out in skb->csum. Meaning, the
hardware doesn't need to parse L3/L4 headers to implement this.

: Even if device supports only some protocols, but is able to produce
skb->csum, it MUST use CHECKSUM_COMPLETE, not CHECKSUM_UNNECESSARY.

A checksum is set up to be offloaded to a device as described in the
output description for CHECKSUM_PARTIAL. This may occur on a packet
received directly from another Linux 0S, e.g., a virtualized Linux kernel
on the same host, or it may be set in the input path in GRO or remote
checksum offload. For the purposes of checksum verification, the checksum
referred to by skb->csum_start + skb->csum_offset and any preceding
checksums in the packet are considered verified. Any checksums in the
packet that are after the checksum being offloaded are not considered to
be verified.

. Checksumming on output.

The skb was already checksummed by the protocol, or a checksum is not
required.

The device is required to checksum the packet as seen by hard_start_xmit()
from skb->csum_start up to the end, and to record/write the checksum at
offset skb->csum_start + skb->csum_offset.

The device must show its capabilities in dev->features, set up at device
setup time, e.g. netdev_features.

NETIF_F_HW_CSUM - It's a clever device, it's able to checksum everything.

NETIF_F_IP_CSUM - Device is dumb, it's able to checksum only TCP/UDP over
IPv4. Sigh. Vendors like this way for an unknown reason.
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* Though, see comment above about CHECKSUM_UNNECESSARY. 8)

* NETIF_F_IPV6_CSUM - About as dumb as the last one but does IPv6 instead.

* NETIF_F_... - Well, you get the picture.

*

*

*

* Normally, the device will do per protocol specific checksumming. Protocol

* implementations that do not want the NIC(Network Interface Controller,ﬁﬂﬁ3)
to perform the checksum calculation should use this flag in their outgoing skbs.

*

* NETIF_F_FCOE_CRC - This indicates that the device can do FCoE FC CRC

* offload. Correspondingly, the FCoE protocol driver

* stack should use CHECKSUM_UNNECESSARY.

*

* Any questions? No questions, good. --ANK

4

/* Don't change this without changing skb_csum unnecessary! */
#define CHECKSUM_NONE 0

#define CHECKSUM_UNNECESSARY 1

#define CHECKSUM_COMPLETE 2

#define CHECKSUM_PARTIAL 3

8.1.3.2 skb_csum_unnecessary

/*
Location:
include/linuz/skbuff.h
Parameter:
skb: I RE AT
*/
static inline int skb_csum_unnecessary(const struct sk_buff *skb)
{
return ((skb->ip_summed == CHECKSUM_UNNECESSARY) ||
skb->csum_valid | |
(skb->ip_summed == CHECKSUM_PARTIAL &&
skb_checksum_start_offset(skb) >= 0));
}

AR R AR S Checksum 28, SLABFHA HI 500 FESR 19
R AR T4 WA 1, 700, &0 o,

8.1.3.3 __skb_checksum_complete

__suml6 __skb_checksum_complete(struct sk_buff *skb)
{

__wWsum csum;
_suml6 sum;

csum = skb_checksum(skb, 0, skb->len, 0);
/* skb->csum holds pseudo checksum */

sum = csum_fold(csum_add(skb->csum, csum));
if (likely(!sum)) {
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if (unlikely(skb—>ip_summed == CHECKSUM_COMPLETE) &&
! skb->csum_complete_sw)
netdev_rx_csum_fault (skb->dev) ;

if (!skb_shared(skb)) {
/% Save full packet checksum */
skb->csum = csum;
skb->ip_summed = CHECKSUM_COMPLETE;
skb->csum_complete_sw = 1;
skb->csum_valid = !sum;

return sum;

8.1.4 SK Stream

Linux WAZH, 124t 17— M A 2L B 28 BRI R AL X — B Ao 14t
FRERCE, MACEBARFAASC AN, LA E A -

Bl

8.1.5 sk_stream_wait_connect
RN TS E T s

/* Location: met/core/stream.c

*

* Parameter:

x ki BEF

* timeo_p: F4F % K

*

* ZE B R sk B I T B0 B

*/
int sk_stream_wait_connect(struct sock *sk, long *timeo_p)
{

struct task_struct *tsk = current;
DEFINE_WAIT(wait);
int done;

do {

int err = sock_error(sk);

if (err)
return err;

if ((1 << sk->sk_state) & ~(TCPF_SYN_SENT | TCPF_SYN_RECV))
return -EPIPE;

if (!*timeo_p)
return -EAGAIN;

if (signal_pending(tsk))
return sock_intr_errno(*timeo_p);

prepare_to_wait(sk_sleep(sk), &wait, TASK_INTERRUPTIBLE);
sk->sk_write_pending++;
/*x %8 TeP HNFEBHEIRS #/
done = sk_wait_event(sk, timeo_p,
Isk->sk_err &&
1((1 << sk->sk_state) &
~(TCPF_ESTABLISHED | TCPF_CLOSE_WAIT)));
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finish_wait(sk_sleep(sk), &wait);
sk->sk_write_pending--;

} while ('dome);

return 0O;

8.1.6 pskb_may_pull

BATEAFEED SR E AR sk buff TURIMAHLAR . FHREESH
WAE sk_buff->data 1, HELELERIRZMIX, ZREARPILAE skb_shinfo(skb)-
>fragl] 4, IXLEHPRFAETITBM AR Z 0 X 4 b XEEHHR AT unmapped
page 41 X2 TSRS B8 RE T/O W 738, i —EB8 93 /74T skb_shinfo(skb)-
>frag list HH, X &> sk_buff Z5H0%55%. ArLA, Xf shk_shinfo(skb)->frag list
P sk buff W ROEAEE AT LA T BRIk .

T R IR R R BT RES 5 Fo

WREARA G B SB K E C AR T ER ST, G ARG E KR
TH—DD R HEKE, BAAG S, AR, I 2T EMA]  pskb_ pull tail
WHER N H S AT, X ERATRATEHNRUE T .

/*
Locatzon:
include/linuz/tep_buff.h
Function:
W BHERNANRETREDH len
Parameter:
skb: BRI AR E
len: ATHERKKE
*/
static inline int pskb_may_pull(struct sk_buff *skb, unsigned int len)
{
if (likely(len <= skb_headlen(skb)))
return 1;
if (unlikely(len > skb->len))
return 0O;
return __pskb_pull_tail(skb, len - skb_headlen(skb)) != NULL;
}
WA

1 42119 tep_va rev

8.2 Inet

8.2.1 __inet_stream_connect

XA PR ] T3 — IR A EHLAY .
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— =
H O O 00 ~NO O WN -

GO oo oo a b DD DDA DSBS DEDDWWWWWWWWWWNDNDNDNDNNONNDDNDNNNDNNRERRRERFRRFERFF-
WO ~NO O A, WNEFEF OOUWONODOPAWNHFOOVUONODOPRWNHFHFOOONODORERWNEFOOOOLONOOOODREWDN

/* Location: net/ipuv4/af_inet.c

*/

Function: Connect to a Temote host. There is regrettably still a little

TCP 'magic' in here.

Parameter:

sock ! AREBHNEET

uaddr . B AFHHE

addr_len ' sockaddr %R EKE
flags @ IREM

__inet_stream_connect(struct socket *sock, struct sockaddr *uaddr,

int addr_len, int flags)

struct sock *sk = sock->sk;
int err;
long timeo;

/x FIW KA +/
if (addr_len < sizeof (uaddr->sa_family))
return -EINVAL;

if (uaddr->sa_family == AF_UNSPEC) {
err = sk->sk_prot->disconnect(sk, flags);
sock->state = err 7 5SS _DISCONNECTING : SS_UNCONNECTED;
goto out;

/% ARAE T U IR ASIAT AR BL Y o B
* AT B e H ok AR E R
* IR T AREERS R A CaE s E &, SIHEBTE N .
*/
switch (sock->state) {
default:
err = -EINVAL;
goto out;
case SS_CONNECTED:
err = -EISCONN;
goto out;
case SS_CONNECTING:
err = -EALREADY;
/% Fall out of switch with err, set for this state */
break;
case SS_UNCONNECTED:
err = -EISCONN;
if (sk->sk_state != TCP_CLOSE)
goto out;

err = sk->sk_prot->connect(sk, uaddr, addr_len);
if (err < 0)
goto out;
sock->state = SS_CONNECTING;
/* Just entered SS_CONNECTING state; the only

* difference is that return value in non-blocking
* case 1s EINPROGRESS, rather than EALREADY.
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err = -EINPROGRESS;
break;

timeo = sock_sndtimeo(sk, flags & O_NONBLOCK) ;

if ((1 << sk->sk_state) & (TCPF_SYN_SENT | TCPF_SYN_RECV)) {
int writebias = (sk->sk_protocol == IPPROTO_TCP) &&
tcp_sk(sk)->fastopen_req &&
tcp_sk(sk)->fastopen_req->data 7 1 : 0;

/* Error code is set above */
if (!timeo || !inet_wait_for_connect(sk, timeo, writebias))
goto out;

err = sock_intr_errno(timeo);
if (signal_pending(current))
goto out;

/* Connection was closed by RST, timeout, ICMP error
* or another process disconnected us.
*/
if (sk->sk_state == TCP_CLOSE)
goto sock_error;

/* sk->sk_err may be not zero now, if RECVERR was ordered by user
* and error was received after socket entered established state.
* Hence, 4t is handled nmormally after connect() return successfully.

*/

sock->state = SS_CONNECTED;
err = 0;

return err;

err = sock_error(sk) ? : -ECONNABORTED;

sock->state = SS_UNCONNECTED;

if (sk->sk_prot->disconnect(sk, flags))
sock->state = SS_DISCONNECTING;

goto out;

8.2.2 inet_hash_connect && __inet_hash_connect

8.2.2.1 inet_hash_connect

/*
* Bind a port for a connect operation and hash it.
*/
int inet_hash_connect(struct inet_timewait_death_row *death_row,
struct sock *sk)

u32 port_offset = 0;

if (!inet_sk(sk)->inet_num)
port_offset = inet_sk_port_offset(sk);
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return __inet_hash_connect(death_row, sk, port_offset,
__inet_check_established);

8.2.2.2 __inet_hash_connect

int __inet_hash_connect(struct inet_timewait_death_row *death_row,
struct sock *sk, u32 port_offset,
int (*check_established) (struct inet_timewait_death_row *,
struct sock *, __ul6, struct inet_timewait_sock **))

struct inet_hashinfo *hinfo = death_row->hashinfo;
const unsigned short snum = inet_sk(sk)->inet_num;
struct inet_bind_hashbucket *head;

struct inet_bind_bucket *tb;

int ret;

struct net *net = sock_net(sk);

if (!snum) {
int i, remaining, low, high, port;
static u32 hint;
u32 offset = hint + port_offset;
struct inet_timewait_sock *tw = NULL;

inet_get_local_port_range(net, &low, &high);
remaining = (high - low) + 1;

/* By starting with offset being an even number,
* we tend to leave about 50/ of ports for other uses,
* like bind(0).
*/

offset &= ~1;

local_bh_disable();
for (i = 0; i < remaining; i++) {
port = low + (i + offset) 7 remaining;
if (inet_is_local_reserved_port(net, port))
continue;
head = &hinfo->bhash[inet_bhashfn(net, port,
hinfo->bhash_size)];
spin_lock(&head->1lock);

/* Does nmot bother with rcu_saddr checks,
* because the established check is already
* unique enough.
*/
inet_bind_bucket_for_each(tb, &head->chain) {
if (net_eq(ib_net(tb), net) &&
tb->port == port) {
if (tb->fastreuse >= 0 ||
tb->fastreuseport >= 0)
goto next_port;
WARN_ON (hlist_empty (&tb->owners));
if (!check_established(death_row, sk,
port, &tw))
goto ok;
goto next_port;
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8.2.3

tb = inet_bind_bucket_create(hinfo->bind_bucket_cachep,

net, head, port);
if (1tb) {

spin_unlock(&head->lock) ;

break;

}

tb->fastreuse = -1;
tb->fastreuseport = -1;
goto ok;

spin_unlock(&head->1lock) ;
}
local_bh_enable();

return -EADDRNOTAVAIL;

hint += (i + 2) & ~1;

/* Head lock still held and bh's disabled */

inet_bind_hash(sk, tb, port);
if (sk_unhashed(sk)) {

inet_sk(sk)->inet_sport = htons(port);

inet_ehash_nolisten(sk, (struct sock *)tw);

}
if (tw)

inet_twsk_bind_unhash(tw, hinfo);

spin_unlock(&head->lock);

if (tw)

inet_twsk_deschedule_put (tw) ;

ret = 0;
goto out;

head = &hinfo->bhash[inet_bhashfn(net, snum, hinfo->bhash_size)];
= inet_csk(sk)->icsk_bind_hash;
spin_lock_bh(&head->1lock) ;
if (sk_head(&tb->owners) == sk && !sk->sk_bind_node.next) {
inet_ehash_nolisten(sk, NULL);

tb

spin_unlock_bh(&head->lock) ;
return 0O;

} else {

spin_unlock(&head->lock) ;

/* No definite answer... Walk to established hash table */
ret = check_established(death_row, sk, snum, NULL);

local_bh_enable();
return ret;

inet_csk_reqsk_queue_add
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/*

Location:

*/

struct sock *inet_csk_reqsk_queue_add(struct sock *sk,
struct request_sock *req,
struct sock *child)

{
struct request_sock_queue *queue = &inet_csk(sk)->icsk_accept_queue;
spin_lock(&queue->rskq_lock) ;
if (unlikely(sk->sk_state != TCP_LISTEN)) {
inet_child_forget(sk, req, child);
child = NULL;
} else {
req->sk = child;
req->dl_next = NULL;
if (queue->rskq_accept_head == NULL)
queue->rskq_accept_head = req;
else
queue->rskq_accept_tail->dl_next = req;
queue->rskq_accept_tail = req;
sk_acceptq_added(sk);
}
spin_unlock(&queue->rskq_lock) ;
return child;
}

X~ BRAL T BT OB R B BRI R AR R A A o
P AL

1 8.6.1.5" [ tcp_conn_ request P H o

8.2.3.1 inet_csk_reqsk_queue_hash_add
void inet_csk_reqgsk_queue_hash_add(struct sock *sk, struct request_sock *req,
unsigned long timeout)
{

regsk_queue_hash_req(req, timeout);
inet_csk_reqsk_queue_added(sk) ;

BT RIS B AL RT3 o, B E R g i | . 2 )5
R CAFAERDERIE RIREL, IFE s E I 4 -

WA

1 8.6.1.5F1 1 tcp_conn_ request Mo

8.2.4 inet_twsk_put

ZREUH TR ilinet _timewait_sockZE 44K,
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void inet_twsk_put(struct inet_timewait_sock *tw)

{
/% BUNBFATH, wRITEN o, WEKE »/
if (atomic_dec_and_test(&tw->tw_refcnt))
inet_twsk_free(tw);
}

1 42119 tep_v4 rev A

8.3 TCP fAX&#

tcp_syn_retries INTEGER, BRIMER 5 X T DErdiEs:, WEEREZ DA SYN EHIERA
WERMFE. ANVIZAT 255, BRMESR 5, XWVT 180 B AR E. (FF Az
T ELE S R AR 2T 5, XM =, PSSO 2. X MEAUUREERT M %
B2, IR ERE, & tep_ retriesl PRAEMY)

tep__synack_retries INTEGER, BUMEZE 5 X FHmus &K SYN, W4 ki% SYN + ACK %L
AR, AIACE] E—4> SYN e R AL X2 g =k T ( threeway hand-
shake) HLAIAYSE A0 X LG WAZAE TR R Z BT BTk H I SYN+ACK
BH. ANIZKT 255, BRMER 5, XMWT 180 Fr/ctaitale (A AR L)
tcp. syn_ retries KHEIXME)

tcp_keepalive_time INTEGER, ZRIMEZ 7200(2 /M) 24 keepalive FTH BN T, TCP %1% keepalive
R (BT BRI S S R 2, kTR X3 TR BRI EE, &
WA cu AR, WIAR 2 BES TR REALEAEM AR st /fin
R, BEAFFLLIIS A2 2 /N, 25384 Hi 7tep_keepalive time L2
T . A ATEM nat RSSO BHERMEUE D 1800 )

tcp_keepalive probes INTEGER, BRIME/E 9 TCP A% keepalive M LR AE 1438 12 © LW H 1Y IREL
(EE: ERERUE SO_KEEPALIVE E4 7RI +T A4 A1k, IREERIAA
T BB, Y IRRIR T U AL AT LU Y i S I, B 5 A

tcp_keepalive_intvl INTEGER, #RIMEA 75 FRIUTHE A E A, FLL tep_ keepalive probes #tf5
BT AR ASKTEA Wil 2 )2 4 AR BR A I 1) o BRIAMEDN 75 70, sl R BeA
TSN AERZT 11 2P LU R R F o O TR ORI, 1XIMEA — ek
R, AR T BN, Rl web SRS it BV NZAE, 15 & AR S & HYMH)

tcp. retriesl INTEGER, BRIMEZ 3 JUFERI N —1 TCP EHIGKAT , T2 T2 /D Eik.
RFC HUERARMNEERZ 3, X2ENE | BRI RTO MEKLALE 3 ) - 8 404
ZIEe (R XMEFR MR JEIEAR syn iE82)

tep_retries2 INTEGER, BOMEN 15 fELFER0E (CEZEHURAL) 1 TCP &2 1, 752t
12/ E . BB 15, R RTO BIMESERE, 2T 13-30 4040 (RFC1122
MAE, AT 100 F0). GXMEARYE H AT MZE I E, AT LA )N, FRATMIZE
NAEBCH T 5)
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tcp__orphan_ retries

tep_fin  timeout

tcp__max_ tw__buckets

tep__tw__recycle

tcp__tw__reuse

tcp__max_ orphans

cp_abort__on_ overflow

tcp__syncookies

INTEGER, B0AER 7 i EFF TCP EE2HT , B2/ 0k El. BIME
T MHET 50 B - 16 %P . M RTO T2 WHERER RS2 NEIR KT web
M55 AR AP BERERIZME | 1X 2 sockets A RESFERR K RAIVEIR. BINSH
7% tcp.max_orphans o (F5L B NAT BB, FBEIGZEN R RER), TA
N4 PR3 T FRARIZ B 3)

INTEGER, FRIMERE 60 X T AU K H ) socket 1&E4%, TCP PRFEF(E FIN-WAIT-2
RASHIBSE] o X7 AT RE S Wi P Bk — BN ES AOE B mOAS AT TIOR3 FE A0 T 2R
WE 60 Bo JERAE 2.2 MARINZ TR 180 Fhe MW LAREZE , HFFEIE
B IRERHE N FEIRE R web IREAT . AT REEE B PIAER A R TCRU U
T XS . FIN-WAIT-2 sockets HfERE KT FIN-WAIT-1 , FAEATRZ H
1Z 1.5K INAT (B2 HFER K. 5022 tep_max_orphans. (3£ 1
i NAT BIIHEE, BEAGZEAL R 0P Ab 35 1, FRA NI W28 BRI FEARIZ (B R 30)

INTEGER, #RIMEZ 180000 REAE AN AT AL BRI H K timewait sockets £LH o Al
PRI AT | time-wait socket S8 57 BIARERIT H 2 /RS E(5 E . Zr A%
FEIXABRA L Ak T HUEARLE R ) DoS Ik, TR K I R A FR
Hil A, RS TEELLBMEEZ | WA DS (BB I AF) -
(F5E B NAT B S i T LA 24 i3 iz {8

BOOLEAN, BRAEA 0, FTHFHLHE TIME-WAIT sockets . BRARFRIRGR, &
M, AR RS SOXME . ZEUM NAT BT T

BOOLEAN, BRIMMEA 0 12 CHRA 2B RFEF N LT TIME-WAIT JIRZAH
socket HITTf) TCP & (X AR E JH S LRSS, 15 s ieni 0 B4
R FH BB TR AR A B

INTEGER, Bt&EAZE 8192 AGArAEAIEAE TAEMIFER TCP sockets e KL
o R MO IBARE TAET IR B E R 7 B reset, FFRIAY 7R
MAE B Z P AER SRS, AHCh T HE AL B DoS Bl . TAAS
BURIIX AN T NI BEARX A BREI ((XME Redhat AS MU E N 32768, 1H
KR LT KRS B I, EEIGZAE B SR 2000)

BOOLEAN, & EAE: 0 Y 5FAPgeRe RATTMASBEREZ 5 1388 , i35 J5 & 3% reset
A, BRIMER falseo IXTEMEZE 26 H MRS FN— MBSAI B &, A8 4G4 #
KR EARTS . HATERTE P PR B I AN RE ST GG BEE SR AT THZGE T, %%k
TSR P HIE A . O EL32E Y sendmail apache iX 28] 55 Bz, 13X A A]
DMRIPRLER P2 bk i& 4, 7T LG T IR AR AL B A 1B il s, Fr MR %2
B K I EHEREFT R )

BOOLEAN, BHMEZ 0 HAENZ YR ET %% T CONFIG _SYNCOOKIES Hf
A RAVER  Z4HI syn S50 AF H B H BT 506 T & 1% syncookies. H HIAZEH
T Wik syn flood Titie JERL: 1ZETT I AREFH THR L AU 2 Tt 19w 3R
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tep__stdurg

tcp_max_ syn_ backlog

tcp__window__scaling

tcp__timestamps

tep__sack

S, AR HEHHIE synflood HE , (HZW A KB AWE] synflood Bi7, 1M
e P R EE G m IR, R OZH B SHOR IR E Ik 55 e ERE . 2%
tcp__max_ syn_ backlogs tcp__synack_ retriess tcp_abort__on_ overflowo. syncookie
P HEAES TCP WM, ARVEEEH TCP ¥/, FREXTIELER 55 S 2™ BRI RE
W (10 SMTP $%). (B8, %915 BSD EEEAI tep proxy —FHE, iR
7 RFC HET tep BN =R T S2BURY, (HEXT B syn-flood HITHIRAH].)

BOOLEAN, BRME A 0 i TCP urg pointer 7B B EHUE RABREINRE. K
I EHLERE A IH BSD ks, FIILANARELE Linux F1FE . e FEORGEM
CATIE R .

INTEGER, X T AREARIRID ARG B i EBEIE K, T B ORAFAEBAHI i
KEH. XFiid 128Mb NFMARS , BOAMERE 1024 . (KT 128Mb 10K
128, WIRMRS#REH MM, of LG inix N Eee . S RanEs ez
KRT 1024, HBAHERL include/net/tep.h BIAIY TCP_SYNQ_HSIZE , DAFFF
TCP_SYNQ_HSIZE*16<=tcp_max_syn_backlog . JFHImiEZ 02 M. (SYN
Flood BUii A TCP Wl Bicfi 42 T- AUk fe, Dhid REMRTR IP Mk &6 Kht TCP-
SYN PTG Hir R4, mASFHHERRS Socket PAFFHIFAER MM JC i 4%
SZHERE. N T NATXA S, B Unix R 40H 35 R FH 20 3 BB 51 A HL Y
FEORGE (AR Xty 2R — DA I A3 1F 5 1 52 238 3
(Connect() 1 Accept() ), /&M 5 — DA EMAEHEFT FFiEHE . X PO PAF 40T
J7 AN A — 28 R NG (B0 Syn-Cookies/Caches) HEE W IR, GBS HLAL
AR/ NI SYN Flood Gl (FHSEIEH] <1000p/s) IR SYN BASIKE
P DA YN TR 22 SEAR I FE I I 26 T H280, T LAXS Server K15t AT LAZE RS K% AH.)

BOOL, SAEN 1, %brEFRIRN tep/ip SIEHEEITE O K/NEEFAE . Z81HN
fRME, N1 INFRORAAE ) O 0 IR AR 2R tep/ip 8 F (8 T A KRl A
# 65535 F47, X TR ML, ZERREA/DN, XA RS T iZRE, ATLAME
tep/ip W K/ REC R g, MR S AL MRES) (RFC 1323). 4
IR, RREERE M NS, RASEITE, Fre R A g sE Mg, arLlig
HHN 0o

BOOLEAN, SRAEMEN 1, ZAREFIR A T LAl Lo i 5 FEORG  BY  3
(RFC 1323) K J XS RTT W5, 9 7 SEEUEE AF AOTERE V12 5 R A 0eIito A
Timestamps 7] AR VEARLEON & [ sequence P45, —4% 1G S kB ol 42
HIBFH out-of-line ZUEHIIH sequence T i (RUIE & H T E A4 /7)o Times-
tamp &b BHIEIX AT [HE .

BOOLEAN, S8 1H A 1, EbrbRn G E HAIEERNE (Selective Acknowl-
edgment) , XA LAE I A G EE M Y 2 BL PRI R AR SORIR B PERE. (X FERT LALE
RIFF R RERRAARSCE) « B R LA R E A E 13 e fEdE e, IRA BT
PO MREARZS o XTSI E R U MR %, (HE XS CPU 1
i
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tep_fack BOOLEAN, fR&EEN 1 FTH FACK I ZE#E S Pl EAZ T RE . (T, 24 tep_sack
WEN 0 By, XAMMERIMERER 1 HITER)

tep__dsack BOOLEAN, BAEN 1 72F TCP Kk W 5Ee A" 1 SACK.
tcp_ecn BOOLEAN, SREMEA 0 FTJF TCP FY B e 28 145 ThhE

tcp_reordering INTEGER, BUMEZ 3 TCP Vit EHE T AR KA . (— AR BIHERFT
X EAE ISR R —28, Hen 5)

tcp_retrans_collapse BOOLEAN, $iAETEN 1 X6 T HLEA bug HUFT EIMERAEE XTI bug BIFRASE. (—
PRASTRZEIX SR, AT AR HE)

(3 I INTEGER Z£#t) min, default, max. min: 4 TCP socket T4 H T & IiXZM NN/ IME. &1
tep socket BRI AEEEW LASHBAT LMEFHE o BRAMEN 4096(4K) o
default: & TCP socket THEE T &K Z M N GAECE, BOAMEN M IZIES 5 H
MU AT net.core.wmem  default {H, — K EAET net.core.wmem  default Y
i FRIAMEN 16384(16K).

max: HT TCP socket & EZ2 M HI N A7 KA o A5 1 net.core.wmem__max,
" ERA MEEZH SO__SNDBUF MIARSZiZAER . BRIMEN 131072(128K) . (X
TGS, XD SEAMEXS T RIRBARA L), LR IR,
MOAT 51200 131072 204800)

tcp. rmem (3 7 INTEGER Z%#t)min, default, max. min: 4 TCP socket T TH 2%
PN EECRE, RIMEEN A HINERE T tep socket #3Z2/DSHIX AL EEN
WA T Hlczz v, BRIMEN 8K.
default: & TCP socket T H T UG B N8R, BROAE I T IZAE 52 2B
WAE T net.core.wmem  default {H o IZ{EIRE £ tep_adv_win_scalestep_app_ win
il tep_app. win=0 BRIMEEN T, TCP 1 K/NA 65535, BRIMEA 87380

max : F1 7T TCP socket UG I N A7 5 KAH o % B A2 52 net.core.wmem__max,
"ERAS" 12 SO_SNDBUF WIASZZ B . FRIAEN 128K BROAMEN
87380*2 bytes. (T LAGEH, max BIIREHRIFAE default BIPIRE, X T NAT 3k
YiEEZIEIN Y, FAML L 51200 131072 204800)

tcp_mem (3 7 INTEGER % i&)low, pressure, higho low: 4 TCP i H TR TIZEN N
TS, TCP AL R fF. (AN, XMEN 55 EL tep. wmem
1956 2 AMEMILE - X585 2 MERY], SR R/ N LUK I % 38 RALR LA DT
K/ (131072 * 300 / 4096). )

pressure: 4 TCP i T IZ B WA TURIECR R, TCP e HAN M,
HEN pressure #2, 2NAFIHFEMIRT low (EITNERHE pressure R4 GHARGH T
XA 1ZAE TCP AT LM FH Y28 XA/ MR KAE (204800 * 300 / 4096). )
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high: SOV tep sockets JH T HERAZZ Rt 1 DL AT o (NSRBI X ME, TCP
GRS, XA 2B HTORAF (512000 * 300 / 4096) A T o
FEXFENL T, AL ER K, BRECHIR %8, RN 2.5 %, s fd
WA ERERES 4 2.5 A5 AVEERE . FRAYRIZEH DY 192000 300000 732000)

— B LT X L A RS SRR RGN A EUE T AR 19

tcp_app_win INTEGER, BRIMER 31 PR max(window /2tP—PP—win mss) % L T3
MZZ. 200 0 B FRRATFERE M.

tcp_adv_win_scale INTEGER, BIMEN 2 THEZZHITEY bytes /2tcp—adv_win_scale (118 tep adv_ win_ scale
> 0) o bytes — bytes / 9—tep_adv_win_scale (ﬁﬂ% tep_adv_win_scale <= 0)o

tep. rfe1337 BOOLEAN, SRAE N 0 XM ICA] LU 26 T8 RFC1337 IR R "tep HY time-
wait BAGHL FEAEE. FHHE, WEZEEFIBLLE time-wait IR TCP
BTN RST A,

tep_low_latency BOOLEAN, $EEN 00 1ZBEHH AL R If set, the TCP stack makes de-
cisions that prefer lower latency as opposed to higher throughput. By default,
this option is not set meaning that higher throughput is preferred. An example of
an application where this default should be changed would be a Beowulf compute
cluster. A LAH HUZOEWAE B E R T 2R A T @ ek i3S, MikEZ S,
W2 TS TAREE I (RS o X MR — RAG I 2 R A, (EAERS . Beowulf £

RE GBS HIRHe, ST EIRA R .
tep_ westwood BOOLEAN, SRAMEN 0, 8 M &R wi (9 ZEE G 0, B RT AR AR i i
VA, I O B8 AT IS ST 0L ;. X T WAN l(ER B 1% 5 FH X

AT

tcp__bic BOOLEAN, SREEN 0, AP KR N 24 5 ] Binary Increase Congestion; iX

FERT LU AR AT DL GB s B BEf TRV E RS X T WAN J8 (5 3% 5 ik
i,

8.3.1 TCP fREE

#define FLAG_DATA 0z01 /* Incoming frame contained data. */
#define FLAG_WIN_UPDATE 0z02 /* Incoming ACK was a window update. */
#define FLAG_DATA_ACKED 0z04 /* This ACK acknowledged new data. */
#define FLAG_RETRANS_DATA_ACKED 0z08 /* "" "" some of which was retransmitted. */
#define FLAG_SYN_ACKED 0z10 /* This ACK acknowledged SYN. */
#define FLAG_DATA_SACKED 0x20 /* New SACK. */

#define FLAG_ECE 0z40 /* ECE in this ACK */

#define FLAG_LOST_ RETRANS 0z80 /* This ACK marks some retransmission lost */
#define FLAG_SLOWPATH 02100 /* Do not skip RFC checks for window update.*/

#define FLAG_ORIG_SACK_ACKED 0z200 /* Never retransmitted data are (s)acked */
#define FLAG_SND_UNA_ADVANCED  0z400 /* Snd_una was changed (!= FLAG_DATA_ACKED) */
#define FLAG_DSACKING ACK  0x800 /* SACK blocks contained D-SACK info */

#define FLAG_SACK_RENEGING 0x2000 /* snd_una advanced to a sacked seq */
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#define FLAG_UPDATE_TS_RECENT  0x4000 /* tcp_replace_ts_recent() */

#define FLAG_ACKED (FLAG_DATA_ACKED|FLAG_SYN_ACKED)
#define FLAG_NOT_DUP (FLAG_DATA|FLAG_WIN_UPDATE|FLAG_ACKED)
#define FLAG_ CA_ALERT (FLAG_DATA_SACKED|FLAG_ECE)

#define FLAG_FORWARD_PROGRESS (FLAG_ACKED|FLAG_DATA_SACKED)

#define TCP_REMNANT (TCP_FLAG_FIN|TCP_FLAG_URG|TCP_FLAG_SYN|TCP_FLAG_PSH)
#define TCP_HP_BITS (~(TCP_RESERVED_BITS|TCP_FLAG_PSH))

X HEIATHZS LR &, T

SACK Selective Acknowledgment(SACK), iXF 5 s UFEAE TCP L HEin—14> SACK 1
ZRPY, ACK I&/& Fast Retransmit ) ACK, SACK MEICHRIE B E eI X
B, AEREm T DUARYE FEH) SACK KRB BRLEEdas] T, M a s, T2
BAAL T Fast Retransmit W5 249K, XML R EILA S FF o

Reneging fiTif Reneging MR EH2), BT ARGEE & kKikin SACK H s
BET . MR, BATEERAEFIEFAMA, FAXAFESMAE 2. Hi,
BT T RE S T — LE A DI 2, AN BT N AR M M AR T . P
DL, 3% TT B RRESE AT SACK, FEIRZEKH ACK, H4EH" Time-Outo U1
RIGEM ACK WAEK, B2 EEH SACK WIZARVIELL, FHob, Hllumixil
FEARER SACK HIHLFRIE A Acko TEE: SACK 2 &IE T PHR, 1
R, RN REE A EIE K IFTT K SACK PRI, 1X4 SR IR 2
REERRCAKEHNEEE, XATHFERE ZiEm IR,

D-SACK Duplicate SACK X% D-SACK, HEEMH T SACK KA 1f &% T A WL s i
BRI T . D-SACK #H T SACK 28— BORMbRE, WH SACK 15—
ANBHEEIME ACK s, AB4mt/2 D-SACK. MR SACK 25— B
Wi SACK 28 — Bl s, AB4m2 D-SACK. 5| AT D-SACK, HiX 4L
fb: 1) ATLAERETANE, AAHENAET, EERDRE ACK BE T .

2) BAZEHCH timeout j(/J\T, SHEL,
3) W% BT RA I EEEIEN (UK reordering)

4) W% LREARIERMBIREALEE T .
PR
1 6.1.1.6H9 tep_enter_loss HI o
8.3.2 HR¥E

8.3.2.1 ©before & after

AE—LETRELFIWT -5 1 7 IR T before O Mlafter () IXMBRIAL. IX P/ ER
B E
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/* include/net/tcp.h
* WBRFHATHT 32 EK

*/
static inline bool before(__u32 seql, __u32 seq2)
{
return (__s32) (seql-seq2) < 0;
}
#define after(seq2, seql) before(seql, seq2)

ATLATE], KPR hR R T N SRR, 2 7L O BB A
TS R L . SR 32 BT,

8.3.2.2 between

/* 15 s2<=51<=s3 ? */

static inline bool between(__u32 seql, __u32 seq2, __u32 seq3)
{

return seq3 - seq2 >= seql - seq2;
}

8.4 TCP CheckSum

8.4.1 +tcp_checksum_complete

R O E R RN, sE e ARK AT BRI, (EREERAR, ZEBH T
P BA A TCP Bre WARFEAK:, FFHARGE Y, WERME 1.

/*
Locatzon:

include/net/tcp.h
*/
static inline bool tcp_checksum_complete(struct sk_buff *skb)
{

return !skb_csum_unnecessary(skb) &&
_tcp_checksum_complete(skb) ;

X T __tcp_checksum_completePR%L, WIH:

/*
Location:
include/net/tcp.h
*/
static inline __suml6 __tcp_checksum_complete(struct sk_buff *skb)
{

return __skb_checksum_complete(skb) ;

}

XITPR%8__skb_checksum_complete, =L BSD Socket 4bHIEGE
WHALE:

1 52224 tcp_v4 do_rev WA
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8.4.2 +tcp_v4_checksum_init

/x BRE, */

8.5 TCP Initialize

8.5.1 TCP Initialize Handle

8.5.1.1 tcp__connnect__init

/* Do all connect socket setups that can be done AF independent. */
static void tcp_connect_init(struct sock *sk)
{

const struct dst_entry *dst = __sk_dst_get(sk);

struct tcp_sock *tp = tcp_sk(sk);

__u8 rcv_wscale;

/* We'll fixz this up when we get a response from the other end.
* See tcp_input.c:tcp_rcu_state_process case TCP_SYN_SENT.
*/
tp->tcp_header_len = sizeof(struct tcphdr) +
(sysctl_tcp_timestamps 7 : 0);

#ifdef CONFIG_TCP_MD5SIG
if (tp->af_specific->md5_lookup(sk, sk))
tp->tcp_header_len += TCPOLEN_MD5SIG_ALIGNED;
#endif

/* If user gave his TCP_MAXSEG, record it to clamp */
if (tp->rx_opt.user_mss)

tp—>rx_opt.mss_clamp = tp->rx_opt.user_mss;
tp—>max_window = 0;
tcp_mtup_init(sk);
tcp_sync_mss(sk, dst_mtu(dst));

tcp_ca_dst_init(sk, dst);

if (!tp->window_clamp)
tp->window_clamp = dst_metric(dst, RTAX_WINDOW);
tp->advmss = dst_metric_advmss(dst);
if (tp->rx_opt.user_mss && tp->rx_opt.user_mss < tp->advmss)
tp->advmss = tp->rx_opt.user_mss;

tcp_initialize_rcv_mss(sk);

/* limit the window selection if the user enforce a smaller rxz buffer */
if (sk->sk_userlocks & SOCK_RCVBUF_LOCK &&
(tp->window_clamp > tcp_full_space(sk) || tp->window_clamp == 0))
tp->window_clamp = tcp_full_space(sk);

tcp_select_initial_window(tcp_full_space(sk),
tp->advmss - (tp->rx_opt.ts_recent_stamp 7 tp->tcp_header_len - sizeof(struct tcphdr
&tp->rcv_wnd,
&tp->window_clamp,
sysctl_tcp_window_scaling,
&rcv_wscale,
dst_metric(dst, RTAX_INITRWND));
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}

tp->rx_opt.rcv_wscale = rcv_wscale;
tp->rcv_ssthresh = tp->rcv_wnd;

sk->sk_err = 0;
sock_reset_flag(sk, SOCK_DONE);
tp—>snd_wnd = O;
tep_init_wl(tp, 0);
tp—>snd_una = tp->write_seq;
tp->snd_sml = tp->write_seq;
tp—>snd_up = tp->write_seq;
tp->snd_nxt = tp->write_seq;

if (likely(!tp->repair))
tp—>rcv_nxt = 0;
else
tp->rcv_tstamp = tcp_time_stamp;
tp->rcv_wup = tp->rcv_nxt;
tp->copied_seq = tp->rcv_nxt;

inet_csk(sk)->icsk_rto = TCP_TIMEOUT_INIT;

inet_csk(sk)->icsk_retransmits = 0;
tcp_clear_retrans(tp);

P AL

1 5.1.2.30Y tcp__connect HI Ao

8.5.1.2

R AR AL TR A S EAERT skb HTEIRE.

/%

tcp__init_ nondata_ skb

Location:

net/ipv4/tep_output.c

Function:

W T e B skb.

Parameter:

*/

skb: FEWMEIE sk_buff,
seq: 5
flags: &AL

static void tcp_init_nondata_skb(struct sk_buff *skb, u32 seq, u8 flags)

{

/r RERBH +/

skb->ip_summed = CHECKSUM_PARTIAL;

skb->csum = 0;

/* WERTM +/

TCP_SKB_CB(skb)->tcp_flags = flags;

TCP_SKB_CB(skb)->sacked = 0;
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26 tcp_skb_pcount_set(skb, 1);
27
28 /x RERMBTE +/
29 TCP_SKB_CB(skb)->seq = seq;
30 if (flags & (TCPHDR_SYN | TCPHDR_FIN))
31 seqt+;
32 TCP_SKB_CB(skb)->end_seq = seq;
33 }
WA

1 5.1.2.3914 tep_connect

2 5.1.4.2791 tcp_send ack P H -

8.6 TCP Optiomns

8.6.0.1 TCP Options Flags

1 /*

2 Location

3

4 include/net/tcp.h

5

6 Description:

7

8 TCP option

9 */

10 #define TCPOPT_NOP 1 /* Padding */

11 #define TCPOPT_EOL 0 /* End of options */

12 #define TCPOPT_MSS 2 /% Segment size negotiating */
13 #define TCPOPT_WINDOW 3 /% Window scaling */

14 #define TCPOPT_ SACK_PERM 4 /* SACK Permitted */

15 #define TCPOPT_SACK 5  /* SACK Block */

16 #define TCPOPT_ TIMESTAMP 8 /* Better RIT estimations/PAWS */
17 #define TCPOPT_MD5SIG 19 /* MD5 Signature (RFC2385) */
18 | #define TCPOPT FASTOPEN 34 /* Fast open (RFC7413) */

19 #define TCPOPT_EXP 254 /* Exzperimental */

20 /* Magic number to be after the option wvalue for sharing TCP
21 * experimental options. See draft-ietf-tcpm-experimental-options-00.tzt
22 */

23 #define TCPOPT_FASTOPEN_MAGIC  OxF989

24

25 /*

26 * TCP option lengths

27 */

28

29 #define TCPOLEN_MSS 4

30 #define TCPOLEN_WINDOW 3

31 #define TCPOLEN_SACK_PERM 2

32 #define TCPOLEN_TIMESTAMP 10

33 #define TCPOLEN_MD5SIG 18

34 #define TCPOLEN_FASTOPEN BASE 2

35 | #define TCPOLEN_ EXP_FASTOPEN BASE 4
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8.6.1 TCP Options Handle

8.6.1.1 +tcp_parse_fastopen_option

1 /*

2 Location:

3

4 net/ipv4/tep_input.c

5

6 Function:

7

8 232 Fastopen

9

10 Parameter:

11

12 len: K&

13 cookie: HT fast open

14 syn: =EH syn

15 foc: T fastopen cookie

16 exp_opt: AEHELEMNE,

17 */

18 static void tcp_parse_fastopen_option(int len, const unsigned char *cookie,
19 bool syn, struct tcp_fastopen_cookie *foc,
20 bool exp_opt)
21 {
22 /* Valid only in SYN or SYN-ACK with an even length. */
23 if (!foc || !'syn || len < 0 || (len & 1))
24 return;
25
26 if (len >= TCP_FASTOPEN_COOKIE_MIN &&
27 len <= TCP_FASTOPEN_COOKIE_MAX)
28 memcpy (foc->val, cookie, len);
29 else if (len != 0)
30 len = -1;
31 foc->len = len;
32 foc->exp = exp_opt;
33 }

THALE:

8.6.1.2 +tcp_parse_options

KT TCP Options &, WRAERERTE, TUAZ%1.3.1.2 I 4.

1 /*

2 Location:

3

4 net/ipv4/tep_input.c

5

6 Function:

7

8 Look for tcp options. Normally only called on SYN and SYNACK packets.
9 But, this can also be called on packets in the established flow when
10 the fast version below fatils.

11

12 Parameter:

13

14 skb: E&FH
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15 opt_rz:TCP My I 2

16 eatab: WEREEL,

17 foc: RARG RWHETF,

18 */

19 void tcp_parse_options(const struct sk_buff *skb,

20 struct tcp_options_received *opt_rx, int estab,
21 struct tcp_fastopen_cookie *foc)

22 {

23 const unsigned char *ptr;

24 const struct tcphdr *th = tcp_hdr(skb);

25 | /x BIAHRKE */

26 int length = (th->doff * 4) - sizeof(struct tcphdr);

21 | 7/ RE‘TWER +/

28 ptr = (const unsigned char *)(th + 1);

29 | /* WIRBAFEEEERK +/

30 opt_rx->saw_tstamp = O;

31

32 while (length > 0) {

33 /x BHWRE +/

34 int opcode = *ptr++;

35 /x BIKEWRAN */

36 int opsize;

37

38 switch (opcode) {

39 //End of options

40 case TCPOPT_EOQOL:

41 return;

42 //Padding

43 case TCPOPT_NOP: /* Ref: RFC 793 section 3.1 */
44 length--;

45 continue;

46 default:

47 /*

48 REB/THKE, BIKELTRADT 2,

49 LS SN PP E AR

50 */

51 opsize = *ptr++;

52 if (opsize < 2) /* "silly options" */

53 return;

54 /x WA KT lengthr/

55 if (opsize > length)

56 return; /* don't parse partial options */

57 switch (opcode) {

58 /x RAJXEKE, RATRWAHERE »/

59 case TCPOPT_MSS:

60 if (opsize == TCPOLEN_MSS && th->syn && !estab) {
61 /* BORKBKE, WRA 0, MELAR?ZENFHEALE +/
62 ul6é in_mss = get_unaligned_bel6(ptr);
63 if (in_mss) {

64 /*

65 KRR BKEREH LT TR P 8 & B
66 */

67 if (opt_rx->user_mss &&

68 opt_rx->user_mss < in_mss)
69 in_mss = opt_rx->user_mss;

70 opt_rx->mss_clamp = in_mss;

71 }

72 }

73 break;
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74 /x HOy KEFHR, wREENAE syv BRBETWHENT, HEIHFZER »/
75 case TCPOPT_WINDOW:

76 if (opsize == TCPOLEN_WINDOW && th->syn &&

77 lestab && sysctl_tcp_window_scaling) {

78 /x BB +/

79 __u8 snd_wscale = *(__u8 *)ptr;

80 /x WRTAEFUY KRETFHETEMS */

81 opt_rx->wscale_ok = 1;

82 /% KT 14 WEE, HFREFREN 14.%/

83 if (snd_wscale > 14) {

84 net_info_ratelimited("%s: Illegal window scaling value %d >14 received\n",
85 __func__,

86 snd_wscale) ;

87 snd_wscale = 14;

88 }

89 opt_rx->snd_wscale = snd_wscale;

90 }

91 break;

92 /x BB, i RAMN | AW R S R S R RBE T +/
93 case TCPOPT_TIMESTAMP:

94 if ((opsize == TCPOLEN_TIMESTAMP) &&

95 ((estab && opt_rx->tstamp_ok) ||

96 (lestab && sysctl_tcp_timestamps))) {

97 /* BB ER +/

98 opt_rx->saw_tstamp = 1;

99 /*time stamp valuex/

100 opt_rx->rcv_tsval = get_unaligned_be32(ptr);

101 /*time stamp echo reply*/

102 opt_rx->rcv_tsecr = get_unaligned_be32(ptr + 4);

103 }

104 break;

105 /*SACK Permit, RE67E syn HERFESIWIEER +/

106 case TCPOPT_SACK_PERM:

107 if (opsize == TCPOLEN_SACK_PERM && th->syn &&

108 lestab && sysctl_tcp_sack) {

109 //FRE R

110 opt_rx->sack_ok = TCP_SACK_SEEN;

111 /*

112 Y5 sack HRWFEEZE dsack,eff sacks,num_sacks
113 */

114 tcp_sack_reset (opt_rx) ;

115 }

116 break;

117 /* RPHK SACK*/

118 case TCPOPT_SACK:

119 /*

120 TCPOLEN_SACK_BASE # 2,TCPOLEN_SACK PERBLOCK *] 8

121 B, if BAWEER, ZETEE kind, length UK

122 —ANEHAFE, Hink kind T length FHZJE,

123 mwhiiﬁﬁ%ﬁﬁ%k&%%,mﬂﬁkﬁ.l%ﬁ

124 AIF SACK.

125 */

126 if ((opsize >= (TCPOLEN_SACK_BASE + TCPOLEN_SACK_PERBLOCK)) &&
127 ! ((opsize - TCPOLEN_SACK_BASE) 7 TCPOLEN_SACK_PERBLOCK) &&
128 opt_rx->sack_ok) {

129 /% ¥ sacked BNEIE X WA F W FEMERIEL */

130 TCP_SKB_CB(skb)->sacked = (ptr - 2) - (unsigned char *)th;
131 }

132 break;
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133 #ifdef CONFIG_TCP_MD5SIG
134 case TCPOPT_MD5SIG:
135 /*
136 * The MD5 Hash has already been
137 * checked (see tcp_v{4,6F_do_rcv()).
138 */
139 break;
140 #endif
141 /x RATTE #/
142 case TCPOPT_FASTOPEN:
143 tcp_parse_fastopen_option(
144 opsize - TCPOLEN_FASTOPEN_BASE,
145 ptr, th->syn, foc, false);
146 break;
147 /% LR Fast Open, AEXRLEERH T, +/
148 case TCPOPT_EXP:
149 /* Fast Open option shares code 254 using a
150 * 16 bits magic number.
151 */
152 if (opsize >= TCPOLEN_EXP_FASTOPEN_BASE &&
153 get_unaligned_bel6(ptr) ==
154 TCPOPT_FASTOPEN_MAGIC)
155 tcp_parse_fastopen_option(opsize -
156 TCPOLEN_EXP_FASTOPEN_BASE,
157 ptr + 2, th->syn, foc, true);
158 break;
159
160 }
161 /[ FNT—AMER, RET—ART +/
162 ptr += opsize-2;
163 length -= opsize;
164 | %
165 }
166 }
LENEEDA=

1 5.1.3.3 tcp_rev_synsent state process H I o

8.6.1.3 tcp_clear_options

==
H O W o0 ~NO OB WN -

==
w N

/*
Location:
include/linuz/tep. h
Function:
T ERER BRI, SAck, WEY KLTREEN 0.
*/

static inline void tcp_clear_options(struct tcp_options_received *rx_opt)
{

rx_opt->tstamp_ok = rx_opt->sack_ok = 0;

rx_opt->wscale_ok = rx_opt->snd_wscale = 0;

1 0 tcp__conn__request iR o
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8.6.1.4 +tcp_syn_option

B P AT SYN JETIH) TCP f. 448, X BEIUEIHHAE TCP RNEmTE

i B K], FEARFEIEHLRG BT T TCP ArifE Frpl e ik e

1 /* Location: net/ipu4/tcp_output.c

2

3 * Parameter:

4 * sk: 35%%%3

5 * skb: HHER

6 * opts: R THIK TCP 3 TH 354t

7 * md5: MD5 # (WRIFF)E T A KT

8 */

9 static unsigned int tcp_syn_options(struct sock #*sk, struct sk_buff *skb,

10 struct tcp_out_options *opts,

11 struct tcp_md5sig_key **md5)

12 {

13 struct tcp_sock *tp = tcp_sk(sk);

14 unsigned int remaining = MAX_TCP_OPTION_SPACE;

15 struct tcp_fastopen_request *fastopen = tp->fastopen_req;

16

17 /% remaining REF KT %V =B, R RFC793, TCP HTUM % 6 £ A IRy,
18 * EEEHREF, FH— LTSN D remaining,

19 */
20 #ifdef CONFIG_TCP_MD5SIG
21 *md5 = tp->af_specific->md5_lookup(sk, sk);
22 if (+md5) {
23 opts->options |= OPTION_MD5;
24 remaining -= TCPOLEN_MD5SIG_ALIGNED;
25 }
26 #else

27 *md5 = NULL;

28 #endi f

29

30 /* We always get an MSS option. The option bytes which will be seen in
31 * normal data packets should timestamps be used, must be in the MSS
32 * advertised. But we subtract them from tp->mss_cache so that

33 * calculations in tcp_sendmsg are simpler etc. So account for this
34 * fact here if necessary. If we don't do this correctly, as a

35 * receiver we won't recognize data packets as being full sized when we
36 * should, and thus we won't abide by the delayed ACK rules correctly.
37 * SACKs don't matter, we never delay an ACK when we have any of those
38 * going out. */

39 opts->mss = tcp_advertise_mss(sk) ;

40 remaining -= TCPOLEN_MSS_ALIGNED;

41

42 if (likely(sysctl_tcp_timestamps && !*md5)) {

43 opts—>options |= OPTION_TS;

44 opts—>tsval = tcp_skb_timestamp(skb) + tp->tsoffset;

45 opts->tsecr = tp->rx_opt.ts_recent;

46 remaining -= TCPOLEN_TSTAMP_ALIGNED;

47 X

48 if (likely(sysctl_tcp_window_scaling)) {

49 opts->ws = tp—>rx_opt.rcv_wscale;

50 opts->options |= OPTION_WSCALE;

51 remaining -= TCPOLEN_WSCALE_ALIGNED;

52 }

53 if (likely(sysctl_tcp_sack)) {
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opts->options |= OPTION_SACK_ADVERTISE;
if (unlikely(!(OPTION_TS & opts->options)))
remaining -= TCPOLEN_SACKPERM_ALIGNED;

if (fastopen && fastopen->cookie.len >= 0) {
u32 need = fastopen->cookie.len;

need += fastopen->cookie.exp 7
TCPOLEN_FASTOPEN_BASE;
need = (need + 3) & ~3U; /* Align to 32 bits */
/% BIX B ok —ANEBNINE, remaining H T G A% A,
* TUEE, WREFFWHAZELEHT, WLHBEFER Fast Opens
*/
if (remaining >= need) {
opts->options |= OPTION_FAST_OPEN_COOKIE;
opts->fastopen_cookie = &fastopen->cookie;
remaining -= need;
tp->syn_fastopen = 1;
tp->syn_fastopen_exp = fastopen->cookie.exp 7 1 : 0;

return MAX_TCP_OPTION_SPACE - remaining;

8.6.1.5 tcp_established_options

XA R T EER T AR APREST, TCP SR LRI & A =5[] 8
i tep_syn_optionsPRELHINT LIRATAT AEMMIER], K5 TCP IEITHTEAE K&
R IHEEE TCP WA HIEFFIntEH s, TCP A ik mE Bl 171R
E

static unsigned int tcp_established_options(struct sock *sk, struct sk_buff xskb,
struct tcp_out_options *opts,
struct tcp_mdbsig_key **md5)

struct tcp_sock *tp = tcp_sk(sk);
unsigned int size = 0;
unsigned int eff_sacks;

opts—>options = 0;

#ifdef CONFIG_TCP_MD5SIG
*md5 = tp->af_specific->md5_lookup(sk, sk);
if (unlikely(¥md5)) {
opts—>options |= OPTION_MD5;
size += TCPOLEN_MD5SIG_ALIGNED;

#else
*md5 = NULL;
#endif

if (likely(tp->rx_opt.tstamp_ok)) {
opts->options |= OPTION_TS;
opts->tsval = skb ? tcp_skb_timestamp(skb) + tp-> 3 O
opts—>tsecr = tp->rx_opt.ts_recent;
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25
26
27
28
29
30
31
32
33
34
35
36
37
38
39
40

size += TCPOLEN_TSTAMP_ALIGNED;

eff_sacks = tp->rx_opt.num_sacks + tp->rx_opt.dsack;
if (unlikely(eff_sacks)) {
const unsigned int remaining = MAX_TCP_OPTION_SPACE - size;
opts—>num_sack_blocks =
min_t(unsigned int, eff_sacks,
(remaining - TCPOLEN_SACK_BASE_ALIGNED) /
TCPOLEN_SACK_PERBLOCK) ;
size += TCPOLEN_SACK_BASE_ALIGNED +
opts->num_sack_blocks * TCPOLEN_SACK_PERBLOCK;

}

return size;
}
AL E:

1 B tcp_conn_ request HIH M.

8.7 TCP PAWS

8.7.1 TCP PAWS Flags

© 00 ~NO 1 WN =

el e el e
SOk DN = O

/%

Location

include/net/tcp.h

*/

#define TCP_PAWS_24DAYS (60 * 60 * 24 * 24)

#define TCP_PAWS_MSL 60 /* Per-host timestamps are tinvaltidated
* after this time. It should be equal
* (or greater than) TCP_TIMEWAIT LEN
* to provide reliability equal to one
* provided by timewatit state.
*/

#define TCP_PAWS_WINDOW 1 /* Replay window for per-host

* timestamps. It must be less than
* minimal timewait lifetime.

*/

8.7.2 tcp_paws_check

==
H O O W0 ~NO O WDN =

—
N

/%

Location:
include/net/tcp.h
Function:
5 aERl,
Parameter:

re_opt: HWEIH tep HI
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13 paws_win:

14 */

15 static inline bool tcp_paws_check(const struct tcp_options_received *rx_opt,
16 int paws_win)

17 {

18 if ((s32) (rx_opt->ts_recent - rx_opt->rcv_tsval) <= paws_win)

19 return true;

20 /* BT KT ts_recent B|BEREHR 24 RWMHE, AWHE, ®THEAR +/

21 if (unlikely(get_seconds() >= rx_opt->ts_recent_stamp + TCP_PAWS_24DAYS))
22 return true;

23 /*

24 * Some OSes send SYN and SYNACK messages with tsval=0 tsecr=0,

25 * then following tcp messages have valid values. Ignore 0 value,

26 * or else 'negative' tswval might forbid us to accept their packets.

27 */

28 if (!rx_opt->ts_recent)

29 return true;

30 return false;

31 }

8.7.3 tcp_paws_reject

— =
= O O 00 ~NO Ol WN -

W W W W WWWMPNDNDNDNDNNDNDNNNMNNNMNDNRERFERFRRFRRFHB B -2
DO WNNHFHF O OVWONOO DA WNEREOOODWNOO P~ WNDN

/*
Location:
include/net/tecp.h
Function:
HM B EEL
Parameter:
ro_opt: HWEH tep HI
rst:
*/
static inline bool tcp_paws_reject(const struct tcp_options_received *rx_opt,
int rst)
{
/% RNEEET PAWS AW */
if (tcp_paws_check(rx_opt, 0))
return false;
/* RST segments are not recommended to carry timestamp,
and, if they do, it <s recommended to tgnore PAWS because
"their cleanup function should take precedence over timestamps."
Certainly, it is mistake. It is necessary to understand the reasons
of this constraint to relazxz it: if peer reboots, clock may go
out-of-sync and half-open connections will not be reset.
Actually, the problem would be not exzisting <f all
the tmplementations followed draft about maintaining clock
via reboots. Linuz-2.2 DOES NOT!
However, we can relax time bounds for RST segments to MSL.
*/
/*
WRWKET rst, FHLRAHEN, RTEL
*/

195



8.8. TCP TIMESTAMP CHAPTER 8. 3EAZ AL 547

37 if (rst && get_seconds() >= rx_opt->ts_recent_stamp + TCP_PAWS_MSL)
38 return false;
39 return true;
40 }
W HAE:

1 B tcp timewait state process I .

8.8 TCP TimeStamp

8.8.1 tcp_store_ts_recent

1 /*
2 Location
3
4 net/ipv4/tep_input.c
5
6 Function:
7
8 B AT A B ts_recent
9
10 Parameter:
11
12 tp:TCP sock
13 */
14 static void tcp_store_ts_recent(struct tcp_sock *tp)
15 {
16 /xR w R B W R B B o A B
17 tp->rx_opt.ts_recent = tp->rx_opt.rcv_tsval;
18 /% E T ARG EEE T +/
19 tp->rx_opt.ts_recent_stamp = get_seconds();
20 }

8.8.2 tcp_replace_ts_recent

1 /*

2 Location

3

4 net/ipv4/tep_input.c

5

6 Function:

7

8 LRELELGAANE ts_recent

9

10 Parameter:

11

12 tp:TCP sock

13 seq:

14

15 */

16 static void tcp_replace_ts_recent(struct tcp_sock *tp, u32 seq)
17 {

18 if (tp->rx_opt.saw_tstamp && 'after(seq, tp->rcv_wup)) {
19 /% PAWS bug workaround wrt. ACK frames, the PAWS discard
20 * extra check below makes sure this can only happen
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* for pure ACK frames. -DaveM
*
* Not only, also it occurs for expired timestamps.
*/
/*PAWS AU KT */
if (tcp_paws_check(&tp->rx_opt, 0))
tcp_store_ts_recent (tp);

}
WAL
1 W tep_ack A

8.9 TCP ACK

ACK WA 5l 546 5% 8 ST LAABE AR JLA 7«

1 i ACK TT LM &% 77 T LIRSS H bt S A ]

2 B ACK B il el OB, IR, SIS SRl RERRA R s
SR AN, BE] ACK i, EIEEII F &8l % F— B RIE.

3 M IZER ORI, TCP Al LAEATERGIME S, LARMZE 2. MR ACK
A LLFIWTAITAl 24 BT I 25 AR IE , AT E— 25 P BE I ZE T 1 o

8.9.1 ACK Check

8.9.1.1 +tcp_is_sack & tcp_is_reno & tcp_is_fack

/%
Location:
include/net/tcp.h
Description:
These functions determine how the current flow behaves in respect of SACK
handling. SACK is negotiated with the peer, and therefore it can vary
between different flows.
tcp_ts_sack — SACK enabled
tcp_is_reno — No SACK
tcp_tis_fack - FACK enabled, implies SACK enabled
*/
static inline int tcp_is_sack(const struct tcp_sock *tp)
{
return tp->rx_opt.sack_ok;
}
static inline bool tcp_is_reno(const struct tcp_sock *tp)
{
return !tcp_is_sack(tp);
3

static inline bool tcp_is_fack(const struct tcp_sock *tp)
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{
return tp->rx_opt.sack_ok & TCP_FACK_ENABLED;
}

WAL
1 6.1.1.6/ tcp_enter loss HifH o

8.9.1.2 +tcp_ack_is_dubious

/%

Location:
net/ipv4/tep_input.c
Function:
H B —A Ack REEE,
Parameter:

sk feHrds s
flag:FLAG FFEfL
*/
static inline bool tcp_ack_is_dubious(const struct sock *sk, const int flag)

{
return !(flag & FLAG_NOT_DUP) || (flag & FLAG_CA_ALERT) ||
inet_csk(sk)->icsk_ca_state != TCP_CA_Open;
}

20 ACK B2 SERYTE? a0 F:

4k FLAG_NOT_DUP il 2 & 561 2228 LA TFIE FLAG_NOT_DUP A (FLAG_DATA|FLAG_WIN_UPDATE|FL.
M FLAG_ACKED X/ (FLAG_DATA_ACKED|FLAG_SYN__ACKED), #4if
RIEL A (5 ORISR ACK B (1) S Bl iy;(2) SERed 1 A9;(3) i
WHEAE;(4) BIA SYN Bt AR Bk R A8 TR AT BER T o

FLAG_CA_ALERT &AM 2 E LIRAMAHAE FLAG__CA_ALERT A (FLAG_DATA_SACKED|FLAG_ECE),
IR A IR BB AR ACK B 7E ACK HF(E ECE Frik, RIs) . xCH
FEF, WYNZRTEER o (LPH L 1A,

3F Open HISHTHIZERASA Opene
T AL
1 1 tep_ack .

8.9.1.3 tcp_check_sack_reneging

SRR A ACK $51A Z Bt 1 SACK, X IiIH 2 Biid %10 SACK JH%A
SO I B IOIRTS . IR 12 IR A M REE &B 2R & A sl B B ENLIEAE L T ™
B EEEAH I T BUG, RO IRIEH B R, BRI ACK AW iZ R E
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ISR SACK, M iZRH SACK JG H AR AIHTT « WHIFI T, HWIESTT C 2 M
B T PR A2 K A Y Bt o

AT B AR R ARG AN SACK SECE K RMERL, BATGLBEUE
— LG E], B max(RTT/2,10ms) PMETLEM AT AZEFRATEZ 1) ACK, MR LA
SACK HIICA ARG IR — e WASXNRM _ERBEL) — BB EAA N RIZE R, AT
A SACK L/ HRIE bt o

1 /*

2 Location:

3

4 net/ipv4/tep_input.c

5

6 Function:

7

8 If ACK arrived pointing to a remembered SACK, it means that our
9 remembered SACKs do not reflect real state of receiver 7.e.

10 recetver _host_ s heavily congested (or buggy).

11

12 To avoid big spurious(ﬁﬁﬁ@) retransmission bursts (M%) due to transient SACK
13 scoreboard oddities that look like reneging, we give the receiver a
14 little time (maxz(RTT/2, 10ms)) to send us some more ACKs that will
15 restore santty to the SACK scoreboard. If the apparent reneging
16 persists until this RTO then we'll clear the SACK scoreboard.

17

18 Paramater:

19
20 sk: fERrEE %,
21 flag: MRAFZHML
22 */
23 static bool tcp_check_sack_reneging(struct sock *sk, int flag)
24 {
25 /RN T HA T,
26 if (flag & FLAG_SACK_RENEGING) {
27 struct tcp_sock *tp = tcp_sk(sk);
28 //T F R E T
29 unsigned long delay = max(usecs_to_jiffies(tp->srtt_us >> 4),
30 msecs_to_jiffies(10));
31 /B AR B A
32 inet_csk_reset_xmit_timer(sk, ICSK_TIME_RETRANS,
33 delay, TCP_RTO_MAX);
34 return true;
35 }
36 return false;
37 }

WHAAE:

1 H tcp__fastretrans_ alert P -

8.9.1.4 +tcp_limit_reno_sacked

/*

Location:

net/ipv4/tep_input.c

o~ W N =
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6 Function:
7
8 Limits sacked_out so that sum with lost_out isn't ever larger than
9 packets_out. Returns false if sacked_out adjustement wasn't necessary.
10
11 Parameter:
12
13 tp:22?
14 */
15 static bool tcp_limit_reno_sacked(struct tcp_sock *tp)
16 {
17 u32 holes; //ILFKEKWE, 222 RFFE, A2 XEEZEAR tost_out B?
18 //RREERY ACK, LR RZMERMEBEAELRNT, IUNEDLA 1,
19 holes = max(tp->lost_out, 1U);
20 /MR T RTA oA H £ 8,
21 holes = min(holes, tp->packets_out);
22
23 if ((tp->sacked_out + holes) > tp->packets_out) {
24 tp->sacked_out = tp->packets_out - holes;
25 return true;
26 }
27 return false;
28 }

EREH TR A sacked out A&fidZ, iFZMRE], HiREl true, WHHHHIE re-
ordering | o

ATV E L FIWT 5 reordering We ? FATTHITE dupack AIREHT lost 51, AR
AEH reorder 512, A AW sacked out + lost_out > packets out, MiH] sacked out
KT, BB REPIEH reorder FHER dupack 4% U sack T o

8.9.1.5 +tcp_check_reno_reordering

1 /*
2 Location:
3
4 net/ipv4/tep_input.c
5
6 Function:
7
8 If we receive more dupacks than we expected counting segments
9 in assumption of absent reordering, interpret this as reordering.
10 The only another reason could be bug in receiver ITCP.
11
12 Parameter:
13
14 sk: fERrEE %
15 addend:???
16 */
17 static void tcp_check_reno_reordering(struct sock *sk, const int addend)
18 {
19 struct tcp_sock *tp = tcp_sk(sk);
20 /7AW R EH reordering ¥
21 if (tcp_limit_reno_sacked(tp))
22 tcp_update_reordering(sk, tp->packets_out + addend, 0);//22? /N 42| kit Al T T 4% 2
23 }
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FE ARG AT

8.9.2 ACK Update

8.9.2.1 +tcp_snd_una_update

==
H O O 000 ~NO Ol WDN =

NN NNNNRRRFR -2 2 3 2 =
Ol WNHE O WOWOoWWNO O, WN

/*

Location:

net/ipv4/tep_input.c
Description:

If we update tp->snd_una, also update tp->bytes_acked */
Parameter:

tp:tcp sock

ack:ﬁ%ik%%
static void tcp_snd_una_update(struct tcp_sock *tp, u32 ack)
{

/x REBEHFANEE +/

u32 delta = ack - tp->snd_una;

/ EREEBAFANTTHRE »/
u64_stats_update_begin(&tp->syncp) ;
tp—>bytes_acked += delta;
u64_stats_update_end (&tp->syncp) ;
/% BH unax/

tp->snd_una = ack;

}
A L

1 Y tep_ack FIHH

8.9.2.2 +tcp_reset_reno_sack

—= =
H O O 00 ~NO O WDN =

e e e e i
0 ~NOoO OBk W

/*

Location:
net/ipv4/tep_input.c
Function:
¥ sacked_out FHEHEN 0
Parameter:
tp:22?
*/
static inline void tcp_reset_reno_sack(struct tcp_sock *tp)

{
tp—>sacked_out = 0;

W HALE:
1 6.1.1.61 tcp_enter loss HIHH.
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8.9.2.3 +tcp_add_reno_sack

/*

Location:
net/ipv4/tcp_input.c
Location:
Emulate (f E) SACKs for SACKless commection: account for a mew dupack.

Parameter:

sk: fefrE %k
*/

static void tcp_add_reno_sack(struct sock *sk)

{
struct tcp_sock *tp = tcp_sk(sk);
tp->sacked_out++; //8 N sacked B9 .
tcp_check_reno_reordering(sk, 0);// W& EEH reordering
tcp_verify_left_out(tp); //HIW left_out =& KT packets_out, HEEfE
}
WAL E:

1 8.10.1.274HY tcp_fastretrans alert ¥ M.

8.10 TCP Window

8.10.1 Window Compute

8.10.1.1 tcp_left_out
ZEREUN TR CAR M) TCP B (BTN h—HG 201 tep BULARIGH
ko

static inline unsigned int tcp_left_out(const struct tcp_sock *tp)

{

return tp->sacked_out + tp->lost_out;

}

8.10.1.2 tcp_verify_left_out

L PREL B DI RET L HIIT left_out /&5 KT packets_out, 2494, XEANATRERT, A
7’3HU%ﬂzEééﬁﬁ%%fmﬁ’]ﬂi%ﬁﬁﬁwmﬁxﬁ ME#E 2 CEEHRENT] (A —EH
FEEM) EARTHIAR)BAEL M, X HEA— WARN__ON, LAS# HHAE R HE55 E

/%

Location:
include/net/tcp.h

Function:
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8 Use define here intentionally(H ZM) to get WARN_ON location shown at the caller
9

10 Parameter:

11

12 */

13 #define tcp_verify_ left_out (tp) WARN_ON(tcp_left_out(tp) > tp->packets_out)

WAL
1 6.1.1.6"HY tcp_enter loss J#H

2 WP tep fastretrans alert W /H o

8.10.2 Window Update

8.10.2.1 tcp_may_update_window

1 /*

2 Location:

3

4 net/ipv4/tep_input.c

5

6 Function:

7

8 Check that window update is acceptable.

9 The function assumes that snd_una<=ack<=snd_nezxt.
10

11 Parameter:

12

13 tp:tep sock

14 ack: #IETF 5

15 ack_seq: HINFF| 5

16 nwin: & H KD

17 */

18 static inline bool tcp_may_update_window(const struct tcp_sock *tp,
19 const u32 ack, const u32 ack_seq,
20 const u32 nwin)

21 {

22 /*

23 = TR L —

24 1. BEEFIEXRT una

25 2. WIAT KT H O A5

26 3. MANGETHOWAN, FE, FOATARWARFO
27 */

28 return after(ack, tp->snd_una) ||

29 after(ack_seq, tp->snd_wll) ||

30 (ack_seq == tp->snd_wll && nwin > tp->snd_wnd) ;
31 }

8.10.2.2 tcp_ack_update_window

/*

Location:

net/ipv4/tep_input.c

SO W=

Description:
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7

8 Update our send window.

9

10 Window update algorithm, described in RFC793/RFC1122 (used in linuz—2.2
11 and in FreeBSD. NetBSD's one is even worse.) tsS wrong.
12

13 Parameter:

14

15 sk: ik

16 skb: ZHHk

17 ack:

18 ack_seq:

19 */

20 static int tcp_ack_update_window(struct sock *sk, const struct sk_buff *skb, u32 ack,
21 u32 ack_seq)

22 {

23 struct tcp_sock *tp = tcp_sk(sk);

24 int flag = 0;

25 /x FEBRE KRN x/

26 u32 nwin = ntohs(tcp_hdr(skb)->window) ;

27 /x B REH syn, RAMWIE, HBOF K »/

28 if (likely(!tcp_hdr(skb)->syn))

29 nwin <<= tp->rx_opt.snd_wscale;

30

31 if (tcp_may_update_window(tp, ack, ack_seq, nwin)) {
32 /[ RPBEH +/

33 flag |= FLAG_WIN_UPDATE;

34 /*tp->snd_wll = seq*/

35 tcp_update_wl(tp, ack_seq);

36 /x EFASREZED +/

37 if (tp->snd_wnd != nwin) {

38 tp—>snd_wnd = nwin;

39

40 /* Note, it is the only place, where

41 * fast path is recovered for sending TCP.
42 */

43 /% BUH KT +/

44 tp—>pred_flags = 0;

45 /x REBEAN +/

46 tcp_fast_path_check(sk);

47 /*22%/

48 if (tcp_send_head(sk))

49 tcp_slow_start_after_idle_check(sk) ;

50 / WMRBREOATLAWRANEKRE O, EH, ZHTH MSS+/
51 if (nwin > tp->max_window) {

52 tp->max_window = nwin;

53 tcp_sync_mss(sk, inet_csk(sk)->icsk_pmtu_cookie);
54 }

55 }

56 }

57 /% BH unax/

58 tcp_snd_una_update(tp, ack);

59

60 return flag;

61 }

WAL E:
1 W tep ack A
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8.11 TCP Urgent Data

8.11.1 #tHMNFRIR

WO ~NO Ol WN =

/%

Location:

*/

include/net/tcp.h

#define TCP_URG_VALID  0z0100
#define TCP_URG_NOTYET 0z0200
#define TCP_URG_READ  0z0400

8.11.2 TCP Urgent Check

8.11.2.1 tcp_check_urg

— =
H O OW o0 ~NO Ol WN -

B W W WWWWWWWWNDNMNDNDNNDNMNDNNDNRERRFRRFERFRRF} - -
O ©W o0 NO O P, WNEF OWOWOOWNO O WNEFOOOWNOOOPMAWNDN

/*
Location:
net/ipv4/tep_input.c
Function:
This routine is only called when we have urgent data
signaled. Its the 'slow' part of tcp_urg. It could be
moved inline nmow as tcp_urg is only called from one
place. We handle URGent data wrong. We have to - as
BSD still doesn't use the correction from RFC961.
For 1003.1g we should support a mnew option TCP_STDURG to permit
either form (or just set the sysctl tcp_stdurg).
Parameter:
sk: i B
th:tcp Sk
*/

static void tcp_check_urg(struct sock *sk, const struct tcphdr *th)

{

struct tcp_sock *tp = tcp_sk(sk);
[k FRHFHEG +/
u32 ptr = ntohs(th->urg_ptr);
/*
HHEF S BENE
EE:
BRI AR S R TR REHRE 0 H BTN &G — M F LR
WO B RE—ANFVH T —ANFH, Host Requirements RFC #E
HHRE— N FVREHRN, AT, KZHHEHA, @ BsD WEH,
PR BIRE 7 R EH, ElnRE ARAERET, RFER
B4R,
*/
if (ptr && !sysctl_tcp_stdurg)
ptr——;
ptr += ntohl(th->seq);

/* Ignore urgent data that we've already seen and read.
g g Y
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42 */

43 if (after(tp->copied_seq, ptr))

44 return;

45

46 /* Do not replay urg ptr.

47 *

48 * NOTE: <nteresting situation not covered by specs.

49 * Misbehaving sender may send urg pir, pointing to segment,

50 * which we already have in ofo queue. We are not able to fetch

51 * such data and will stay in TCP_URG_NOTYET until will be eaten

52 * by recumsg(). Seems, we are not obliged to handle such wicked

53 * situations. But it s worth to think about possibility of some

54 * DoSes using some hypothetical application level deadlock.

55 */

56 if (before(ptr, tp->rcv_nxt))

57 return;

58

59 /% Do we already have a newer (or duplicate) urgent pointer?

60 W RAA W SN P HAR R, O E AR AN R T X

61 W R SRR A A A, T E R A d

62 */

63 if (tp->urg_data && !after(ptr, tp->urg_seq))

64 return;

65

66 /* Tell the world about our new urgent pointer.

67 REER Y FRZEROMBER, FEVCNVE B I B 2.

68 */

69 sk_send_sigurg(sk) ;

70

71 /* We may be adding urgent data when the last byte read was

72 * urgent. To do this requires some care. We cannot just ignore

73 * tp->copied_seq since we would read the last urgent byte again

74 * as data, nor can we alter copied_seq until this data arrives

75 * or we break the semantics of SIOCATMARK (and thus sockatmark())

76 *

7 * NOTE. Double Dutch. Rendering to plain English: author of comment
78 * above did something sort of send("A", MSG_OOB); send("B", MSG_OOB) ;
79 * and expect that both A and B disappear from stream. This is _wrong._.
80 * Though this happens in BSD with high probability, this is occasional.
81 * Any application relying on this is buggy. Note also, that fiz "works"
82 * only in this artificial test. Insert some normal data between A and B and we will
83 * decline of BSD again. Verdict: it is better to rTemove to trap

84 * buggy users.

85 */

86 /*

87 UMK BN BEN BN F T ERETRTFRER G A H#EZH

88 WBHFS, BT IMRKEWFTETEEF AR F %

89 WIERLT, FERMERRFFHE - NBEEAR. Eh LA

90 R HAE, ERFESRN copied seq. HFEHBRMBUNATIFE M

91 EELLE4A, WRE, WEK.

92 */

93 if (tp->urg_seq == tp->copied_seq && tp->urg_data &&

94 !sock_flag(sk, SOCK_URGINLINE) && tp->copied_seq != tp->rcv_nxt) {
95 struct sk_buff *skb = skb_peek(&sk->sk_receive_queue);

96 tp->copied_seqt+;

97 if (skb && !'before(tp->copied_seq, TCP_SKB_CB(skb)->end_seq)) {

98 __skb_unlink(skb, &sk->sk_receive_queue);

99 __kfree_skb(skb);
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100 }

101 }

102 /*

103 BB WK T AR, DB SRS R R AL,
104 */

105 tp->urg_data = TCP_URG_NOTYET;

106 tp->urg_seq = ptr;

107

108 /* Disable header prediction.

109 T E T AR, 2 ETRE BTN,
110 */

111 tp->pred_flags = 0;

112 }

8.11.3 TCP Urgent Deal

8.11.3.1 tcp_urg

1 /*

2 Location:

3

4 net/ipv4/tep_input.c

5

6 Function:

7

8 This is the 'fast' part of urgent handling.

9

10 Parameter:

11

12 sk: fEHi sk

13 skb: &

14 th:TCP B

15 */

16 static void tcp_urg(struct sock *sk, struct sk_buff *skb, const struct tcphdr *th)
17 {

18 struct tcp_sock *tp = tcp_sk(sk);

19
20 /% Check if we get a new urgent pointer - normally not.
21 BEFIEERY BZEER,
22 */
23 if (th->urg)
24 tcp_check_urg(sk, th);
25
26 /* Do we wait for any urgent data? - normally not... */
27 if (tp->urg_data == TCP_URG_NOTYET) {
28 u32 ptr = tp->urg_seq - ntohl(th->seq) + (th->doff * 4) -
29 th->syn;
30
31 /* Is the urgent pointer pointing into this packet? */
32 if (ptr < skb->len) {
33 u8 tmp;
34 if (skb_copy_bits(skb, ptr, &tmp, 1))
35 BUGQ) ;
36 /*
37 W& TCP_URG_VALID Fri&FamFl P ¥R 7 LI E, 4% 538 40
38 il iZ =28
39 */
40 tp->urg_data = TCP_URG_VALID | tmp;
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41 if (!sock_flag(sk, SOCK_DEAD))
42 sk->sk_data_ready(sk) ;
43 }
44 }
45 | 3}
WHALE:

1 5.1.3.21 tcp_rev_state process HIR o

2 7.2.2.1H tcp_rev_state process HIH Ao

8.12 Congestion Control

8.12.1 COngestion Control Flag

8.12.1.1 sysctl_tcp_recovery

1 int sysctl_tcp_recovery __read_mostly = TCP_RACK_LOST_RETRANS;

8.12.2 Congestion Control Window

8.12.2.1 +tcp_init_cwnd_reduction

1 /*

2 Location

3

4 net/ipv4/tep_input.c

5

6 Function:

7 The cwnd reduction in CWR and Recovery uses the PRR algorithm in RFC 6937.
8 It computes the number of packets to send (sndcnt) based on packets newly
9 delivered:

10 1) If the packets in flight is larger than ssthresh, PRR spreads the
11 cwnd reductions across a full RTT.

12 2) Otherwise PRR uses packet conservation to send as much as delivered.
13 But when the retransmits are acked without further losses, PRR

14 slow starts cwnd up to ssthresh to speed up the recovery.

15

16 Parameter:

17

18 sk:sock

19 */
20 static void tcp_init_cwnd_reduction(struct sock *sk)
21 {
22 struct tcp_sock *tp = tcp_sk(sk);
23 [k FHPENRET —NERENTTFT +/
24 tp—>high_seq = tp->snd_nxt;
25 tp->tlp_high_seq = 0;
26 /+ BEAERREHEFT OB BA 8 L BKEIHE Ack Bk +/
27 tp->snd_cwnd_cnt = 0;
28 /* TEHN Recovery WARMWMET O »/
29 tp->prior_cwnd = tp->snd_cwnd;
30 /x EREM Bl BREHRRZCNEE +/
31 tp->prr_delivered = 0;
32 /[ EREMB—HRBENOHEE +/
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tp->prr_out = 0;

/+ BBEWELE, TEHFRME +/

tp->snd_ssthresh = inet_csk(sk)->icsk_ca_ops->ssthresh(sk) ;

/* W E TCP_ECN_QUEUE_CWR %/, WRETWREEAMER T HNFERS #/
tcp_ecn_queue_cwr (tp) ;

}
WAL

1 6.1.1.41 tcp_enter cwr IR .

8.12.2.2 tcp_end_cwnd_reduction

/%

Location:
net/ipv4/tep_input.c
Function:
HRFEEF DR
Parameter:

sk: fEhr Ik,
*/
static inline void tcp_end_cwnd_reduction(struct sock *sk)

{
struct tcp_sock *tp = tcp_sk(sk);

/* Reset cwnd to ssthresh in CWR or Recovery (unless it's undone) */
if (inet_csk(sk)->icsk_ca_state == TCP_CA_CWR ||
(tp—>undo_marker && tp->snd_ssthresh < TCP_INFINITE_SSTHRESH)) {
/x FRGOREERBFHITIRE »/
tp—>snd_cwnd = tp->snd_ssthresh;
/% ERBBFET DR »/

tp—>snd_cwnd_stamp = tcp_time_stamp;

}

tcp_ca_event(sk, CA_EVENT_COMPLETE_CWR) ;
}
WA

1 8.10.1.21Y tcp_fastretrans alert Hif .

8.12.3 Congestion Control Window Undo

8.12.3.1 tcp_init_undo

/%

Location
net/ipvd/tep_input.c
Function

R A e
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9

10 Parameter

11

12 tp: tcp sock

13 */

14

15 static inline void tcp_init_undo(struct tcp_sock *tp)
16 {

17 /* MLERRER +/

18 tp->undo_marker = tp->snd_una;

19 /* Retransmission still in flight may cause DSACKs later. */
20 tp->undo_retrans = tp->retrans_out 7 : -1;

21 }

AR
1 6.1.1.6/% tcp_enter loss Hi#H o

8.12.3.2 tcp_may_undo

1 /*
2 Location:
3
4 net/ipv4/tep_input.c
5
6 Function:
7
8 o 0 B B H o
9
10 Parameter:
11
12 sk: feiiEd| %, remain to do in the future 2222
13 */
14 static inline bool tcp_may_undo(const struct tcp_sock *tp)
15 {
16 /* BRT EER R
17 DB B Ay B
18 RERAERIAE ERT ZFLRA KB T KE W HIA.
19 */
20 return tp->undo_marker && (!tp->undo_retrans || tcp_packet_delayed(tp));
21 }

8.12.3.3 tcp_undo_cwnd_reduction

1 /*

2 Location:

3

4 net/ipv4/tep_input.c
5

6 Function:

7

8 G RN

9

10 Parameter:

11

12 sk: iS5k,

13 unmark_loss: FCHEEE®E X
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*/
static void tcp_undo_cwnd_reduction(struct sock *sk, bool unmark_loss)
{
struct tcp_sock *tp = tcp_sk(sk);
/x WRERT */
if (unmark_loss) {
struct sk_buff *skb;
tcp_for_write_queue(skb, sk) {
if (skb == tcp_send_head(sk))
break;
TCP_SKB_CB(skb)->sacked &= ~TCPCB_LOST;
}
tp—>lost_out = 0;
/* FERTR EEATIE
tcp_clear_all_retrans_hints(tp);
}
/x WMRZ BB TRERHE »/
if (tp->prior_ssthresh) {
const struct inet_connection_sock *icsk = inet_csk(sk);
if (icsk->icsk_ca_ops->undo_cwnd)
tp->snd_cwnd = icsk->icsk_ca_ops->undo_cwnd(sk) ;
else
tp->snd_cwnd = max(tp->snd_cwnd, tp->snd_ssthresh << 1);
if (tp->prior_ssthresh > tp->snd_ssthresh) {
tp—->snd_ssthresh = tp->prior_ssthresh;
tcp_ecn_withdraw_cwr (tp) ;
}
} else {
tp->snd_cwnd = max(tp->snd_cwnd, tp->snd_ssthresh);
}
tp->snd_cwnd_stamp = tcp_time_stamp;
tp->undo_marker = O;
}

8.12.3.4 tcp_try_undo_partial

/*
Location:
net/ipv4/tep_input.c
Function:
Undo during fast recovery after partial ACK.
Parameter:
sk: ek,
acked: IR AW BB 2K E
prior_unsacked:
flag:
*/

static bool tcp_try_undo_partial(struct sock *sk, const int acked,
const int prior_unsacked, int flag)
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20
21
22
23
24
25
26
27
28
29
30
31
32
33
34
35
36
37
38
39
40
41
42
43
44
45
46
47
48
49

struct tcp_sock *tp = tcp_sk(sk);
/ RELRR, FHEER +/
if (tp->undo_marker && tcp_packet_delayed(tp)) {

/* Plain luck! Hole if filled with delayed
* packet, rather than with a retransmit.
*/
tcp_update_reordering(sk, tcp_fackets_out(tp) + acked, 1);

/* We are getting evidence that the reordering degree is higher
* than we realized. If there are no retransmits out then we
* can undo. Otherwise we clock out new packets but do not
* mark more packets lost or retransmit more.
*/
if (tp->retrans_out) {
tcp_cwnd_reduction(sk, prior_unsacked, 0, flag);
return true;

if (!tcp_any_retrans_done(sk))
tp—>retrans_stamp = O;

DBGUNDO(sk, "partial recovery");

/* BAE DR */

tcp_undo_cwnd_reduction(sk, true);
NET_INC_STATS_BH(sock_net(sk), LINUX_MIB_TCPPARTIALUNDO);
tcp_try_keep_open(sk) ;

return true;

}

return false;
}
AL E:

1 8.10.1.2 tcp_fastretrans alert " H o

8.12.3.5 tcp_try_undo_recovery

© 0O ~NO 1 WN =

SR S N el el el e
H O OW o0 ~NOOL b WNNHFH O

/%

Location:

net/ipv4/tep_input.c

Function:

FRMIKER S

Parameter:

*/

sk: i tEd| %, remain to do in the future 2222

static bool tcp_try_undo_recovery(struct sock *sk)

{

struct tcp_sock *tp = tcp_sk(sk);
/x R EE +/
if (tcp_may_undo(tp)) {

int mib_idx;

/* Happy end! We did not retransmit anything
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22
23
24
25
26
27
28
29
30
31
32
33
34
35
36
37
38
39
40
41
42
43
44
45
46

* or our original transmission succeeded.
*/
DBGUNDO(sk, inet_csk(sk)->icsk_ca_state == TCP_CA_Loss 7 "loss"
tcp_undo_cwnd_reduction(sk, false);
if (inet_csk(sk)->icsk_ca_state == TCP_CA_Loss)
mib_idx = LINUX_MIB_TCPLOSSUNDO;
else
mib_idx = LINUX_MIB_TCPFULLUNDO;

NET_INC_STATS_BH(sock_net(sk), mib_idx);
}
/% WRF I sack, MEEEEBREREE +/
if (tp->snd_una == tp->high_seq && tcp_is_reno(tp)) {
/* Hold old state until something *above* high_seq
* 15 ACKed. For Reno it is MUST to prevent false
* fast retransmits (RFC2582). SACK TCP 4s safe. */
tcp_moderate_cwnd(tp) ;
if (!tcp_any_retrans_done(sk))
tp->retrans_stamp = 0O;
return true;
}
/% XFF, EE| gPen KA */
tcp_set_ca_state(sk, TCP_CA_Open);
return false;

}
WA E:

1 8.10.1.219 tcp_fastretrans_ alert HE o

8.12.3.6 tcp_rack_mark_lost

—= =
H O O 00 ~NO Ol WDN -

NN NNRNRNONNRRRRR | 2 =
DO A WNNEHEH O OWOOLOWNO O WN

/*

Location:
net/ipv4/tcp_recovery.c

Function:
Marks a packet lost, if some packet sent later has been (s)acked.
The underlying tdea is similar to the traditional dupthresh and FACK
but they look at different metrics:
dupthresh: 3 000 packets delivered (packet count)
FACK: sequence delta to highest sacked sequence (sequence space)
RACK: sent time delta to the latest delivered packet (time domain)
The advantage of RACK is it applies to both original and retransmitted
packet and therefore is robust against tail losses. Another advantage
15 being more resilient to reordering by simply allowing some
"settling delay", instead of tweaking the dupthresh.
The current verstion is only used after recovery starts but can be
easily extended to detect the first loss.

Parameter:

213

"retrans");



8.12. CONGESTION CONTROL CHAPTER 8. 3EAZ AL 547

*/

int tcp_rack_mark_lost(struct sock *sk)
{
struct tcp_sock *tp = tcp_sk(sk);
struct sk_buff *skb;
u32 reo_wnd, prior_retrans = tp->retrans_out;

if (inet_csk(sk)->icsk_ca_state < TCP_CA_Recovery || !tp->rack.advanced)
return 0O;

/* Reset the advanced flag to avoid unnecessary queue scanning */
tp—>rack.advanced = 0O;

/* To be more reordering resilient, allow min_rtt/4 settling delay
* (lower-bounded to 1000uS). We use min_rtt instead of the smoothed
* RTT because reordering ts often a path property and less related
to queuing or delayed ACKs.

TODO: measure and adapt to the observed reordering delay, and

* ¥ *x X

use a timer to retransmit like the delayed early retransmit.
*/

reo_wnd = 1000;

if (tp->rack.reord && tcp_min_rtt(tp) != ~0U)

reo_wnd = max(tcp_min_rtt(tp) >> 2, reo_wnd);

tcp_for_write_queue(skb, sk) {
struct tcp_skb_cb *scb = TCP_SKB_CB(skb) ;

if (skb == tcp_send_head(sk))
break;

/* Skip ones already (s)acked */

if (lafter(scb->end_seq, tp->snd_una) ||
scb->sacked & TCPCB_SACKED_ACKED)
continue;

if (skb_mstamp_after (&tp->rack.mstamp, &skb->skb_mstamp)) {

if (skb_mstamp_us_delta(&tp->rack.mstamp,
&skb->skb_mstamp) <= reo_wnd)
continue;

/* skb is lost if packet sent later is sacked */
tcp_skb_mark_lost_uncond_verify(tp, skb);
if (scb->sacked & TCPCB_SACKED_RETRANS) {
scb->sacked &= ~TCPCB_SACKED_RETRANS;
tp->retrans_out -= tcp_skb_pcount (skb);
NET_INC_STATS_BH(sock_net(sk),
LINUX_MIB_TCPLOSTRETRANSMIT) ;
}
} else if (!(scb->sacked & TCPCB_RETRANS)) {
/* Original data are sent sequentially so stop early
* b/c the rest are all sent after rack_sent
*/

break;
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117

return prior_retrans - tp->retrans_out;

/* Record the most recently (re)sent time among the (s)acked packets */
void tcp_rack_advance(struct tcp_sock *tp,

const struct skb_mstamp *xmit_time, u8 sacked)

if (tp->rack.mstamp.v64 &&
Iskb_mstamp_after(xmit_time, &tp->rack.mstamp))
return;

if (sacked & TCPCB_RETRANS) {
struct skb_mstamp now;

NS
*

If the sacked packet was retransmitted, it's ambiguous
whether the retransmission or the original (or the prior
retransmission) was sacked.

If the original is lost, there is mo ambiguity. Otherwise
we assume the original can be delayed up to aRTT + min_rtt.
the aRTT term is bounded by the fast recovery or timeout,
so it's at least one RTT (i.e., retransmission is at least
an RTT later).

* ¥ %X X X X *x x

*/
skb_mstamp_get (&now) ;
if (skb_mstamp_us_delta(&now, xmit_time) < tcp_min_rtt(tp))
return;

tp—>rack.mstamp = *xmit_time;
tp->rack.advanced = 1;

8.12.3.7 tcp_try_undo_dsack

==
H O ©O©W 00 ~NO O WDN =

N NN RFE H R B R
W N HE O WOWwWNO O, WN

/%

Location:

net/ipv4/tep_input.c

Function:

Try to undo cwnd reduction, because D-SACKs acked all retransmitted data

Parameter:

*/

sk: fEHrEE %

static bool tcp_try_undo_dsack(struct sock *sk)

{

struct tcp_sock *tp = tcp_sk(sk);

if (tp->undo_marker && !tp->undo_retrans) {
DBGUNDO (sk, "D-SACK");
tcp_undo_cwnd_reduction(sk, false);
NET_INC_STATS_BH(sock_net(sk), LINUX_MIB_TCPDSACKUNDO);
return true;
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24
25

Qo

==
H O ©O©W W0 ~NO O WDN =

g oo oo a s b2 DSBS DDEDIDEDOOWWOWWWWWWWWNDNDNDNDNDNNDNMNMDNMNNDNMNNRERRFERERFRRFRRFRRF&
W NHEH O WOWOWLWNOOPSA WNEFEFOOWOWLWMNODOUP WNEFEFOOOOLOMNOOUOU PAMWNEHOOOLOSNOOO PWNDN

return false;

.12.3.8 tcp_process_loss

/%

Location:
net/ipv4/tep_input.c
Function:

Process an ACK in CA_Loss state. Move to CA_Open if lost data are
recovered or spurious. Otherwise retransmits more on partial ACKs.

Parameter:

sk: PR FIH%

flag:

15_dupack:
*/
static void tcp_process_loss(struct sock *sk, int flag, bool is_dupack)
{

struct tcp_sock *tp = tcp_sk(sk);

bool recovered = !before(tp->snd_una, tp->high_seq);

if ((flag & FLAG_SND_UNA_ADVANCED) &&
tcp_try_undo_loss(sk, false))
return;

if (tp->frto) { /* F-RTO RFC5682 sec 3.1 (sack enhanced version). */
/% Step 3.b. A timeout %is spurious if not all data are
* lost, i.e., never-retransmitted data are (s)acked.
*/
if ((flag & FLAG_ORIG_SACK_ACKED) &&
tcp_try_undo_loss(sk, true))
return;

if (after(tp->snd_nxt, tp->high_seq)) {
if (flag & FLAG_DATA_SACKED || is_dupack)

tp—>frto = 0; /* Step 3.a. loss was real */

} else if (flag & FLAG_SND_UNA_ADVANCED && !recovered) {
tp->high_seq = tp->snd_nxt;
__tcp_push_pending_frames(sk, tcp_current_mss(sk),

TCP_NAGLE_OFF) ;
if (after(tp->snd_nxt, tp->high_seq))
return; /* Step 2.b */
tp->frto = 0;

if (recovered) {
/* F-RTO RFC5682 sec 3.1 step 2.a and 1st part of step 3.a */
tcp_try_undo_recovery(sk);
return;
}
if (tcp_is_reno(tp)) {
/* A Reno DUPACK means new data in F-RTO step 2.b above are
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54 * delivered. Lower inflight to clock out (re)tranmissions.

55 */

56 if (after(tp->snd_nxt, tp->high_seq) && is_dupack)

57 tcp_add_reno_sack(sk);

58 else if (flag & FLAG_SND_UNA_ADVANCED)

59 tcp_reset_reno_sack(tp);

60 }

61 tcp_xmit_retransmit_queue(sk);

62 }

8.12.3.9 tcp_try_undo_partial

==
H O O W0 ~NO O WDN =

A A P PP DD WWWWWWWWWWNDNDNDNNNDNDNNNODDNRFERFRERF - 92 92 92 =
DO P, WNNH O OWONOOTP WNNEFHEHOOONODOPWNEFHOOOOLONOO P WNDN

/%

Location:
net/ipv4/tep_input.c
Function:
Undo during fast recovery after partial ACK.

Parameter:

sk: fEiriEH 3k,
acked:
prior_unacked:
flag:
*/
static bool tcp_try_undo_partial(struct sock *sk, const int acked,
const int prior_unsacked, int flag)

struct tcp_sock *tp = tcp_sk(sk);

if (tp->undo_marker && tcp_packet_delayed(tp)) {
/* Plain luck! Hole if filled with delayed
* packet, rather than with a retransmit.
*/
tcp_update_reordering(sk, tcp_fackets_out(tp) + acked, 1);

/* We are getting evidence that the reordering degree is higher
* than we realized. If there are no retransmits out then we
* can undo. Otherwise we clock out new packets but do not
* mark more packets lost or retransmit more.
*/
if (tp->retrans_out) {
tcp_cwnd_reduction(sk, prior_unsacked, 0, flag);
return true;

if (!tcp_any_retrans_done(sk))
tp—>retrans_stamp = O;

DBGUNDO(sk, "partial recovery");
tcp_undo_cwnd_reduction(sk, true);
NET_INC_STATS_BH(sock_net(sk), LINUX_MIB_TCPPARTIALUNDO);
tcp_try_keep_open(sk) ;

return true;
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return false;

8.12.4 About Restransmit

8.12.4.1 Related Macro
/%
include/net/tcp.h
*/
/* Use TCP RACK to detect (some) tail and retransmit losses */
#define TCP_RACK_LOST_RETRANS Oz1

8.13 TCP Finish

8.13.1 Time Compute

8.13.1.1 tcp_fin_time
HHESEAFEIL FIN AR B 2R T AR rtoo

/%

Location

include/net/tcp.h
Function:

EEABEK FIN B8 6 HE,
Parameter

sk:sock 3.
*/

static inline int tcp_fin_time(const struct sock *sk)

{

int fin_timeout = tcp_sk(sk)->linger2 ? : sysctl_tcp_fin_timeout;

const int rto = inet_csk(sk)->icsk_rto;

if (fin_timeout < (rto << 2) - (rto >> 1))
fin_timeout = (rto << 2) - (rto >> 1);

return fin_timeout;

}
WA

1 7.2.2.1% tcp_rev_ state process HIRH o

8.14 TCP Close
8.14.1 TCP Close Flags
XS R TR AR R K HE R U R 1% T R AR R &
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/*

Location
include/net/sock.h

*/

#define SHUTDOWN_MASK 3

#define RCV_SHUTDOWN 1

#define SEND_SHUTDOWN 2

8.14.1.1 TCP State

/*include/net/tcp_state.c*/

enum {
TCP_ESTABLISHED = 1,
TCP_SYN_SENT,
TCP_SYN_RECV,
TCP_FIN_WAIT1,
TCP_FIN_WAIT2,
TCP_TIME_WAIT,
TCP_CLOSE,
TCP_CLOSE_WAIT,
TCP_LAST_ACK,
TCP_LISTEN,
TCP_CLOSING, /* Now a wvalid state */
TCP_NEW_SYN_RECV,

TCP_MAX_STATES /* Leave at the end!
};

#define TCP_STATE_MASK OzF

8.14.2 TCP State Machine

/*include/net/tcp_state.c*/

#define TCP_ACTION_FIN (1 << 7)

/*Location:net/ipvi/tep.c*/

static const unsigned char new_state[16]
/% BEPRA kA
[0 /* (Invalid) */] = TCP_CLOSE,
[TCP_ESTABLISHED] = TCP_FIN_WAIT1 | TCP_ACTION_FIN,
[TCP_SYN_SENT] = TCP_CLOSE,
[TCP_SYN_RECV] = TCP_FIN_WAIT1 | TCP_ACTION_FIN,
[TCP_FIN_WAIT1] = TCP_FIN_WAIT1,
[TCP_FIN_WAIT2] = TCP_FIN_WAIT2,
[TCP_TIME_WAIT] = TCP_CLOSE,
[TCP_CLOSE] = TCP_CLOSE,
[TCP_CLOSE_WAIT] = TCP_LAST_ACK
[TCP_LAST_ACK] = TCP_LAST_ACK,

{
-

*/

| TCP_ACTION_FIN,

[TCP_LISTEN] = TCP_CLOSE,
[TCP_CLOSING] = TCP_CLOSING,
[TCP_NEW_SYN_RECV] = TCP_CLOSE, /* should not happen ! */

I3

8.14.3 tcp_done
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==
H O O WO ~NO Ol WDN =

NNONNNDN R R R B 222
AP WONNHOOONO O P WDN

/*x BB T RRKA TCP #%#, EWOFEEMRTE. */

void tcp_done(struct sock *sk)

{
struct request_sock *req = tcp_sk(sk)->fastopen_rsk;
/x BEEFIRAA SYN_SENT % SYN_RECV B, EHFKiTHIE., +/
if (sk->sk_state == TCP_SYN_SENT || sk->sk_state == TCP_SYN_RECV)
TCP_INC_STATS_BH(sock_net(sk), TCP_MIB_ATTEMPTFAILS);
/x WHEERSEEANXA, FRHRERE, »/
tcp_set_state(sk, TCP_CLOSE);
tcp_clear_xmit_timers(sk);
/% YR T Fast Open B, & fastopen iEK */
if (req)
reqsk_fastopen_remove(sk, req, false);
sk->sk_shutdown = SHUTDOWN_MASK;
/*x WMFERAT N SOCK_DEAD, W& EHHE, */
if (!sock_flag(sk, SOCK_DEAD))
sk->sk_state_change(sk) ;
else
inet_csk_destroy_sock(sk) ;
}

8.14.4 +tcp_shutdown

tcp_shutdowns& TCP [ shutdown RGIHHHIEHIER S, HEROERSL

Winet_shutdownii H .

==
H O OW o0 ~NO OB WN -

NN DNDNDNNNDNNRFEFERFR B~ 2 2 2
~NOoO O, WNNEHE O OO NO O, WN

/*

Location:
net/ipv4/tep.c
Function:

Shutdown the sending side of a connection. Much like close except
that we don't receive shut down or sock_set_flag(sk, SOCK_DEAD).

Parameter:

sk: iS5k,
how:
*/
void tcp_shutdown(struct sock *sk, int how)
{
/* We need to grab some memory, and put together a FIN,
* and then put it into the queue to be sent.

* Tim MacKenzie(tym@dibbler.cs.monash.edu.au) 4 Dec '92.
*/
if (! (how & SEND_SHUTDOWN))
return;

/* If we've already sent a FIN, or it's a closed state, skip this. */
if ((1 << sk->sk_state) &
(TCPF_ESTABLISHED | TCPF_SYN_SENT |
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TCPF_SYN_RECV | TCPF_CLOSE_WAIT)) {
/* Clear out any half completed packets. FIN if needed. */
if (tcp_close_state(sk))

tcp_send_fin(sk);

}

W& KX TT M OEH], I H TCP AREH ESTABLISHED. SYN__SENT.SYN_RECV
B CLOSE_WAIT I}, R4 TC RETH EMYTTHPIRS KBRS, JTEFREL
i% FIN B, #H FIN B, 8 Htcp_send_finff[AIXT /5 &% FIN.

T T RMOTT MBS, WITCTS R 75 &% FIN, RA ] GBI 7L A % 75 A& iR B
2T RMOT R R AR SEIL, 7E recvmsg RFE A AIIZEE T RCV_SHUTDOWN
P e s R A
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9.1 ENIEEIN
9.1.1 #H=E=H
AN S (Rl “DIBSEC) (HA 3 Fiond:: RS [ASHRIFMG

9.1.1.1 IFEHR#H

TEHEALN, B R AN S AE ORS00 FoRIEE, H 1 38R
. Hpzondud.

TENHEBIBRIA T, A TI7E, FRAOTBEORAE KA 8 AL,

9.1.1.2 JR#g

JiAS (true form) S&—FPiFEALHONECT B ZHEHDE SRR TR . SRR IELEEL
TERTE SN T — 560 (RIS 560) - 80z 0, Gz 1 (0 AW
IR +0 T-0), HAMRREUER KN,

W —1 = 10000001 , 1 = 00000001 o

9.1.1.3 &#g

TERO S bt S H RS AR ] 5 S S R HUE RSB A U, (EAF S frfRAhe — MK
THOLT, AT ZI R E T A N RS, SR e e o A o
i —1=10000001 = 11111110 , 1= 00000001 = 00000001 .

9.1.1.4 #Mg

IEEAIA MR A S | R AMD & H R R Bl b FF5 AR, KA i
K, &5 +1e

I —1 = 10000001 = 11111110 = 11111111 , 1 = 00000001 = 00000001 =
00000001 . WARAEND 1 A5 H B T s s BN E IR M R B 1. T AMBA] TIis 5,
B B AEE R A MBS 1 o
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CHAPTER 9. M3k: Kabhfein

9.2 GNU/LINUX

9.2.1 $EIRALIE

9.2.1.1 $BiIRfL

1 /*

2 Location:

3

4 1 - 34 include/uapi/asm-generic/errno-base.h

5 35- 133 include/uapi/asm-generic/errno.h

6

7 Function:

8

9 EXT Linuz FHHIZD,

10 */

11 #define EPERM 1 /* Operation not permitted */
12 #define ENOENT 2 /* No such file or directory */
13 #define ESRCH & /* No such process */

14 #define EINTR 4 /* Interrupted system call */
15 #define EIO 5 /% I/0 error */

16 #define ENXIO 6 /* No such device or address */
17 #define E2BIG 7 /* Argument list too long */

18 #define ENOEXEC 8 /* Exec format error */

19 #define EBADF 9 /% Bad file number */

20 #define ECHILD 10 /* No child processes */

21 #define EAGAIN 11 /* Try again */

22 #define ENOMEM 12 /% Out of memory */

23 #define EACCES 13 /* Permission dented */

24 #define EFAULT 14 /% Bad address */

25 #define ENOTBLK 15 /* Block device required */
26 #define EBUSY 16 /* Device or resource busy */
27 #define EEXIST 17 /* File exzists */

28 #define EXDEV 18 /* Cross-device link */

29 #define ENODEV 19 /% No such device */

30 #define ENOTDIR 20 /* Not a directory */

31 #define EISDIR 21 /% Is a directory */

32 #define EINVAL 22 /* Invalid argument */

33 #define ENFILE 23 /* File table overflow */

34 #define EMFILE 24 /* Too many open files */

35 #define ENOTTY 25 /* Not a typewriter */

36 #define ETXTBSY 26 /* Text file busy */

37 #define EFBIG 27 /* File too large */

38 #define ENOSPC 28 /% No space left on device */
39 #define ESPIPE 29 /* Illegal seek */

40 #define EROFS 30 /* Read-only file system */

41 #define EMLINK 31 /* Too many links */

42 #define EPIPE 32 /* Broken pipe */

43 #define EDOM 33 /* Math argument out of domain of func */
44 #define ERANGE 34 /* Math result not representable */
45

46 #define EDEADLK 35 /* Resource deadlock would occur */
47 #define ENAMETOOLONG 36 /* File name too long */

48 #define ENOLCK 37 /* No record locks available */
49

50 /*

51 * This error code ts special: arch syscall entry code will return

52 * —ENOSYS if users try to call a syscall that doesn't exist. To keep
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53 * fatlures of syscalls that really do exist distinguishable from
54 * failures due to attempts to use a monexistent syscall, syscall
55 * implementations should refrain from returning -ENOSYS.
56 */
57 #define ENOSYS 38 /* Invalid system call number */
58
59 #define ENOTEMPTY 39 /* Directory not empty */
60 #define ELOOP 40 /* Too many symbolic links encountered */
61 #define EWOULDBLOCK EAGAIN /* Operation would block */
62 #define ENOMSG 42 /* No message of desired type */
63 #define EIDRM 43 /* Identifier removed */
64 #define ECHRNG 44 /* Channel number out of range */
65 #define EL2NSYNC 45 /* Level 2 not synchronized */
66 #define EL3HLT 46 /* Level 3 halted */
67 #define EL3RST 47 /* Level 3 reset */
68 #define ELNRNG 48 /* Link number out of range */
69 #define EUNATCH 49 /% Protocol driver not attached */
70 #define ENOCSI 50 /* No CSI structure available */
71 #define EL2HLT 51 /* Level 2 halted */
72 #define EBADE 52 /* Invalid exzchange */
73 #define EBADR 53 /* Invalid request descriptor */
74 #define EXFULL 54 /% Ezchange full */
75 #define ENOANO 55 /* No anode */
76 #define EBADRQC 56 /* Invalid request code */
77 #define EBADSLT 57 /* Invalid slot */
78
79 #define EDEADLOCK EDEADLK
80
81 #define EBFONT 59 /% Bad font file format */
82 #define ENOSTR 60 /* Device not a stream */
83 #define ENODATA 61 /% No data available */
84 #define ETIME 62 /* Timer expired */
85 #define ENOSR 63 /* Out of streams resources */
86 #define ENONET 64 /* Machine is not on the network */
87 #define ENOPKG 65 /* Package not installed */
88 #define EREMOTE 66 /% Object is remote */
89 #define ENOLINK 67 /* Link has been severed */
90 #define EADV 68 /% Advertise error */
91 #define ESRMNT 69 /* Srmount error */
92 #define ECOMM 70 /* Communication error on send */
93 #define EPROTO 71 /* Protocol error */
94 #define EMULTIHOP 72 /* Multihop attempted */
95 #define EDOTDOT 73 /* RFS specific error */
96 #define EBADMSG 74 /* Not a data message */
97 #define EQVERFLOW 75 /% Value too large for defined data type */
98 #define ENOTUNIQ 76 /* Name not unique on network */
99 #define EBADFD 77 /* File descriptor in bad state */
100 #define EREMCHG 78 /* Remote address changed */
101 #define ELIBACC 79 /% Can not access a needed shared library */
102 #define ELIBBAD 80 /* Accessing a corrupted shared library */
103 #define ELIBSCN 81 /* .1ib section in a.out corrupted */
104 #define ELIBMAX 82 /% Attempting to link in too many shared libraries */
105 #define ELIBEXEC 83 /* Cannot exec a shared library directly */
106 #define EILSEQ 84 /* Illegal byte sequence */
107 #define ERESTART 85 /* Interrupted system call should be restarted */
108 #define ESTRPIPE 86 /% Streams pipe error */
109 #define EUSERS 87 /* Too many users */
110 #define ENOTSOCK 88 /* Socket operation on non-socket */
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111 #define EDESTADDRREQ 89 /% Destination address required */
112 #define EMSGSIZE 90 /* Message too long */
113 #define EPROTOTYPE 91 /* Protocol wrong type for socket */
114 #define ENOPROTOOPT 92 /* Protocol not avatilable */
115 #define EPROTONOSUPPORT 93 /* Protocol mot supported */
116 #define ESOCKTNOSUPPORT 94 /* Socket type not supported */
117 #define EOPNOTSUPP 95 /* Operation not supported on transport endpoint */
118 #define EPFNOSUPPORT 96 /% Protocol family not supported */
119 #define EAFNOSUPPORT 97 /* Address family not supported by protocol */
120 #define EADDRINUSE 98 /% Address already in use */
121 #define EADDRNOTAVAIL 99 /* Cannot assign requested address */
122 #define ENETDOWN 100 /* Network is down */
123 #define ENETUNREACH 101 /* Network is unreachable */
124 #define ENETRESET 102 /* Network dropped conmnection because of reset */
125 #define ECONNABORTED 103 /* Software caused connection abort */
126 #define ECONNRESET 104, /* Connection reset by peer */
127 #define ENOBUFS 105 /* No buffer space available */
128 #define EISCONN 106 /* Transport endpoint is already connected */
129 #define ENOTCONN 107 /* Transport endpoint is not comnected */
130 #define ESHUTDOWN 108 /* Cannot send after transport endpoint shutdown */
131 #define ETOOMANYREFS 109 /* Too many references: cannot splice */
132 #define ETIMEDOUT 110 /* Connection timed out */
133 #define ECONNREFUSED 111 /* Connection refused */
134 #define EHOSTDOWN 112 /* Host %s down */
135 #define EHOSTUNREACH 113 /* No route to host */
136 #define EALREADY 114 /% Operation already in progress */
137 #define EINPROGRESS 115 /* Operation nmow in progress */
138 #define ESTALE 116 /* Stale file handle */
139 #define EUCLEAN 117 /* Structure needs cleaning */
140 #define ENOTNAM 118 /% Not a XENIX named type file */
141 #define ENAVAIL 119 /* No XENIX semaphores available */
142 #define EISNAM 120 /* Is a named type file */
143 #define EREMOTEIO 121 /* Remote I/0 error */
144 #define EDQUOT 122 /* Quota exceeded */
145
146 #define ENOMEDIUM 123 /* No medium found */
147 #define EMEDIUMTYPE 124 /* Wrong medium type */
148 #define ECANCELED 125 /% Operation Canceled */
149 #define ENOKEY 126 /* Required key not available */
150 #define EKEYEXPIRED 127 /* Key has ezpired */
151 #define EKEYREVOKED 128 /* Key has been revoked */
152 #define EKEYREJECTED 129 /* Key was rejected by service */
153
154 /* for robust mutezes */
155 #define EOWNERDEAD 130 /% Ouner died */
156 #define ENOTRECOVERABLE 131 /* State not recoverable */
157
158 #define ERFKILL 132 /* Operation not possible due to RF-kill */
159
160 #define EHWPOISON 133 /* Memory page has hardware error */

9.2.1.2 IS_ERR,PTR_ERR,ERR_PTR

FHSRAE ST

1 /*

2 Location:

3
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include/linuz/err.h

Description:
Kernel pointers have redundant information, so we can use a
scheme where we can return either an error code or a mormal

pointer with the same return value.

This should be a per-architecture thing, to allow different
error and pointer decisSions.

*/
#define MAX_ERRNO 4095

#ifndef __ASSEMBLY_ _
#define IS_ERR_VALUE(z) unlikely((z) >= (unsigned long)-MAX_ERRNO)

static inline void * __must_check ERR_PTR(long error)

{
return (void *) error;
}
static inline long __must_check PTR_ERR(__force const void *ptr)
{
return (long) ptr;
}
static inline bool __must_check IS_ERR(__force const void *ptr)
{
return IS_ERR_VALUE((unsigned long)ptr);
}
static inline bool __must_check IS_ERR_OR_NULL(__force const void *ptr)
{
return !ptr || IS_ERR_VALUE((unsigned long)ptr);
}

SR BIRR AR, EE NS B BTA R SREI R S s TR N AL A ]
WZ SRR, EEUEARE, X AR, HRf5—1 page &% 1M+
FE, W& — AR REH B NAZ 2 ARG —1> page HIFEEF. HfiEidl, RAES
WA TR, WABIR A — 85, LWIE =FENL: ARdEE; NULL,
=IRE; FEIRTREE, BEECRUE .

AT RIS IR TR L R TR H DA RE T &5 —1 page, RN H &G — TUfHE4S
B HLAIXTT 32bit B ARG KL, WAZZS [ s bl OxfEef, A8 245G—1 page B/
T8 OxfEEf000 OxfFFFF(EI% 4k —1 page), XBIHIEEHRE . WESEA4H
HEa—"1 page? FATHIE— page FIRER 4k, WAlRERE L, b0 8k, (HE/DEH
A& 4k, BB page HSRHUAT ILEFRATHE AL ZS IR BRI 1R T INAZIR BT
BEF— MR AR M TUEIAL A (4k 1A, Blptr & 0xfff == 0o WIERIRAIVRN—HE
B IAIE T A Mk, IEARAIARS & E H4E 7o IS. ERR() St Wesh2
A, WREHFARIR TG page, IEABA M WREEEA T H5—1
page, ARAUEHASERR EIXAVE — AR, X R BORAER) PR R — RS IRA
o M s AR AT ESUE e H IS ERR() RAIBE TR R, AU E, o
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M PTR_ERR() RiRBEIX RS . B, HIE—DMeEHEAR AR, TR
W72 1S_ERR_VALUE, RIHIWHEEHEAEAE (0000, OxfHFHE) Z 7], Fitt, FILA
IS ERR() KW A A% eR AR FHELEAS & — AR 4EE . T EOX B unlikely()
F !

£F PTR_ERR(), ERR_PTR(), FUZMGlEHARLI M. M PTR_ERR() Hi&
BRIEERARS, WAt —ME RS A, WRIRAFERE S A A, AP
KA AT g, IR PTR.ERR() 1o

WRAREHEIR T HJ5—1 page, IBAUILFR BiIXAE—DAMATEE . X85
BRI SEbR B — R AN . TR T 258 M IS_ERR() KA
AR, SREWRE, Ab2A PTR_ERR() KiR FHX M5 IRACAD

LilaEkbAcE

1 5.1.2.29 tcp_v4_ connect 4 IS_ERR.

9.2.2 FAIREEHE
9.2.2.1 BUG_ON

#define BUG_ON(condition) do { /
if (unlikely((condition)!=0)) /
BUGQO); /

} while(0)

WRAEREFHIHATIE RS, W13% condition & — 1 BUG, AJLASIIIMIAGEE, &
RS I HERR A 2%

9.2.2.2 WARN_ON

M WARN ON NEHH dump stack, fTEIHERREE, A4 OOPS

#define WARN_ON(condition) do { /
if (unlikely((condition)!=0)) { /
printk("Badness in %s at %s:%d/n"
dump_stack(); /
Y/
} while (0)

FUNCTION FILE LINE_); /

H o= == oo =0 ==

9.3 CiES

9.3.1 ZHFuIEL

typedef struct{

int a;
char ch;
}flag;
/*
B4 o WHEMA 1,ch WHENLA v,
*/
/% = L R AR =/
flag tmp;
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tmp.a=1;
tmp.ch="'u';

/x T BERWE x/

flag tmp={.a=1,.ch='u'}; JSEBRRANTEZEER , TTFE;
/F EZ L/
flag tmp={
:1,
c'u!
};

98, BT AT LA BB AR — 05 5 PO AR o A LA A B BE TR AR 1L

9.3.2 f{IFE&

A SO F RN OL T, AT RET 2 2 DRI I La 7. A
linux FFAZHRH, AOMRASCas i s 8. T2, I—RENTHAN T &SR
Ipidie — M EVINE R R LT 9 an i 5 R BB I i g s, BEL—
YN 2 WHREOT R, T ERSA R B, (398 Bes(al. 1 HA AT REMR
ZAHRIAE] . TR, M 15— R Ay B R 5 Bre FATTRI EARI T~ 5
HE L 3 (LAY,

struct {

unsigned int a:i;
unsigned int b:1;

unsigned int c:1;
}flags;

FROATUA 4, TATE, WA IESMEE, EIETEM. FREE o
ATCAR SR SR EIAE N — D FR A X5, — AL TS5 R E B

B R n N FB e (SR, BIA—EJ- 52 1 . FBR#E
Hunsigned intZEM | LIHLR EANTE LA 5 &

BIRFATH LR, HIa R0 RImAl/ N R, FRATAEIRSE SR E LA
MO N %, AU [EAR—Im iU SE A WIS, FBON AN, JF BBk,
HAREXS EA M ez 84T

94 GCC

9.4.1 __attribute__

GNU C W—RFOsh 2 __attribute_ MLl __attribute__ A LA E REUEME
(Function Attribute). ZEHJEYE (Variable Attribute) FIZEHJEM: (Type Attribute) o
__attribute__E@%E%@%: __attribute__ﬁ‘ﬁ}ﬁ%‘ﬁﬁwg/l\—[\—ﬁﬂ%%, FPE S %
PR A5, FEICE AN __attribute_ S
__attribute__[MIEEIEECN: __attribute__((attribute-list))
__attribute__FIPCELY AN T AR RIS 2 BT 2% 1%  http: / /www.cnblogs.com /astwish /p,
FEET  attribute AT LIXTEEMIA (struct) BEAE K (union) T BN E . KECH
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INISEETT LM E, BD: aligned, packed, transparent_union, unused, deprecated
M may_alias

M __attribute_ ZEUN, VRILAT AES BRI IS ER I B> N2k, i, ff
F__aligned__IMAA& aligned , XA, VR FT LAFEAR S Sk SO B A B A FH 0=k
T EERAELNZE L. aligned (alignment) ZJ&MHEE— T E K/ FFRE
(LA BT o

9.4.1.1 RET=EMN

IR B R A g AR B R B PTRE) AL RN ine32_t YA HAE ) AL 2 ]
R 8 F 57 e

typedef int int32_t __attribute__ ((aligned(8)));

9.4.1.2 ZBEXEBEM

N R B SR g R B O JEFTRE) AR REZRALN struct S AR HEAES D A3 ]
R 8 5% 55 5 2o
struct S {

short b[3];
} __attribute__ ((aligned (8)));

W ERrg, URATEAFshig @S5 AR, [FRE, AR Rl LA BRI RIS 57 5.
R aligned JEHIA IR —MEE B TE, BTSRRI H AR & O 5
Kb A aa X577 e Bt

struct S {

short b[3];
} __attribute__ ((aligned));

IXH 4R sizeof (short) BIK/NA 2 (byte), A4, S HIK/INEN 6 o BL—> 2
MUOTE, SRZERTET 6, WZEN 8, Fridmidasiit® S a5 77 A0h
8 F17o aligned JEIEMBHRE IR G G ELZ AR, AT, (61 packed 7] LA/
X5 HE 2Rl T2 ERE, attribute JBIERIUT SURHEEA A, WRRH
e i K A SR 16 F055, IR ARG E S 32 FI5Xt Fr R To it T

9.4.1.3 HERFENH
9.4.2 SN

IARAL HR AR 5 K e it o T 93 S IEA] AT RE R EUR/K Wt . AL, 1RZALH AR
BH 5> SR IRE. SR, 3 SC TN R W i S B AR ST 2 R = B Y o O TR THE
AE, Linux WARZ 9 SZHIRTHAMER T likely O flunlikely )X 4H 746 YOk N TR
HiiFay, WRLE SO BRAOMER N &, LMEgiam gt it -

XEAMFESL, —FRIFE 79 BTSSRI, A SR R —
TiftiE L
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/* include/linuz/compiler.h
* XAl __builtin_constant_p(z) K AEEF EREX,
*/
# ifndef likely
# define likely(z) (__builtin_constant_p(z) ? !!(z) : __branch_check _(z, 1))
# endif
# ifndef unlikely
# define unlikely(z) (__builtin_constant_p(z) ? !!(z) : __branch_check__(z, 0))
# endif

FEIZESLT, __branch_check__ ] T HER 7 LRI HFZe T 2l
USRI JRZA I, I SE SASHA i B

# define likely(z) __builtin_exzpect(!!(z), 1)
# define unlikely(xz) __builtin_ezpect(!!(z), 0)

Hrb__builtin_expect/& GCC MINEREL, HTHRRgwifdr, B R ATRENSS
Rt 2o
A AL

1 5.2.3.3" 1 tcp_make_synack i H .

9.5 Sparse

9.5.1 __bitwise

#define __bitwise __attribute__ ((bitwise))

Z R ESE N TR R AR YA T (FAN bit-endian, little-endiandeng), *f
THHHT __vitwiseZ A&, Sparse & A IX M & A —EALR —F A7 (big-
endian, little-endian B HA) FHEAH . R RBFZ M7 AT T, Sparse
SO HEL . filT

#ifdef __CHECKER _

#define __bitwise__ __attribute__ ((bitwise))
#else

#define __bitwise__

#endif

#ifdef __CHECK_ENDIAN__
#define __bitwise __bitwise__
#else

#define __bitwise

#endif

typedef __ul6é __bitwise __lel6;
typedef __ul6é __bitwise __bel6;
typedef __u32 __bitwise __1le32;
typedef __u32 __bitwise __be32;
typedef __u64 __bitwise __le64;

typedef ub4 __bitwise __beb4;
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9.6 BRIERG

9.6.1 RCU

RCU(Read-Copy Update), /=& R0 —F 7, 72487H Linux W AIEE
HEEEM . RCU 2B G5k, H IR & i R ReR. AT
EEIHE, i RCU ML Sz B B EA KT B A T RE I RO I BT o IXFEAER]—
I AT LA 2 AR RN SOz 43R, I B AVF— DX R TIE I (BRI
TP« RCU & TS B A s, MM BRI A Z IR, Flande
M RGH, ST EAEGE N H sk, TR H g B SEX R L, iIXE RCU &
AR =

Linux WAZJIFRS Y, 56T RCU BSOS Hb 54, FATTAT LAAE /Documentation/RCU/
H 5% T B e

W RCU BYSEIL, 2R LA A/

1 AERBOIRE, A DEARRMER T mlo MBRZAE ] A AT AR
THER, HENREEREMH BT, RSER A R R BGE i L S, A T
SERAE. ROU HlX MM REF N 38 R (Grace period) o

2« AEBOIRES, A PDERRIEAN T — A, R R T IX T A R
L AR SRR A IX A SR TR . X B B T & AT FALE] (Publish-Subscribe
Mechanism) o

3 PRIEBERUER A58 BN o BTl e MR — 1R, AR T S8 — MR
AW o (HZ2 RCU FHARIE—E REBEEN BT 1Y s B A2 R R 11 1

AL E:

1 5.1.2.2H tcp_v4  connect I8 rcu_ dereference_protected.

9.7 CPU
9.8 HFER%
9.8.1 FTF

FETH ML A A A — R R A/ N PR T R AR R AR R N Y
AR R, MR T A A R RLE . — SR R o

Linux ", XTIiX—#5 B ZFFAE T include/linux/byteorder/generic.h s
MSEEL, AT AR SR E5H A 2 A AR R 58 il o

/+ TEHHEHZA TR 16 MEA R 32 MER LR EERB R AR Z 0 0%,
*/

ntohl(__u32 x)

ntohs(__ul6 x)

htonl(__u32 x)

htons(__ul6 x)
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T R A AR R B 1 AR 32 AL, s A 16 fiZ. n fAF network, h AR
hosto HUARATZHUN , AHERIE BRELAT & FEA htons A2 AR B M UGG Y W 2%
A RIS, Fefeie 16 AL

9.8.2 %£7%F Cache
9.8.2.1 __read_mostly

BME T TFEPEI A E LN __read_most1yZ8M | X Linux WML INZET,
ARG H SR Cache H1, IR EED RAIWMITRE . H—J7H, WRTER
FEWA Cache, Bl BN Cache, EIFAREEABEHR D (W& A Rr AL
BCEBHEAE Cache 1), IXHEE XN __read_most1yZSM I EHE A REAFIAE Linux M
B, HEEMAREB IR RENAEZIAT, FiE L Linux WAZJHZIEW. 777 %
P02
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